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Samenvatting
— Summary in Dutch —

Bij het ontwerp van het Internet lag de focus op meerdere computers met elkaar in
verbinding te brengen. De eerste stap van elke interactie was steeds het identifi-
ceren van de computer op de bestemming. Geen enkel pakket kon op het Internet
verstuurd worden zonder op voorhand te weten naar welke computer het geadres-
seerd was. De klemtoon lag steeds op de bestemming van de aanvraag, en minder
op de data die tussen beide uitgewisseld wordt.

Tegenwoordig heeft bijna de hele wereld toegang tot het Internet en wordt dit
gebruikt voor dagelijkse activiteiten zoals nieuwsartikelen lezen, of online videos
bekijken. Waar onze data precies vandaan komt is minder belangrijk dan de data
zelf, zolang het maar van een betrouwbare bron komt en zo snel mogelijk. Toch
heeft het Internet nog steeds een duidelijke bestemming nodig alvorens het de
gewenste data kan ophalen en afleveren. Providers die wereldwijd data willen
leveren, plaatsen nu proxy servers nabij de gebruikers zodat de gebruikers zich niet
moeten bekommeren over welke bestemming ze best gebruiken voor het opvragen
van data. De gebruikers selecteren dan steeds de proxy als bestemming en de
proxy bevat voldoende logica om te kunnen beslissen waar de data zich bevindt in
het netwerk en hoe we daar het snelste geraken. Een dergelijke oplossing werkt
vandaag vlot, maar het is niet efficiént om zo met het Internet om te gaan.

In dit doctoraatsboek onderzoeken we hoe het Internet efficiénter met data en
services kan omgaan. In plaats van in ons verzoek voor data een bestemming aan te
duiden, stelt het principe van Content-Centric Networking voor om in een verzoek
enkel het type data of service aan te geven. Het is dan aan het Internet om de beste
locatie van de gewenste data of service te vinden.

Dit thema heeft al veel aandacht ontvangen van andere onderzoekers, vooral
voor statische data die naar meerdere gebruikers verstuurd kunnen worden. Deze
aanpak wordt Information-Centric Networking (ICN) genoemd. Momenteel loopt
veel onderzoek m.b.t. het gebruik van ditzelfde principe voor het optimaliseren
van het Internet in het aanbieden van toepassingen en diensten (services). Deze
uitbreiding naar zogenoemde Service-Centric Netwerken heeft een aantal belang-
rijke uitdagingen. Een eerste uitdaging wordt gevormd door het feit dat antwoor-
den van een Internet dienst vaak gepersonaliseerd of athankelijk van de ingave van
de gebruiker zijn. Het is dus niet mogelijk om een antwoord van een gebruiker
verder door te sturen naar andere gebruikers. Een tweede probleem is dat het bij
services meestal niet beperkt blijft tot één antwoord maar er een constante ver-
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binding ontstaat tussen gebruiker en service. Een server kan slechts een aantal
connecties tegelijkertijd aan, dus zullen we van meerdere locaties gebruik moeten
maken om alle gebruikers tevreden te stellen.

In dit proefschrift trachten we de volgende uitdagingen voor SCN op te lossen:

1. Een geschikte service replica vinden voor eender welke service aanvraag.

2. Een geschikte locatie vinden voor services om aanvragen goed te kunnen
beantwoorden.

3. Het ontwikkelen van componenten met kennis over alle services die aanvra-
gen kunnen verwerken.

In het tweede hoofdstuk stellen we een ontwerp van een netwerkrouter voor
waarmee netwerkcomponenten verzoeken kunnen doorsturen naar een geschikt
service replica. Hoewel de routers de locatie van de verschillende replicas niet
kennen, vertellen hun doorstuurtabellen aan welke router aanvragen voor die ser-
vice moeten worden doorgestuurd. Uiteindelijk komt de aanvraag dan aan op een
server met een geschikt servicereplica. We hebben een algoritme ontwikkeld dat
1) de beste routes naar elk service replica voor een bepaalde service-router vindt
en 2) de doorstuurtabellen opvult met een minimale hoeveelheid informatie.

Met behulp van Simulated Annealing vinden we routes van elke gebruiker naar
elke service replica zodat de gemiddelde reactietijd wordt geminimaliseerd, uit-
gaande van een vaste serviceplaatsing en een vaste hoeveelheid aanvragen. Het
algoritme houdt rekening met zowel de verwachte belasting op het netwerk als de
belasting van de servers om een optimale verdeling te vinden tussen gebruikers-
aanvragen en de verschillende servicelocaties. Door een reductiemethode toe te
passen, kunnen we de behoefte aan een bronadres in de doorstuurtabellen elimine-
ren, zodat service-routers aanvragen kunnen doorsturen door alleen de gevraagde
servicenaam in aanmerking te nemen.

We vergelijken ons algoritme met 1) een gulzige (Greedy) aanpak, waarbij
altijd de dichtstbijzijnde server wordt geselecteerd, 2) een uniforme verdeling,
waarbij een gelijk aantal verzoeken aan alle replica’s wordt gegeven, en 3) een
dynamisch algoritme dat tijdens uitvoering kijkt welke server de kortste wachtrij
heeft en het verzoek naar die server verstuurt. Onze resultaten gaven aan dat de
beste aanpak afhankelijk was van de aard en omvang van het netwerk. Hoewel
de beste keuze van het netwerk athangt, was onze Simulated Annealing aanpak
in staat om steeds het optimale resultaat te benaderen, waardoor het een geschikt
algoritme is wanneer het netwerktype onderhevig is aan verandering, of onbekend
is.

In het derde hoofdstuk van dit proefschrift ligt onze focus op het vinden van
de optimale locatie van service replica’s, zodat we de hoeveelheid aanvragen die
binnen een gewenste reactietijd kunnen verwerkt worden, kunnen maximaliseren.
Voor services zijn vaak responstijden van slechts enkele seconden vereist, waar-
door de optimale keuze er dikwijls in bestaat om zoveel mogelijk services zo dicht
mogelijk bij de gebruikers te plaatsen. Deze benadering is echter economisch
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niet haalbaar, omdat service-instanties behoorlijk duur kunnen zijn en veel van die
instanties waarschijnlijk niet actief zijn. In plaats daarvan gebruiken we virtuali-
satietechnieken van Docker om instanties in slechts enkele seconden op te zetten.

De afbeeldingen waarmee een Docker container kan worden opgestart zijn op-
gebouwd uit modulaire bouwstenen, die we lagen noemen, die elk door verschil-
lende services kunnen worden hergebruikt of ook zelf als services kunnen worden
beschouwd. In dit tweede hoofdstuk introduceren we een algoritme om lagen stra-
tegisch in het netwerk te plaatsen, zodat alle lagen van een service in slechts enkele
seconden kunnen worden opgehaald en geimplementeerd. Dit stelt ons in staat om
aan de gebruikersaanvraag te voldoen en kosten te besparen door alleen instanties
in te zetten als dat nodig is.

Om ervoor te zorgen dat onze resultaten op realistische scenario’s gebaseerd
zijn, hebben we de gegevens van de openbare Docker-repository gecrawld en ge-
analyseerd. De resulterende servicemodellen zijn dan in onze simulaties opgeno-
men.

Om het plaatsingsprobleem op te lossen, gebruiken we Integer Linear Pro-
gramming (ILP) om de oplossingsruimte te doorzoeken en de combinatie van
plaatsingen en replicaselecties te vinden die de meeste gebruikers tevreden stel-
len. Aangezien ILP veel rekenkracht vereist en niet geschikt is voor het oplossen
van zeer grote problemen, introduceren we methoden om het plaatsingsprobleem
stap voor stap op te lossen. Bovendien tonen we via een reeks experimenten aan
dat onze ILP formulering kan opgelost worden in ongeveer één uur, terwijl een
naieve formulering meerdere dagen nodig heeft. Dit maakt ons algoritme zeer
goed bruikbaar in de praktijk.

Uit onze resultaten bleek dat deze aanpak niet alleen economisch haalbaar is,
maar ook oplossingen kan vinden die aan alle gebruikersaanvragen kan voldoen
binnen een reactietijd van minder dan 4 seconden.

In het vierde hoofdstuk van dit proefschrift onderzoeken we hoe netwerkcom-
ponenten kunnen achterhalen welke server geschikt is om een sessie service aan-
vraag te verwerken. In het tweede hoofdstuk hebben we een selectie algoritme
geintroduceerd waarbij we uitgaan van een gemiddelde verwerkingstijd, waardoor
het algoritme kan berekenen hoe lang de aanvraag op de server doorbrengt. In het
vierde hoofdstuk onderzoeken we stateful services. Inderdaad, veel services, zoals
bijvoorbeeld een transactie service, moeten gedurende de sessie informatie over
de gebruiker en de sessie bijhouden. De sessieduur kan variéren en bovendien kan
een server typisch maar een bepaald aantal sessies tegelijkertijd aan. In dit vierde
hoofdstuk onderzoeken we hoe we kunnen omgaan met deze onbekende sessie-
duur en hoe we de beste service kiezen op basis van de beschikbaarheid van de
servers.

Om dit te bereiken introduceren we het concept van een sessieslot. Elke server
berekent het aantal sessies dat tegelijkertijd door een bepaalde service kan worden
verwerkt, zonder hun eigen rekenkracht te overschrijden. De servers rapporteren
vervolgens hun beschikbare sessieslots aan de componenten die verantwoordelijk
zijn voor het toewijzen van aanvragen aan geschikte servers, die wij resolvers noe-
men. In dit hoofdstuk bekijken we hoe vaak deze sessierapporten moeten worden
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verzonden en hoe de verschillende resolvers moeten worden ingesteld. We be-
studeren zowel een gecentraliseerde als een gedistribueerde opstelling van de re-
solver en onderzoeken hoe de overlap tussen resolvers en de rapportagefrequentie
van invloed is op de beslissingen van de resolvers. Ons einddoel is om het aantal
verkeerde beslissingen te minimaliseren, wat betekent dat aanvragen niet worden
doorgestuurd naar een server die te weinig beschikbare rekenkracht heeft wanneer
de aanvraag toekomt.

We merken dat de resolvers bij de eerste pogingen te sterk reageren op kleine
schommelingen in de beschikbare sessieslots van een server, waardoor een onsta-
biel systeem ontstaat. We introduceren verschillende methoden om het systeem
stabieler te maken. We merken dan ook op dat één server verzoeken van verschil-
lende resolvers kan ontvangen en we presenteren methoden om resolvers te laten
samenwerken en voorkomen dat ze te veel met elkaar concurreren over gedeelde
servers.

Als gevolg hiervan zijn we in staat om het faalpercentage terug te brengen tot
6% wanneer we rapporten met het aantal sessie slots elke 30 seconden verzenden,
wat niet te belastend is voor het netwerk. In een gedistribueerd netwerk met 10
resolvers moeten we elke seconde rapporteren om een vergelijkbaar resultaat te
behalen.

Met de voorstellen van dit proefschrift wordt de basis gelegd voor een slim
Service-Centric Netwerk ontwerp. Gecombineerd met ander onderzoek op het
gebied van architectuur, beveiliging en andere onderwerpen die buiten de grenzen
van dit onderzoek lagen, kan een Service-Centric Network worden opgebouwd.



Summary

When the Internet was designed, the focus was on connecting hosts, which essen-
tially comes down to connecting a network of computers. The first step for any
interaction would start with identifying the destination host. No packet would go
into the network without knowing the address of the host it should be sent to. The
focus was on the destination of the request, rather than on the data that was being
exchanged.

Nowadays, the Internet has evolved to a worldwide consumer network and is
used for day to day activity, such as reading the news or watching online videos.
Which host we get our data from is less important than what data we are interested
in, as long as it comes from a reliable source. However, the Internet still relies
on a clear destination to be able to deliver its messages. A workaround for big
data providers, who wish to deliver content worldwide, is to place several proxy
servers near the users. The users send all their requests to a nearby proxy server,
which contains knowledge of all the data that is being offered and finds what the
user is looking for. Although these solutions work, the design of the Internet is
counter-intuitive with how we are actually using the Internet.

In this dissertation we examine how the Internet could be improved to support
more flexible data retrieval. Rather than telling the Internet where we want to
connect to, we want to be able to tell the Internet what we are looking for. In other
words, instead of specifying the IP address of a destination server, we wish to use
a content name as destination and expect the Internet to find the best location for
us.

This paradigm is already receiving a lot of research attention for static content
objects that can be cached in the network and distributed to many different users.
This is called Information-Centric Networking (ICN). However, applying the same
principles to Internet services, which we call Service-Centric Networking (SCN)
brings new challenges. First of all, service responses are often personalized or
depend on the input data of the request, which means the responses are less suitable
to be cached. Secondly, a connection must be set up with that service, sometimes
with strict latency requirements, and each server can only handle a limited amount
of sessions at the same time.

In this dissertation we aim to solve the following three challenges of SCN:

1. Locating a suitable service replica in the network for any given request.

2. Finding the best placement for services in the network.
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3. Design resolvers that consider server load when resolving requests to a suit-
able location.

In the second chapter, we propose a network router design that allows native
network components to forward requests to a suitable service replica. Even though
the routers do not know the location of each service replica, their forwarding tables
tell them which router to forward requests to for that service name, eventually
bringing the request to a server which contains a service replica. We developed an
algorithm that 1) finds the best routes to each service replica for any given service
router, and 2) populates the forwarding tables with minimal state.

Using Simulated Annealing, we find routes from each user to each service
replica so that the average response time is minimized, given a fixed service place-
ment and fixed user demand. The algorithm considers both the expected load on
the network and the load on the servers, to find an optimal distribution between
user requests and the different service locations. By applying a state reduction
method, we can eliminate the need for a source address in the forwarding tables,
allowing service routers to forward requests by only considering the requested ser-
vice name.

We compare our algorithm against 1) a greedy approach, always selecting the
closest server, 2) a uniform distribution, giving equal amount of requests to all
replicas, and 3) a dynamic algorithm that looks at-runtime which server has the
shortest queue and forwards the request to that server. Our results indicated that
the best approach is subject to the nature and size of the network. For the four
kinds of networks we simulated, our Simulated Annealing approach performed
better than the benchmark methods.

In the third chapter of this dissertation, our focus was to find the optimal loca-
tion of service replicas so that we can maximize the amount of requests that can be
processed within a desired response time. Services often require responses times
of several seconds, making the optimal choice to deploy as many of them as close
to the users as we can. However, this approach is economically unfeasible as ser-
vice instances can be quite expensive and many of those instances are likely to be
running idle. Instead, we adopt virtualization techniques from Docker to deploy
instances in a matter of seconds.

Container images in Docker are built from modular building blocks, called lay-
ers, which can each be re-used by images of other services. In this second chapter,
we introduce an algorithm to strategically deploy layers across the network, so that
all layers of a service image can be assembled and deployed in just a matter of sec-
onds. This allows us to satisfy user demand and save costs by deploying instances
only when needed.

To ensure that our simulation results are based on realistic scenarios, we crawled
and analyzed the data of the public Docker repository, using the resulting service
models as input for our simulations.

To solve the placement problem, we utilize Integer Linear Programming (ILP)
to search the solution space and find the combination of placements and replica
selections that satisfies the most users. As ILP requires a lot of computational re-
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sources and is not suitable for solving very large problems, we introduce methods
to solve the placement problem one step at a time before coming to a global so-
lution. Additionally, we prove that running the solver for only one hour results in
only a small performance decrease compared to running it for several days, which
makes this a more practical solution.

As conclusion, we find that this approach is not only economically feasible, but
can also find solutions that can satisfy all user demand within less than 4 seconds
response time in the networks we evaluated.

In the fourth chapter of this PhD dissertation, we examine how network com-
ponents can learn which server is suitable to process a stateful service request. In
the second chapter we introduced a selection algorithm that assumed an average
service time and used a queuing model to predict the duration between the request
arriving at the server and the server sending the reply. In contrast to chapter 2, the
current chapter focuses on stateful services. Indeed, many services, for example
a transactional service, require multiple interactions with the client and have to
maintain state throughout the duration of that session. The session duration can
vary and additionally a server typically can only handle a limited amount of ses-
sions concurrently. In the fourth chapter we examine how we can deal with this
unknown session duration and how service selection can be performed dynami-
cally based on server availability.

To achieve this, we introduce the concept of a session slot. Each server calcu-
lates how many sessions it can process simultaneously of a certain service, without
going over its own resource capacity limit. The servers then report their avail-
able session slots to the components responsible for assigning requests to suitable
servers, which we call resolvers. In this chapter, we examine how often these ses-
sion reports should be sent out and how the different resolvers should be set up.
We study both a centralized and distributed resolver setup, and examine how the
overlap between resolvers and the reporting frequency affect the decisions of the
resolvers. Our end goal is to reduce the amount of incorrect forwarding decisions,
meaning that requests are not forwarded to a server which is unable to serve any
additional sessions when the request arrives.

In our first attempts, the resolvers were reacting too strongly to small fluctua-
tions in the server session slot capacity, creating an unstable system. We introduce
several methods to make the system more stable. We then also consider that one
server can receive requests from different resolvers, and we present methods to
make resolvers consider each other’s decisions and avoid being too greedy with
shared servers.

As a result we are able to reduce the fail rate to 6% when we only send out
session slot updates every 30 seconds, which is infrequent and not too straining
for the network load. In a distributed network with 10 resolvers we must report
every second to achieve a similar low fail rate.

With the proposals of this PhD dissertation, the foundation for a smart Service-
Centric Network is laid. Combined with other research on architecture, security,
and other topics that were out of scope for this research, a Service-Centric Network
can be built.






Introduction

This chapter situates the conducted research work, summarizes the main contribu-
tions and outlines the structure of this dissertation. It also provides an overview of
the publications that were authored during this research period.

1.1 Context

When the Internet was first designed in the 1960s, the idea was to connect different
computers to exchange information. The initial ARPANET [1], which connected
only a handful of computers, laid the foundation of the Internet that we know to-
day. When we want to read the news online or watch a Youtube video, a connection
is established between our computer and another computer, also called the server,
which serves the content we are looking for. This server is specified by the des-
tination IP address in our request. To know which IP address the server has, our
own computer makes a request to your local Domain Name System (DNS) server,
asking for the IP address of a certain domain, like youtube.com. The DNS server
either knows a response, or delegates the request to a higher-level DNS server.
Eventually, an IP address is returned and a request for a content item is initiated.
Now imagine that everyone at a festival wants to look up the same content, for
example the schedule of today’s shows at the concert. In today’s Internet, each
festival user needs to contact the DNS server to resolve the IP address of the server
and request the web page containing the schedule. If there are 1000 people at the
event looking at the schedule, that means the server hosting the festival schedule
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receives 1000 requests and has to send 1000 responses, while all those users are in
the same physical location.

There are several optimizations that we can apply to this situation. First of
all, instead of always going to the server hosting the web page with the festival
schedule, we can store the request on a smaller server which is hosted nearby
the physical festival location. That way, requests have to go less deep into the
network to request the festival schedule, reducing the network load and improving
the response time. This principle led to distributed server setups, where content is
stored in smaller servers in the edge network, closer to the end-user.

Even with the schedule hosted nearby, each festival user still needs to contact a
nearby DNS server to retrieve the IP address of the nearby server where the sched-
ule is now hosted. When there are too many people requesting that schedule at
the same time, it is possible that the web server becomes overloaded and becomes
very slow. Hosting a second server nearby which contains the schedule is a good
solution, but because of the way DNS servers work it would take several minutes,
in worst cases even up to several hours [2], for the information about the second
server to propagate to DNS servers worldwide. The issue we are facing in the cur-
rent Internet is that the communication is focusing on where we want to connect,
rather than what we are looking for.

Based on how the Internet is being used today, with many people requesting
the same content from all over the world, it might make more sense to focus on
what content we want to retrieve, rather than where we receive it from. In an ideal
world, a request for content on the network would say I want content A and the
network responds with a copy of content A. This idea is the foundation of a new
Internet paradigm called Information-Centric Networking (ICN). In ICN, the user
specifies what it wants and leaves it up to the network components to find the best
location. There are several implementations of ICN, but they all follow the same
principles.

One of those principles is that a user can request content on the network using
the content’s name, rather than addressing a server which contains the content.
This means that several copies of the same content, located on different servers in
the network, all have the same identifier. A request for this content identifier can
end up at any of the copies. Depending on the ICN implementation, this lookup
of a nearby replica can be done in a centralized or in a distributed manner, but the
idea is that the best replica is returned. In case of static content, this is usually the
closest replica.

However, we do not just use the Internet to retrieve static content like web
pages. Services that process data are also located in the network more than ever.
Think of the many cloud services that allow you to host your application in the
cloud, which can be centralized or distributed, and scaled based on varying demand
using virtualization techniques. Now apply the same idea not just within one cloud,
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but between several different cloud systems across the Internet. As we use these
applications the same way we use content, it makes sense to try and apply the ICN
principles to services. This is called Service-Centric Networking (SCN) and lies
at the core of our research.

Just like with content, in SCN services are identified by a name rather than by
the location where they are hosted. One service can be located in different servers,
and just like content we can also host services on servers in the edge network,
closer to the users. Similar to ICN, we wish to rely on the network components to
locate the best service replica for our request. This brings several new challenges
compared to ICN, as services typically have a unique response to each request
whereas static content can be cached anywhere and is the same for any user who
requests it. We identify these challenges in Section 1.3.

This PhD dissertation aims to support the idea of SCN and solve several of
its research challenges. We suggest methods to locate the ideal service replica for
any given request, and we introduce algorithms to find the ideal location for ser-
vice replicas. These challenges, and more, will be addressed in the next chapters.
Our goal is to create service selection algorithms that support both stateless and
stateful services, as well as a placement algorithm that focuses on newly regis-
tered services without known demand patterns. Our aim is that these algorithms
can be used in most current architecture proposals and help create a complete SCN
implementation.

1.2 Related work

As the Internet was not conceived for the large amount of content sharing that
we see today, there have been several developments over the years to resolve the
problems that come with this scale. In this section, we will provide an overview of
some of the major developments and how they relate to our research contributions.

Domain Name System (DNS). The main purpose of DNS is to allow users to
address devices on the network in a user-friendly way. Without DNS we would
have to address every device by its numeric IP address. Thanks to DNS, we are
able to use human-readable hostnames such as google.com to address a server.
When an end-user uses a hostname to address a server, the local DNS resolver is
responsible for translating that hostname into the IP address of the destination. To
determine the IP address, the local DNS resolver will first check its cache. If the
hostname cannot be resolved from this cache, the local DNS server will query a
root server, which in turn will make a set of recursive queries until it reaches an
authoritative DNS server which knows the IP address associated to the requested
hostname.

Although DNS services are typically operated by Internet Service Providers
(ISPs), companies such as Google, Cisco and CloudFlare also started offering
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DNS services. These three players currently operate the fastest performing DNS
services, with the CloudFlare 1.1.1.1 DNS server being the fastest with a mean
response time of 13ms [3].

DNS can be used to load balance requests over several servers. For each host-
name, a list of destination servers can be configured. The DNS server will then
use a load balancing strategy such as round-robin to select a destination for each
request [4]. One of the disadvantages of DNS Load Balancing is that the DNS
server does not consider server load or transaction time. As a result, it does not
know if the selected server is the best choice for the request, or if the server is
still online. Another issue is that DNS servers often cache the response, which
prevents load balancing of consecutive requests. These issues can be improved but
most companies use approaches such as CDN and SDN for load balancing, as we
will discuss next.

In our research, we propose to use name-based service identifiers to address
a service located in the network. We introduce a service selection algorithm that
assigns a request to a suitable service replica and make a suggestion for a hop-by-
hop forwarding approach. This algorithm could be used as a building block in a
full-fledged SCN implementation: it could be possible to use a DNS adaption to
translate service identifiers into IP addresses of a suitable service location.

Content Delivery Network (CDN). The main purpose of CDN is to bring
content closer to the user by serving it from geographically distributed servers
located in the edge network, also called Points of Presence (PoP). In a classic
scenario, when one requests content that is located in a CDN, the DNS server will
forward this request to a nearby CDN server. The CDN server will then select a
suitable server to fetch the content from, cache it and deliver it. Any consecutive
requests from users in the area can then be served by the nearby CDN server. CDN
does not only improve content delivery but also reduces bandwidth costs for the
content provider, increases content availability due to its distributed nature, and
improves website security against denial of service attacks.

The market size of CDN was valued at USD 10.58 billion in 2018 according
to a report from Grand View Research [5]. A report from Akamai shows that
even a 100 millisecond delay in page load time can hurt sales conversion rates up
to 7% [6], while Amazon stated that an additional page load time of one second
could cost them USD 1.6 billion in sales each year [7]. As retail e-commerce sales
hit an estimated USD 3.53 trillion in 2019 [8], this explains the uptake of CDN.

Some of the largest CDN players on the market include Akamai, Amazon
CloudFront, Google Cloud CDN, Microsoft Azure and Rackspace. Akamai has the
largest footprint with 265000 servers in 136 countries and 1500 networks around
the world. As a result, 85% of the world’s Internet users are only one network hop
away from an Akamai server [9].

Although CDN focuses on static content delivery, the CDN servers are able
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to decide which content location is used to serve a user’s request based on current
network and server status. Additionally, CDN servers can apply content replication
strategies for faster delivery. Therefore, it would be possible that an adaptation of
the selection and placement algorithms presented in this dissertation could be used
in a CDN.

Software Defined Networking (SDN). SDN aims to simplify network man-
agement by separating network control from the forwarding plane. The network
intelligence is often centralized in a software-based SDN controller which has an
overview of the network. Software applications can program the (logically) cen-
tralized controller through APIs to implement business goals like load-balancing
or security. The centralized controller will then configure the forwarding devices
accordingly, also through APIs.

SDN has seen a lot of success with network and cloud operators, as it greatly
reduces manual network setup and makes network management more dynamic and
scalable. An example is Google who built B4 WAN [10] to connect all its datacen-
ters using SDN principles and OpenFlow. Additionally, Google also developed its
own controller, Andromeda, which in 2014 more than doubled the TCP through-
put [11]. In 2019 Google reported that Andromeda 2.2, in combination with their
network fabric Jupiter, increased their throughput tenfold again [12].

While Google keeps most of its technology proprietary, there are many com-
mercial SDN solutions on the market. One of the leading solutions is VMWare’s
NSX [13]. NSX is a network virtualization platform that makes the network com-
pletely programmable. According to SDN principles, it can be combined with
any software as well as any hardware. Another leading SDN solution comes from
Cisco with their Application Centric Infrastructure (ACI) [14]. A comparison be-
tween ACI and NSX can be found here [15]. Cisco also has footprints in each
layer of SDN architecture with their DNA Software, SD-Access and SD-WAN
solutions [16]. Other top SDN solutions are Juniper Contrail Networking, Nua-
genetworks, Big Switch Networks and many more.

SDN is relevant to our research because of the way the centralized controller
can configure the underlying network. The algorithms presented in the following
chapters require knowledge about server status, network latency and storage ca-
pacity. Additionally, the service selection result needs to be configured into the
forwarding plane to make sure that requests end up at the correct location. The
centralized controller from SDN principles is a possible candidate to gather this
information and configure the algorithm’s result on the network components.

Information Centric Networking (ICN). Solutions like CDN and SDN use
virtual components and overlay networks on top of the current infrastructure to
improve content distribution and network connectivity. The idea behind ICN is
a clean-slate approach where content distribution is a network primitive using in-
network caching and name-based forwarding to improve content delivery. This
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topic has received a lot of research attention, with several larger research projects
being established in the last decade.

Two popular and closely related projects were the Named Data Networking
(NDN) [17] and Content-Centric Networking (CCN) [18] projects, which were
both working towards a similar architecture. Their architectural proposal involved
routers which would forward requests hop-by-hop based on content name prefixes,
using a hierarchical content naming convention. Each router would only know the
next hop for a certain name prefix and once the content object is found it would
follow the same path back. Each router caches the content object so that any
consecutive request can be served by the content router immediately. Although
Content-Centric Networking is formulated and presented as a clean-slate approach,
the CCN project introduced an open source code that can be deployed on existing
architecture using TCP/IP sockets.

Other leading research projects were DONA, PSIRP and NetInf. DONA [19]
followed a similar approach as NDN and CCN using a hop-by-hop routing scheme,
although it also supported direct content retrieval where the content was sent back
to the requester over a direct IP connection. It uses a flat naming scheme which
enabled self-certifying content names. PSIRP [20], which later turned into PUR-
SUIT [21], used a publish-subscribe approach where a centralized rendezvous sys-
tem receives requests and response with a forwarding identifier. The routers would
use this information to identify which interface to forward the request on, until the
content is found. NetInf [22] is a hybrid approach with two modes. In one mode
it follows the hop-by-hop routing scheme of NDN, CCN and DONA, while in the
other mode it uses a centralized resolver service that returns a locator of where the
content object can be found through a direct IP connection. A survey of these ICN
projects can be found in [23].

Cisco announced that it is working on a hybrid ICN (hICN) [24] project for
mobile video delivery over 5G. In 2018 Cisco and Verizon announced a successful
first experiment of the Cisco hICN solution in the Verizon Innovation Center [25].

Service Centric Networking (SCN). The architecture proposals from ICN
research projects were focused on static content objects. However, delivering ser-
vices using ICN principles brings several challenges with it. For example, caching
is less evident, services are prone to dynamic service times and often require input
data to consider. The need for an ICN-like solution for services led to Service-
Centric Networking. Although we will discuss related work on SCN in the next
chapters, we will also provide a brief overview here.

SoCCeR [26] attempts to extend the architecture from the CCN project so it
can also support services. The main contribution of SoCCeR is that it uses Ant
Colony Optimization (ACO) to find one suitable service instance for each request,
rather than forwarding the request on all interfaces as in the CCN proposal. Ser-
val [27] is an architecture proposal for SCN which introduces a new service layer
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in the network stack. This layer is responsible for resolving service requests and
making sure that all requests of the same service session end up at the same des-
tination. The architecture still relies on IP sockets to transport data, despite using
service name identifiers to initiate a service request. Similar to Serval, the SCAF-
FOLD [28] research project proposes changes to the stack to support name-based
service requests. A network router forwards name-based requests to a service
router, which in turn forwards the request to a destination hosting a service replica.

Most SCN research groups focus on architecture design and rely on rather
straightforward algorithms such as round-robin to find a service replica for a re-
quest. Our research focuses on service selection and placement algorithms consid-
ering both network and server metrics. This allows any service resolution scheme
to find a suitable service replica for a request and enables providers to place ser-
vices in strategic locations. The algorithms presented in this dissertation could be
used in architectures such as Serval and SCAFFOLD.

1.3 Challenges

Although there is a lot of research activity around ICN already, extending this
research to SCN brings several challenges. For example, caching content objects
between the original content source and the requester is a core principle of many
ICN approaches. After all, if we cache a content hit close to the user, we can serve
the next requests much faster. For services, this becomes much more challenging.
A service response typically contains dynamic or personalized data. An example
of a static object would be a news article located on a website. After the first few
users request the object from the original source, the next readers will be able to
use cached replicas much closer to them. Whether you read the article at 6 am
or at 8 am, the content is likely still the same. Now consider an Internet service,
such as a translation service. The response depends on the text that the user wants
to translate, so this can’t be cached or sent to other users who have different text
to translate. Therefore, caching in SCN brings much less benefit than its static
counterpart in ICN.

Another challenge of moving from ICN to SCN, is the persistent connection
that is required between a user and the service. When requesting a static content
object, the user receives a copy of that content and the transmission ends. When
the same user requests the same content again, the response might come from
another location in the network but the content will still be the same. In SCN,
a user must find the best service replica and then establish a connection with it.
For stateful services, it is important that the messages reach the same server which
is handling that session. This brings extra challenges as we do not only need to
consider the speed at which a service replica can be found, but also the network
bandwidth and possible bottlenecks in the network that could decrease the Quality
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of Service (QoS) for that user once a connection is made.

A last challenge that is relevant to this research is the state of the servers which
are hosting the service replicas. If we find a service replica nearby the user, but
that server is already working at full capacity, then a more distant server can deliver
a better service quality, even with a slightly higher response time. This requires
constant monitoring of server status so a smart decision can be made.

In the next section, we describe how we contributed to overcoming these chal-
lenges.

1.4 Research contributions

In Section 1.3, the problems and challenges for realizing a Service-Centric Net-
work paradigm are formulated. They are tackled in the remainder of this PhD
dissertation for which the outline is given in Section 1.5. To conclude, we present
an elaborated list of the research contributions within this dissertation:

e Optimal service instance selection.

One of the key aspects in our research is finding the best service instance
for any given request. Whether this is done by a centralized component or
in a distributed fashion by the many network components, when a service
request is generated we must find the optimal service replica if more than
one is available. The following contributions are presented:

— Development of a static selection algorithm that considers both net-
work metrics and the server characteristics. Using this algorithm, we
attempt to minimize the response time of stateless services.

— Development of a dynamic selection algorithm that avoids sending ser-
vice requests to fully occupied servers by exchanging performance in-
formation with the server, focusing on stateful services.

— Heuristics and Integer Linear Programming methods to solve the se-
lection problem.

— Analysis of centralized and distributed information distribution schemes.
While finding the best service replica, it is important that the available
information reflects the current state of that service replica, so that a
good decision can be made.

e Request routing towards the best service instance.

Once the best service instance is identified for a service request, the network
components must forward that request to that instance. This can be done
directly if each resolution component maintains the location of all service



INTRODUCTION 9

instances, or we can locate the best instance hop by hop. The following
contributions were made:

— Introduction of a hop by hop routing scheme performed by the ser-
vice routers. Each router brings the request one step closer to the best
service replica.

— A method to reduce the amount of state stored in network routers to
find the optimal instance. This allows us to route requests towards
the best service replica with minimal state required in network compo-
nents.

— Introduction of a centralized routing scheme where resolvers maintain
the location of each service replica and its current state.

— Analysis of a centralized and distributed resolver setup, as well as the
introduction of several methods for the resolvers to work together to
avoid overloaded the servers.

e Introduction of an on-demand service deployment scheme.

The efficiency of a selection algorithm is limited if the service instances are
deployed in a poor location. No matter how good the selection algorithm,
if no service replicas are available nearby then the user experience is lim-
ited. The first step is to deploy service instances in strategic locations. With
regard to service placement, the following contributions were made:

— Design of layered service structure based on real service data. By
crawling the Docker repository and analyzing all the services regis-
tered in it, we were able to perform simulations using real-life data
models to obtain realistic results.

— Development of a deployment algorithm which places service compo-
nents in strategic locations. This way, services can be assembled and
deployed quickly and nearby the user on-demand.

— Heuristics and Integer Linear Programming methods to solve the place-
ment problem.

1.5 Outline

This dissertation is composed of a number of publications that were realized within
the scope of this PhD. The selected publications provide an integral and consistent
overview of the work performed. The different research contributions are detailed
in Section 1.4 and the complete list of publications that resulted from this work is
presented in Section 1.6.
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This section provides an overview of the remainder of this dissertation and
explains how the different challenges are linked together. Fig. 1.1 positions the
different contributions that are presented in each chapter, while Table 1.1 shows
how the different chapters are related to the contributions mentioned in Section 1.3.

Service-Centric Networking builds on the principle that service replica identi-
fiers are independent of their location in the network, allowing the network compo-
nents to find the best replica when they receive a request. This allows components
to resolve a request to the best replica at the time of request arrival, which could
be different for consecutive requests, or it allows network components to forward
requests to the best replica hop by hop. In Chapter 2 we propose a static selection
algorithm that assists network components in finding the best replica for any given
request, so that the average system response time is minimized. This algorithm
focuses on stateless services where the server processing time can be calculated
using a suitable queuing model. An example could be users submitting text to be
translated by a translation service in the network. In this chapter we also introduce
a forwarding scheme where each service router is only aware of the next hop on the
path to the best replica, without knowing the exact location of that replica. To store
this information in a service router in a scalable way, we introduce a state reduc-
tion method to minimize the amount of information required to forward requests
to the best service replica.

Although we can forward requests to the best available instance, a good re-
sponse time can not be guaranteed if no replicas are available nearby. With today’s
real-time processing applications demanding quick response times for a good user
experience, a smart service placement is essential. In Chapter 3 we examine the
optimal location to deploy service replicas, so that we can maximize the amount
of users we can service within a desired response time. Our focus is on long-tail
services which do not have a known demand pattern, possibly because they are
infrequently used or because the service is newly registered to the network. We
use a layered placement approach, as enabled by Docker, so each layer can be re-
used by different services and services themselves can be quickly deployed using
container-based virtualization. Rather than pre-deploying layers on many loca-
tions, we strategically place layers in a way that services can be quickly assembled
and deployed on nearby locations.

The service selection algorithm in Chapter 2 was used to calculate an optimal
distribution for known demand patterns and a fixed location of servers. In reality,
the set of eligible service replicas for users is subject to change over time due to
service migration or congestion. Also, as discussed in Chapter 3, long-tail services
or newly registered services often have unknown demand patterns. Therefore, we
introduce a dynamic service selection algorithm in Chapter 4. This selection al-
gorithm focuses on stateful services where the session duration is more variable
due to multiple request-response roundtrips in a single session. Additionally, we
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consider that servers have limited resources and that the best server location for
a given request might be fully occupied when a request arrives. We introduce a
slot-based scoring system representing how many user sessions a server can still
support for a given service replica, without dropping the service quality. We exam-
ine how this information can be distributed across the network so that the resolvers,
which are responsible for service resolution, can avoid sending requests to a fully
occupied server. We study a centralized and distributed setup of resolvers. Since
multiple resolvers can forward a request to the same service replica, it is possi-
ble for the server to become overloaded despite our session-slot reporting. The
less information we distribute between servers and resolvers, the less overhead on
the network, but also the more likely it becomes for a resolver to select an over-
loaded server. In this chapter we examine the balance between the frequency of
information distribution and our ability to avoid fully occupied servers.

Finally, in Chapter 5, we conclude our research results and discuss potential
future work.

e = Service Router
Selection

Algorithm
‘— Execution Node ,Placement
Algorithm

Connectto best service

instance of ‘servicelD’

!ﬂ

Service selection

Figure 1.1: Schematic positioning of the different challenges in this dissertation

Table 1.1: An overview of the contributions per chapter in this dissertation.
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Service selection ° °
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Service deployment )
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1.6 Publications

The research results obtained during this PhD research have been published in
scientific journals and presented at a series of international conferences. The fol-
lowing list provides an overview of the publications during my PhD research.

1.6.1 Publications in international journals
(listed in the Science Citation Index ' )

1. Piet Smet, Pieter Simoens, and Bart Dhoedt. ”QuLa: Queue and Latency-
aware Service Selection and Routing in Service-centric Networking.”
JOURNAL OF COMMUNICATIONS AND NETWORKS 17.3 (2015)

2. Piet Smet, Bart Dhoedt, and Pieter Simoens. "Docker Layer Placement for
On-Demand Provisioning of Services on Edge Clouds.” IEEE TRANSAC-
TIONS ON NETWORK AND SERVICE MANAGEMENT 15.3 (2018)

3. Piet Smet, Bart Dhoedt, and Pieter Simoens. “Scalability analysis of service
resolution in distributed clouds.” Journal of Network and Computer Appli-
cations (2019). Submitted.

1.6.2 Publications in book chapters

1. Griffin, D, M Rio, Pieter Simoens, Piet Smet et al. ”Service-centric Net-
working.” Handbook of Research on Redesigning the Future of Internet Ar-
chitectures. 2015.

1.6.3 Publications in international conferences
(listed in the Science Citation Index ? )

1. Griffin, D, M Rio, Pieter Simoens, Piet Smet et al. “Service Oriented
Networking.” 2014 EUROPEAN CONFERENCE ON NETWORKS AND
COMMUNICATIONS (EUCNC). 2014. 1-5.

I'The publications listed are recognized as ‘Al publications’, according to the following definition
used by Ghent University: Al publications are articles listed in the Science Citation Index Expanded,
the Social Science Citation Index or the Arts and Humanities Citation Index of the ISI Web of Science,
restricted to contributions listed as article, review, letter, note or proceedings paper.

2The publications listed are recognized as ‘P1 publications’, according to the following definition
used by Ghent University: P1 publications are proceedings listed in the Conference Proceedings Ci-
tation Index - Science or Conference Proceedings Citation Index - Social Science and Humanities of
the ISI Web of Science, restricted to contributions listed as article, review, letter, note or proceedings
paper, except for publications that are classified as Al.
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2. Vandeputte, F, L. Vermoesen, D Griffin, Piet Smet et al. ”Evaluator Services
for Optimised Service Placement in Distributed Heterogeneous Cloud In-
frastructures.” 2015 EUROPEAN CONFERENCE ON NETWORKS AND
COMMUNICATIONS (EUCNC). 2015

3. Piet Smet, Bart Dhoedt, and Pieter Simoens. ”On-demand Provisioning of
Long-tail Services in Distributed Clouds.” NOMS 2016 - 2016 IEEE/IFIP
NETWORK OPERATIONS AND MANAGEMENT SYMPOSIUM. 2016.

4. Piet Smet, Bart Dhoedt, and Pieter Simoens. ”QuLa: Service Selection and
Forwarding Table Population in Service-centric Networking Using Real-life
Topologies.” Euromicro Conference on Parallel Distributed and Network-
Based Processing. 2016.
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QuLa: Queue and Latency-aware
service selection and routing in
Service-Centric Networking

In this chapter, we introduce a service selection algorithm that aims to minimize
the average response time, given a fixed service placement in the network. We
argue that network characteristics alone are not sufficient for service selection
and use queuing theory to model the average time spent on the server. Using both
the network latency and server processing times, we distribute user demand over
a fixed set of service instances so that the average response time is minimized. In
order to guarantee that each request follows the path selected by our selection
algorithm, each service router must know the source of the request and match it
with the pre-selected destination. As this amount of state is unfeasible in service
routers, we introduce a method to eliminate the need of source knowledge for
service routers, while achieving a similar average system response time. In the
next chapter, we go a step further by also looking for the best service placement in
the network.

* k x

Piet Smet, Pieter Simoens, Bart Dhoedt

Published as ”’QuLa: Queue and Latency aware Service Selection and Rout-
ing in Service-centric Networking.”” JOURNAL OF COMMUNICATIONS
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Abstract Due to an explosive growth in services running in different datacenters,
there is need for service selection and routing to deliver user requests to the best
service instance. In current solutions, it is generally the client that must first se-
lect a datacenter to forward the request to before an internal load-balancer of the
selected datacenter can select the optimal instance. An optimal selection requires
knowledge of both network and server characteristics, making clients less suitable
to make this decision. Information-Centric Networking (ICN) research solved a
similar selection problem for static data retrieval by integrating content delivery as
a native network feature.

We address the selection problem for services by extending the ICN-principles
for services. In this paper we present Queue and Latency (QuLa), a network-driven
service selection algorithm which maps user demand to service instances, taking
into account both network and server metrics. To reduce the size of service router
forwarding tables, we present a statistical method to approximate an optimal load
distribution with minimized router state required. Simulation results show that
our statistical routing approach approximates the average system response time of
source-based routing with minimized state in forwarding tables.

2.1 Introduction

The Internet was designed as a communications network to interconnect end-hosts
and deliver data between end points in the most efficient manner. However, current
Internet usage consists mostly of users retrieving the same content, which led to
the development of Content Delivery Networks (CDNs). CDNs cache content in
the network edge and load-balance requests over multiple replicas to reduce net-
work latency, bandwidth and congestion. While CDNs were originally developed
for static data retrieval, some CDNs (e.g. Akamai [1]) now have application de-
livery networks that also support data-processing applications by considering both
server load and network characteristics when load-balancing. Research has shown
that the Akamai CDN can significantly outperform traditional web content distri-
bution that uses load-balancing server farms in a few datacenters [2]. Research on
CDN indicates that the long-term sustainability of CDNs is jeopardized by tech-
nology heterogeneity, inefficient resource utilization, poor reactivity and coarse
granularity in management operations [3].

Information-Centric Networking (ICN) [4] integrates content delivery as a na-
tive network feature and solves the selection problem by leveraging in-network
caches and load-balancing. In ICN, users are able to address objects by an iden-
tifier without providing a destination locator. More specifically, users send out an
anycast-like message (i.e. one identifier can address multiple replicas) to search
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for data, using object names instead of IP addresses to identify the desired data;
it is up to the routers to forward requests to the closest data replica. This con-
cept led to various forwarding and caching optimizations to improve content de-
livery [5] [6] [7].

Existing solutions to optimize content delivery, such as ICN architectures [8]
[9] [10] [11] [12] and CDNs, are designed to support static data retrieval and typi-
cally do not consider complications introduced by services: caching is less evident,
services are prone to dynamic service times and often require input data to con-
sider. Currently, services often reside in datacenters or cloud sites. Cloud Comput-
ing was developed to provide easy access to computational services by facilitating
resource scaling, resilience and security amongst others. At first, users commu-
nicated with only a handful of cloud sites. One of the main disadvantages of this
cloud approach is the induced network latency and large bandwidth required be-
tween users and the cloud. This made a centralized cloud approach unsuitable for
real-time data-processing services and motivated the development of distributed
clouds located in the network edge [13] [14] [15]. Edge clouds optimize net-
work traffic and reduce network latency by bringing services closer to the users,
similar to CDNs. When several cloud sites host an instance of the same service,
requests must be processed by the instance which offers the best Quality of Service
(QoS) [16]. This is a more complex problem than can be solved with generalized
resource assignment algorithms in individual cloud sites. Techniques to facilitate
the distribution of real-time data-processing services are limited to specific cloud
infrastructures; they do not focus on fine-grained selection of processing nodes in
the network between the different cloud sites.

The need for an ICN-like solution to support services led to the development
of Service-Centric Networking (SCN) [17]. SCN is designed to support efficient
provisioning, discovery and execution of services distributed over the network.
Caching in SCN is less evident because every service response is a reply to a spe-
cific request with input data. Instead, SCN architectures provide mechanisms to
deploy service instances in the network and forward requests to the instance with
the lowest response time. Content requests can still make use of caching for faster
content delivery. Like ICN, SCN also enables location-independent access to con-
tent and services using name-based routing. SCN combines service instantiation
and network routing at a fine granularity.

In this paper we present our contributions towards service selection and net-
work routing in Service-Centric Networking. We focus on real-time data process-
ing services which require fast system response time for an acceptable Quality
of Experience (QoE). Our goal is to provide more efficient service access; users
address services only by name and in-network load-balancing techniques route re-
quests towards service instances such that the average response time as seen by
the clients is optimized. We argue that network metrics such as hop-count are not
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sufficient for service selection and that load-balancing should be done by service
routers. We aggregate user demand at network edge nodes and seek an optimal
distribution of the request load across the deployed instances. Service routers for-
ward and load-balance user demand over multiple service instances. There are
two key issues to solve; (1) distributing user demand over the available service
instances so that the average response time as seen by the clients is minimized and
(2) configuring the forwarding tables to reflect this selection in a scalable manner.

To tackle the first issue, we present a network-driven service selection algo-
rithm named Queue and Latency (QuLa). We implement our current approach on
a centralized broker which contains knowledge of the network and server charac-
teristics. This approach can be extended to a hierarchy of brokers for improved
scalability and to avoid a single point of failure. We search for an optimal dis-
tribution of user demand over the available service instances while considering
both network latency and server queuing times. The result of this step is a load
distribution matrix which maps user demand to service instances.

Centralized broker

6 = Service Router Populate

Forwarding < Reduce state
‘= Execution Node

Connect to best service
instance of ‘servicelD’

P Servncg
Selection

Name-based forwarding

Figure 2.1: A centralized broker runs the QuLa service selection algorithm, reduces the
required state to map this selection to the forwarding tables of service routers and then
populates these forwarding tables. Requests are forwarded to a service instance by service
routers using a name-based forwarding scheme.

The second issue, populating forwarding tables, poses a scalability challenge
as we envision a large amount of services and users in SCN, inducing large for-
warding table sizes. Embedding the load distribution (calculated by the QuLa
selection algorithm) in the forwarding tables of the service routers requires ser-
vice name and client source address as input (which we refer to as source-based
routing). However, source-based routing excludes the possibility of forwarding
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table aggregation, making this approach less practical due to poor scaling behav-
ior. Therefore, we developed a statistical method to approximate the QuLa load
distribution without considering the client source address. The result is a load
distribution which tells each service router how the incoming demand should be
distributed over the outgoing links, using only service name as input. However,
eliminating the source address allows routing loops to occur at runtime. This is
prevented by forcing requests to follow the branches of a spanning tree. We studied
the impact of source address elimination on the average response time compared to
source-based routing. Simulation results show that our statistical routing approach
(limited by a spanning tree) with minimized router state is able to approximate the
same results as source-based routing (not limited by a spanning tree). Figure 2.1
illustrates the different aspects of our research and an overview of the components.

The remainder of this paper is structured as follows. In section 2.2 we de-
scribe related work on ICN, SCN and name-based service selection and routing.
We present our QuLa service selection algorithm which minimizes the average
response time in section 2.3. Section 2.4 describes our proposed name-based rout-
ing approach used to load-balance requests with only service name as input. Our
simulation results are presented in section 2.5, showing that QuLa is able to ap-
proximate benchmark results with minimized router state. Finally, in section 2.6
we present our conclusion and discuss future work.

2.2 Related work

Qula is related to several areas of research as it addresses service selection and
routing in SCN. In this section we briefly discuss work relevant to QuLa for the
different aspects of our design.

Service-Centric Networking. There are several design considerations when
extending ICN to SCN, described in [17]. One of the main research challenges in
SCN is setting up connections between end-hosts for service sessions without prior
knowledge about the host addresses. Serval [18] proposes a Service Access Layer
to translate service names to instance addresses, while simultaneously setting up
the TCP connection between both end-hosts. Serval focuses on services running on
mobile devices and aims to support late-binding and service migration to support
seamless relocation of both users and services. SCAFFOLD [19] emphasizes on a
flow-based anycast mechanism, allowing multiple instances to be addressed by the
same service name. This approach relies on underlying virtualization and changes
to the existing network stack.

As service selection and routing in SCAFFOLD and Serval are left open to
the implementation, QuLa could be adopted to manage both tasks in these frame-
works.
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Service selection. The Zoom-in-zoom-out algorithm [20] performs server se-
lection for a game service with certain delay constraints. The key objective is to
select a minimum set of servers while still meeting the delay constraints. The al-
gorithm starts by assigning each client to the closest server and then iteratively
assigns clients to the next server on the path to the cluster center (the server with
the lowest average latency to all clients). The final selection for a client is found
when the latency to the next server on the path to the cluster center exceeds the la-
tency constraints. This approach avoids overprovisioning of computing resources.
This is an interesting use case for QulLa as latency constraints are the main fo-
cus for real-time services. However, this algorithm only considers network delay
and does not consider the server load, making it less suitable to predict the entire
response time of a service.

DONAR [21] focuses on selection for cloud services and presents a decen-
tralized mapping scheme considering both server load and client performance.
DONAR describes a problem statement which supports partial load distribution
of user demand over service replicas, using a generic cost function during the se-
lection process. QuLa adopts a similar approach and implements the cost function
to predict the average response time. The service selection in QuLa will assign de-
mand to replicas with minimum cost, reducing the average response time as seen
by the clients.

In [22] service selection supports user-specific QoS in a service-oriented ar-
chitecture. The selection algorithm accounts for response time, trust and monetary
cost, although it does not assign jobs to resources directly. Instead, it serves as an
assistant tool to recommend a number of suitable services based on the user’s QoS
requirements. With QuLa we avoid user interaction after the request is made by
selecting the best service instance such that the average response time as seen by
the clients is optimized during the forwarding process.

Selecting the best datacenter for a client is one problem, routing the response
back to the user is the next challenge. In [23] both problems are addressed at the
same time using a distributed algorithm based on alternating direction method of
multipliers (ADMM), minimizing cost (bandwidth, electricity) and maximizing
performance (latency). However, this algorithm uses end-to-end propagation de-
lay as performance measurement and assumes that link capacity is more restricting
than server processing capacity. In SCN, servers are placed at the network edge
on execution points which are likely to be smaller and less powerful than large
datacenters; this requires less bandwidth and increases the importance of server
processing capacity. In QuLa we solve the selection and routing problem sepa-
rately while considering both network and server characteristics.

Name-based Routing. In IP anycast, one IP address can correspond to sev-
eral service replicas. However, native IP anycast redirects traffic to destinations
based on the shortest path and does not consider server metrics. A proposal was
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made to extend IP anycast to a load-aware anycast CDN [24], where a centralized
controller considers both network and server load to drive the CDN redirection
mechanism. An interesting aspect of this research is the focus on minimizing the
traffic disruption when ongoing sessions are being re-mapped to alternative CDN
servers. Unfortunately, this approach is only feasible if the Autonomous Systems
(ASes) it targets have a large footprint in the country where they provide CDN
services. Also, this approach is focused on anycast routing in CDNs, which does
not overcome the limitations of CDN itself.

Akamai, one of the larger players on the CDN market, avoids network hotspots
by using its extensive network and server monitoring to redirect clients to fre-
quently changing Akamai edge servers, lowering the client-perceived latency. It
is shown that using an Akamai-server as a one-hop detour (client to Akamai edge
server to destination) is more beneficial than using the direct client-destination path
in more than 50% of the scenarios [2]. This shows how traditional IP routing is
not always optimal for traffic with low latency requirements. Therefore, we adopt
the forwarding scheme of the ICN framework Content Centric Network / Named
Data Networking (CCN/NDN) [8]; each router forwards requests to the next hop
on path to the desired data. This allows separate paths to be set up for different
services, even if multiple services run on the same destination. When hotspots are
detected, the traffic distribution over the outgoing links of service routers can be
adjusted to steer traffic away from the hotspots and improve overall performance.

In ICN, routers typically forward requests based on object IDs rather than
destination IP address. One approach is to extend existing routing protocols for
named-based requests, such as OSPF-N [25]. This approach extends the OSPF
link-state routing protocol for IP networks to support name-based requests. A
second approach is to develop new forwarding schemes to learn which inter-
faces requests should be forwarded on, such as Greedy Ant Colony Forwarding
(GACF) [26]. The GACF forwarding algorithm uses Ant Colony Optimization,
a probabilistic optimization heuristic, to find the best paths to forward requests
on. However, this approach does not consider server characteristics (e.g. load),
rendering it less suited for SCN. A third approach is to extend existing ICN plat-
forms with routing protocols aimed to provide service access. One of these ap-
proaches is SoCCeR [27], a decentralized routing protocol for services built on top
of CCNx (an implementation of CCN). Routing in SoCCeR uses Ant Colony Opti-
mization to gather latency and service load information which is used to configure
the Forwarding Information Base of CCNx nodes. SoCCeR provides a plausible
way to learn which instances provide the fastest response time through continuous
learning at runtime. Rather than adjusting load-balancing probabilities at runtime,
QuLa finds an optimal distribution given a certain demand and service placement,
minimizing the activity of the routing plane.

In CCN/NDN, requests can be forwarded to several destinations while only



24 CHAPTER 2

the first answer is accepted. As services generally consume more computational
resources than data retrieval, service selection is desired to provide one-to-one
mapping between service requests and service instances. Therefore, the routing
process presented in this paper is a combined effort of the QuLa selection algo-
rithm, which selects several acceptable destinations for service requests of each
user, and the service routers which perform statistical load-balancing (based on
service name) to route each request to one of these destinations in a hop-based
forwarding manner.

2.3 QuLa: Network-driven service selection

One of the key issues presented in this paper is to map user demand to avail-
able service instances such that the average response time is minimized. In ICN,
routers must find a path to a location-independent name. In most standardized
routing protocols, path selection is often based on network metrics (hop-count,
bandwidth, network latency ...) used in shortest path algorithms such as Dijk-
stra’s algorithm [28]. We argue that service selection in a service-centric network
(1) should consider both network and server characteristics and (2) benefits from
monitoring traffic patterns in real-time.

To address the first concern, we describe a problem statement and present an
objective function which considers both server and network metrics to minimize
the average response time as perceived by the clients. In our model, each server
has a queue for incoming requests when the server is busy. We use the queue
size to represent the server load and consider latency as network metric, which is
why our objective function is called Queue and Latency (QuLa). We implemented
Simulated Annealing [29] to perform service selection using the QuLa objective
function and compare this approach with (1) a greedy shortest path approach, (2)
assigning equal load to each server and (3) a dynamic assignment of each request
to the shortest queue upon request arrival.

The second concern is studied in section 2.5.6 where we show the impact of
performing service selection with less frequent monitoring.

2.3.1 Assumptions

The service selection algorithm maps user demand to available service instances.
However, considering every user individually is not feasible when load-balancing
must be done in real-time. Therefore, we aggregate the load generated by a group
of users, located in a nearby geographical area, into an aggregated load from client
node i. In the remainder of this paper we use the term ’client node’ to refer to
a node from which demand is generated that reflects the aggregated demand of
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a group of nearby users. This allows us to reduce the size of the forwarding ta-
bles in the service routers. The requests from all users in the geographical area
represented by client node i are forwarded by the service routers according to the
forwarding rules set for client node i. A server node j represents a collection of
computing resources located in a nearby geographical area (e.g. datacenter or
cloud site), with a queue for incoming requests.

Next, we assume a fixed service placement and fixed user demand in time;
service instances are not migrated, added or removed during experiments, and
users may have different request rates but these do not change over time. We made
these assumptions as we wish to evaluate the performance of the initial solution.
Changing service placement or user demand requires redistribution of load, which
can be solved by simply performing another run of the selection algorithm based
on the new conditions. The importance of varying request rate is investigated in
section 2.5.6.

Last, we assume that service processing times are reproducible and stable, and
that client nodes are implemented such that requests arrive with an average rate
according to a Poisson process. Therefore, we use M/G/1 queue to model the
server queuing time. If these conditions are not fulfilled, the same approach as
described in this paper can be adopted for other queuing systems. Using an M/G/1
queue, datacenters running several service instances can be modeled in QuLa by
separate servers with zero link delay to a common node, each running one service
1nstance.

Table 2.1: Problem statement variables

Parameter Description
E The collection of edges in the network.

N The collection of nodes in the network.

S The collection of services.
N, The collection of client nodes which is a subset of N.
Ng The collection of server nodes hosting at least one instance of
service s, also a subset of N.

A(i, s) The request rate from node i for service s
R(,j,s) The fraction of load from client node i for service s, to be
processed on server node j.

T;s The average service time to process a request for service s on
server node j.

Tra. The portion of the response time that a request spends on the
network.

Throc. The portion of the response time that a request spends on the
server.
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2.3.2 Problem statement

Consider a network graph containing edges E, nodes N and services S. The lambda
values \(i, s) represent the request rate from node i for service s. Client nodes are
denoted by N, C N. Nodes hosting at least one instance of a service s € S
belong to the server nodes Ng C N. The load distribution matrix R(i,j,s) € [0, 1]
denotes the fraction of load from client node i for service s, to be processed on
server node j. T} ; is the average service time to process a request for service s on
server node j, not considering queue delay.

A generic objective to map user demand to service instances, using demand
fractions, is the following:

min Y > Y cost(i,j,s) * R(i,j,8) * A(i, 5) (2.1)

i€ Noeje€ Nss€S

The objective in our research is to optimize the average response time given
a fixed service placement and fixed user demand. There are two major factors
that affect the response time of a service; the time spent in the network and the
time spent on the server. Servers processing a larger demand have more impact on
the average response time. Taking into account the above, we find the following
objective:

> X ZS(TLut.JrTmc.)*R(i,j,s)*A(i,s)

i€ Nej € Ngs €

min S A

@ € Nes € S

2.2)

The sum of T7q¢. and T},.... represents the response time of a single request,
considering the network latency and the estimated time spent on the server. The
product of R (i, 7, s) and A(¢, s) denotes the contribution to the average response
time when sending the fraction R (i, j, s) of demand A(¢, s) to the service s. Fi-
nally, we normalize the numerator by dividing by the total user demand to get the
response time, used as quality representation for service selection. 77,4 is the
Round Trip Time (RTT) between the client node i and server node j. Tproc. =
f(R(i,7,s)) denotes the time spent on the server, including queue delays and ser-
vice time.

We illustrate this with an example assuming that our system is an M/G/1 queu-

(A*ﬁ)

ing system; i.e. Tproc. = =) + K (Pollaczek-Khinchin mean value for-
mula) which is the sum of the average queue delay and the average service time. p
denotes the total incoming request rate on node j divided by the service rate. Con-
sidering the influence of R (i, j,s) we find p = Tj o+ 32, ¢ . A(i,8)* R (i, ],5)
with 1/T5 , being the service rate.

To guarantee that the demand of each client node is completely satisfied, the
objective is limited by the following constraint:
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VieN,VseS: Y R@js) =1 (2.3)
Jj€Ns
Using Equation 2.2 as objective function, we now search for an optimal load
distribution to optimize the average response time. However, the distribution ma-
trix R in the objective function takes floating point numbers as element values,
creating an infinitely large solution space. In the following sections we describe
several alternative algorithms to find a load distribution matrix R.

algorithm SA: Simulated Annealing

Input: Temperature T, repetitionCount, coolingRate
Output: Solution Sp.s; with highest energy Fpes:

1: Scurrent < generateSolution()

2: Sbest <~ Scurrent

3 Ebest — Ecurrent <~ ObjECtive(Scuw'ent)

4: while T'>Ty,,, do

5. for 1 — repetitionCount do

6: Snew  createNeighborSolution(Seyrrent)

7: Epew < Objective(Spew)

8 /* Generate random € [0, 1] and calculate probability to accept worse

solution */

9: if acceptance Probability(Ecyrrent, Enew, T')>Random() then
10: Scurrent — Snew

11: Ecu’rrent — Enew

12: end if

13: if Ecurrent>Ebest then

14: Sbest — Scurrent

15: Ebest <~ Ecurrent

16: end if

17:  end for
18: T < T x (1 — coolingRate)
19: end while

2.3.3 Simulated Annealing

We implemented Simulated Annealing (SA) to take into account both server load
and network latency during service selection. SA is a search heuristic to explore a
large solution space in a short timeframe, inspecting multiple local minima in the
solution space, but does not guarantee to find an optimal solution in a finite amount
of time. At high temperature values SA is likely to accept a solution worse than
the current best and covers a large search space by escaping from local minima.
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Table 2.2: parameters used for SA

Parameter Value Description
T 10 000 The temperature decides the likelihood of
accepting a solution worse than the current best
one. At higher temperatures Simulated Annealing
is more likely to accept a worse solution to
continue exploring the search space.

Tstop 1 The temperature at which Simulated Annealing
stops exploring the search space and returns the
best found solution.

repetitionCount 2 This variable determines how many solutions are
explored at one temperature value.

coolingRate 0.01 The speed at which the temperature decreases.
Delta (A) 0.1 Indicates the amount of change made to a

solution when generating neighboring solutions.

When the temperature lowers, the probability of accepting worse solutions also
decreases and SA starts focusing on a smaller search space around the current best
solution. Initial temperature values are usually set high to allow the algorithm to
explore any solution before it starts inspecting local minima.

We performed a parameter sweep to evaluate starting temperatures between
T=[100,20000] with a step of 200. We concluded that the starting temperature T
has very little influence on the quality of the final solution for our problem, but the
calculation time is reduced by approximately 30% when the starting temperature
is reduced by a factor 10. For the topologies used in our simulations we found a
good solution with a starting temperature of T = 10000. Since our static selection
algorithm does not need to run frequently, it is more important to find a good
and stable solution rather than reducing the execution time. In our simulations
the execution time of SA was between 1 second for our smallest topology and 60
seconds for our largest topology. We discuss our simulation setup and topologies
in section 2.5.1.

The repetition count allows the annealing process to evaluate several solutions
at the same temperature, which covers a larger search space but also increases
execution time. For a more detailed explanation of Simulated Annealing we refer
to [29]. The pseudo code of SA is shown in Algorithm SA and the parameters used
are described in Table 2.2.

In the following paragraph we present our implementation of the significant
steps in the Simulated Annealing process.

GenerateSolution is used to generate an initial solution to start exploring the
search space. In section 2.3.4 we describe two alternative algorithms which can
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be implemented in generateSolution to construct a solution although many ap-
proaches are supported. All generated solutions must adhere to Equation 2.3.

algorithm : createNeighborSolution()

Input: A, currentSolution
Output: Slightly altered load distribution matrix R
1: R < currentSolution
2: ¢ ¢— pick random client € N,
3: forall s € S'do
4: x4 pick random server € Ng
5 R(i,z,s) «+ R(i,z,s) + A
6: forall j € Ngdo
7 R(i,5,8) « R(i,7,8) /(1L + A)
8:  end for
9: end for

For each iteration of SA we generate a new solution to further explore the
search space. These new solutions are generated by making changes to the cur-
rent solution; we refer to them as neighboring solutions. In our implementation
neighboring solutions are generated by assigning more demand to one server and
removing the same amount from the remaining servers (cfr. Equation 2.3).

We opted for A =0.1 to explore a large search space in a short timeframe, with
relatively small deviation between neighboring solutions.

After creating a neighboring solution, SA must accept or reject the new can-
didate solution. A candidate solution is always accepted if it is better than the
current solution. However, to escape local optima, a candidate solution worse than
the current solution can be accepted using the acceptance probability:

(CurrentEnergy — newEnergy)

e T (2.4)

where the energy represents the response time calculated with Equation 2.2.
Once either of the stop conditions is met, we return the best solution encountered
during the annealing process.

2.3.4 Benchmark algorithms

In this section we describe two alternative approaches to find a load distribution,
which are then used as benchmarks to evaluate SA.

1. Greedy Algorithm. We implement a greedy load distribution algorithm
which prioritizes client-server pairs with the smallest latency. Starting with the
client-server pair inducing the smallest network latency, user demand is assigned
to that server until either the client node’s demand is completely satisfied, or the
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server capacity (maximum amount of requests processed per time unit) is met. We
iterate through client-server pairs until all client node demand is satisfied.

algorithm Greedy: assign demand by prioritizing client-server pairs with the lowest
latency

Input: A(i,s), Tj s Vi, j, s
Output: Load distribution matrix R
1. A(i,8) < A4, ), Vi,s
2. C(4,8) < 1/Tj 4, Vj,s
3: */sort all (i,j,)-triplets by increasing network latency between i,j */
4 P « sort (i,j,s)
5. for all 7, 5, s in P do
6: if A(i,s)>0and C (j,s)>0 then
7: if A(i,s)/C(j,s)> 1then
8
9

: R(i,j,s) < C(j, s) /A, s)
10: C(j,s)« 0

11: else

12: C(4,8) < C(j4,s) — A(i,9)
13: R(i,j,8) + A(i,8) /A3, s)
14: A (i, 5) 0

15: end if

16:  end if

17: end for

This approach is very intuitive, assigning most demand to the client-server
pairs which induce the lowest response time. We used this greedy distribution
as starting solution for SA in our simulations. However, by prioritizing a certain
client-server pair, we indirectly penalize other clients which do not get to use this
server’s full capacity anymore. This implies that a non-greedy decision for client-
server pairs with low latency can have positive effects on the response time of
several nearby clients. In section 2.5 we present our results on this hypothesis.

2. Equal Share. Greedy always induces high workload on few servers while
more distant servers remain idle most of the time. An alternative is to give each
server an equal share of user demand (Equal), trading reduced workload for in-
creased network latency.

R (i j,8) = Vi€ N, j€ Ng, s€S (2.5)

1
size (Ng)

In section 2.5 we show that this approach is less sensitive to increasing demand
although it does induce more network latency.

3. Joint Shortest Queue (JSQ). The disadvantage of static selection algo-
rithms is the poor resilience to unexpected load conditions. Small peaks could
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temporarily render a server less suitable for request processing. When the service
routers only follow the static forwarding table configuration without considering
actual server load upon request arrival, the performance of that server could further
decrease and impact the overall response time.

Dynamic selection algorithms can mitigate this problem by assigning requests
to servers upon request arrival, based on measured metrics. However, this requires
monitoring information to be available when assigning a request to a server (in our
case, on the service routers). Gathering both network and server load information
on each service router is difficult to scale which is why most dynamic selection
algorithms only consider server metrics or network metrics.

To evaluate the performance difference between a static configuration and a
dynamic selection algorithm, we implement Joint Shortest Queue (JSQ), an often
used selection algorithm for server farms [30]. Upon request arrival, JSQ assigns
each request to the server with the least number of unfinished requests to minimize
queue delays. This approach enables the system to minimize the queue length and
the mean response time on every server [31].

However, unlike Equation 2.2, JSQ does not consider the network latencies
between client and server. In section 2.5.4 we study the performance difference
between a onetime static configuration by solving Equation 2.2 with SA, and a
dynamic selection with JSQ.

2.4 Configuring the name-based routing plane

When demand is high, user requests must be load-balanced over multiple service
instances. This is reflected in the selection algorithm by using a load distribu-
tion matrix R, assigning partial demand to available instances. At runtime, service
routers load-balance user demand utilizing the fractions assigned in the load dis-
tribution matrix. In this section we describe the configuration process of statistical
load-balancing in the service routers to approximate the service selection.

We build on top of the hop-based forwarding scheme from CCNx where each
router knows only the address of the next hop towards the service instance. Unlike
the CCNx approach, service selection prevents requests from being processed by
multiple service instances as only one answer is accepted by the client. For a
perfect mapping of the service selection to the forwarding tables, each service
router should also consider the source of the request (source-based routing). This
approach is illustrated in Figure 2.2. As this inflates the forwarding tables, we
seek to approximate the same results without considering the source of a request.
To tackle this problem, we propose a statistical load-balancing method which is
performed by each service router on the path to a service instance. An important
research question is how much this approximation degrades the overall average
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response time. In the next section we describe both variants and we present our
results in section 2.5.3.

Server A
60% s 100% e
R3 R4
Server B
User2 100% R2
1
/7
- R/ Server C
[ senicotame | sowee | totton |
Serv-facedetection U1l R6 (50%), R7 (50%)
Serv-facedetection u2 R6 (20%), R7 (80%)

Figure 2.2: source-based routing enables accurate load-balancing but is prone to large
forwarding tables

2.4.1 Variant 1: source-based routing

We configure service routers with separate forwarding entries for each source ad-
dress to reflect the service selection. Consider A(4, s) the total demand from client
i for service s, R(i, j, s) the percentage of that demand to be processed on server
j» Pi™(i, s) the incoming percentage of A(i, s) on service router k, and Pg* (4, s)
the percentage of P{"(i,s) forwarded to router / on router k. Initially, all P™"
and P°“ are set to zero. The forwarding tables are configured as follows: (1) we
stipulate a path for each client-server pair (i,j) and a given service s. (2) For each
router k on that path, R(4, j, s) is added to both Pi"(i, s) and Pg*(i, s), where
is the next service router on path. (3) After all pairs (i,j) are traversed for service
s, we express P2 (i, s) as fraction of Pi"(i, s), to normalize all values in range
[0,1].

Figure 2.2 shows a sample configuration: 40% of user 1’s demand is sent to
RS, which forwards 50% to R6 and 50% to R7. Thus, 20% of user 1’s demand
reaches zone B and 20% reaches zone C, as per selection.

To populate the forwarding table of service router k we distribute P2 (i, s)
for each pair (i,8) and each neighbor router /.



QuLA 33

2.4.2 Variant 2: weighted average

An ideal mapping of the load distribution matrix R (4, 4, s) to the forwarding tables
of service routers requires a source address. To reduce the forwarding table sizes,
we approximate the average response time of source-based routing with statistical
load-balancing on service routers, without considering the source of the request.
The following paragraph describes our statistical method to approximate the load
distribution from the selection result without considering source addresses, exe-
cuted on a centralized broker which contains the entire distribution matrix. The
outcome of this method, a load distribution which does not contain source ad-
dresses, is then distributed to the service routers.

Averaging the outgoing percentages > . . N. Pt (i, s) does not suffice to re-
flect the service selection. We observe that outgoing demand on a service router
k is influenced by both larger A(i, s) and P;" (i, s). Using the same configuration
steps as the source-based routing variant, we find the total incoming demand for
service s on router k, D} (i,s) = Y., ¢ n. A(i,s) % Pi"(i,s) , and the outgo-
ing demand on the link to router [, DR (i,s) = >, ¢ n. A(i,s) * P"(i,s) *
P2t (i, s). We approximate

3 A(s)x P (is)x PR (is)

ou _ Dt(s) _ i €N
Fi'(s) = Biy = = = e P 20
i € N¢

where PZ/**(s) denotes the new outgoing percentages using only service name
as input and not taking into account the source of the request. Only P¢/(s) is con-
figured in the forwarding tables, enabling service routers to load-balance requests
as stated per service selection without considering source address. Pg*!(s) ap-
proximates the same amount of traffic forwarded on each edge as the source-based
routing variant, inducing approximately the same system response time.

The logic behind this method goes as follows: assuming source-based routing,
we calculate the incoming and outgoing traffic load on every service router for
all clients. Equation 2.6 is used to find the outgoing traffic distribution for every
edge on a service router to approximate the same traffic load without considering
source addresses. When the amount of traffic on each edge approximates the load
induced with source-based routing, each server also receives approximately the
same load as stated by source-based routing. Due to service routers not consider-
ing source addresses, it is possible for the actual load distribution to deviate from
the client-server mapping found by the algorithms described in section 2.3. Now
consider a client i inducing more load on server j than stated by the load distribu-
tion R (4, j, s) because of our weighted average load-balancing. If the server load
remains unchanged, there must be another client k inducing less load on server
Jj and more load on another server m than stated by R (¢, j, s). Due to the load-
balancing performed on each service router, requests are less likely to reach more
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distant servers. Thus, an increased load on server j indicates that server j is likely to
be located nearby client i, improving the average response time for client i. Client
k may now see a decrease or increase in average response time depending on the
location of server m. However, not all clients can benefit from this distribution
shift or else R (i, 7,s) would not be an optimal load distribution. These clients
experience an increased response time and negate the improved response time of
other clients (e.g. client i), approximating the average system response time as
predicted with Equation 2.2. This effect is studied in section 2.5.5.

Due to service routers load-balancing requests without considering source ad-
dresses in QuLa weighted average routing, routing loops may occur if no further
action is taken. Therefore, allowed routing paths should be restricted to edges be-
longing to a minimum spanning tree of the network graph. A minimum spanning
tree of a network graph is a tree that contains every vertex of the graph, where the
total weight of all the edges is minimized. To construct a spanning tree we use
Kruskal’s algorithm [32]. By using a suitable metric as edge weight in Kruskal’s
algorithm to construct a spanning tree, we can prioritize edges which contribute
least to the response time, reducing the performance loss compared to using the
full network graph. In section 2.5.5 we study the effect of different edge metrics in
Kruskal’s algorithm on the average response time, propose a metric derived from
the load distribution and present our simulation results. All results for weighted
average routing in section 2.5.3 are obtained by forcing requests to follow the
branches of a minimum spanning tree.

2.5 Simulation results

We evaluate the service selection algorithms from section 2.3 in a simulator using
several sample network topologies to determine the most efficient selection ap-
proach. In section 2.5.1 we describe our simulation setup and network characteris-
tics, followed by a discussion of the service selection performance in section 2.5.2.
Next, we evaluate the two routing variants and the degradation in average response
time induced by QuLa weighted average routing in section 2.5.3. In order to de-
termine the performance difference of a onetime static selection approach and a
dynamic selection algorithm, we evaluate the impact of performing selection upon
request arrival but with less information than the static approach in section 2.5.4.
Not considering source-addresses allows routing loops to occur, which is solved
by using a spanning tree to determine allowed routes. In section 2.5.5 we study
the importance of the metric used to prioritize edges in Kruskal’s algorithm and its
impact on the performance of QuLa’s weighted average routing. We conclude our
evaluation by studying the necessity of demand monitoring and dynamic adapta-
tion in section 2.5.6.
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2.5.1 Simulation setup

In order to evaluate large network topologies we created a simulation environment
using CloudSim [33], a framework for modeling and simulating cloud computing
infrastructures and services. We extended CloudSim’s datacenter objects to add an
internal service router and use each datacenter to host one service instance per vir-
tual machine. This approach avoids several service instances affecting the service
time on one virtual machine. In our setup all servers are modelled by an M/D/1
queue, a special case of M/G/1 with deterministic service time (ﬁ = m2). In
this case the server processing time described in section 2.3.2 can be written as
Toroc. = 2&2(1_52)) * T} 5. In CloudSim an M/D/1 queue system is implemented by
(1) scheduling requests using CloudSim’s Space Shared Scheduler, (2) configuring
components so that each request has a fixed service time, and (3) implementing a
Poisson process on client applications.

Table 2.3: network configuration of each topology type used in simulations.

SS50 | SD50 | LS200 | LD200
#Service routers 50 50 200 200
#Clients 5 5 20 20
#Servers 3 3 3
Outgoing edge degree 1 5 1 5
per router
Avg diameter 12 6 19 8
Service time 25ms
Link latency distribution uniform [10,100]
Brite Model Waxman AS

In order to evaluate the service selection and routing behavior in different net-
work environments, we generate four types of network topologies using Brite [34]
(Table 2.3): (1) small topologies with sparse connectivity (SS50), (2) small topolo-
gies with dense connectivity (SD50), (3) large topologies with sparse connectivity
(LS200) and (4) large topologies with dense connectivity (LD200). For each topol-
ogy type we generate 50 sample networks, assign client-server roles, place service
replicas, and generate user demand patterns. Using the generated topologies and
fixed service placement, service selection is performed by the algorithms described
in section 2.3 which return the load distribution matrix. We implemented a central-
ized component, the broker, to configure service routers residing in each datacenter
based on this load distribution matrix. In the final configuration step, the broker
deploys the service process on each server node, ready to process requests. Using
the average response time of these simulations we obtain averaged data required
to make a fair assessment of the performance of each algorithm. All simulations
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are performed on the iLab.t Virtual Wall [35] using a server with a Hexacore Intel
E5645 (2.4GHz) CPU, 24GB RAM, 1x 250GB hard disk and 1-5 gigabit network
interface cards.

2.5.2 Service selection performance

To compare SA, Greedy and Equal, Equation 2.2 is used to calculate the expected
response time for each solution. Figure 2.3 illustrates the performance of each
algorithm, represented by the (expected) average response time in milliseconds
(Y-axis) for a set of fixed load values (X-axis). Response times on the graphs
represent the average response time for each topology type, obtained by sampling
50 topologies for fixed load values.

Consider Figure 2.3, for low system load the response time is dominated by
network latency, making Greedy an optimal solution as it prioritizes servers closest
to the users. Equal does not consider server location and network latency which
renders this solution less suitable for varying network latencies between client-
server couples. The service selection in Greedy will prioritize the closest server
until its maximum capacity is reached before assigning requests to other servers.
These servers operating near maximum capacity are the reason for the poor perfor-
mance of Greedy for high demand (at 90% in figure 2.3 a and b, at 80% for ¢ and
d). SA is able to adapt to increasing load by shifting away from a greedy approach
and distribute load over more server replicas, similar to Equal. When using these
approaches instead of Greedy, servers only operate near maximum load when the
total system load approaches 95%. This increases system stability and allows for
higher load values to be processed on the network.
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Figure 2.3: comparison of the service selection solution quality for different sizes and

types of topology.
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Figure 2.3: comparison of the service selection solution quality for different sizes and
types of topology. (continued)

For average system load we observe that both SA and Equal perform better in
dense graphs (Figure 2.3 b and d) than sparse graphs (Figure 2.3 a and c¢). This
is due to dense graphs containing more paths between the different client-server
couples, lowering the average hop count and reducing the penalty of not consid-
ering network latency in Equal. SA performs better in dense graphs due to the
network containing more available paths and thus more load distribution solutions
possible. A sparse graph contains fewer and longer paths between client-server
pairs, increasing the latency penalty when forwarding requests to more distant
servers. This makes Greedy an efficient and near-optimal approach for networks
with sparse connectivity as it assigns as much demand as possible to the nearest
servers. In a sparse network we observe a slightly better performance with SA,
although one could argue that the performance gained is not worth the additional
computing time and resources. Despite the increased execution time, this approach
still has the benefit of supporting more system load than Greedy in both dense and
sparse networks.

2.5.3 QulLa weighted average vs. source-based routing

We investigate to what extent the QuLa weighted average approach (section 2.4.2)
is able to approximate the response time achieved through source-based routing
(section 2.4.1), without maintaining large source state in forwarding tables. To
avoid routing loops, weighted average routing was simulated on a minimized span-
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ning tree as described in section 2.4.2.

Figure 2.4 shows the measured response times using source-based routing
(dashed) and the QuLa weighted average approach (solid) to configure the for-
warding tables based on the service selection obtained by SA, Greedy and Equal.
Source-based routing guarantees an exact mapping of the load distribution into
the routing configuration. Therefore, the response times obtained through source-
based routing simulations correspond to the expected (theoretical) values illus-
trated in Figure 2.3 and are used as a benchmark for our weighted average ap-
proach. The JSQ curve will be discussed in section 2.5.4.

For low load values Equal induces a larger response time than SA and Greedy
as explained in section 2.5.2. However, we observe that the performance of both
source-based routing and QuLa weighted average routing depends on the network
connectivity (sparse or dense). There are two key factors that contribute to this
phenomenon. First, in Equal users send equal load to each server using many
edges in the network, while the spanning tree used in QuLa weighted average
routing only contains a subset of those edges. For every edge no longer available
in the spanning tree, requests are forced to take a longer route than expected and
the response time increases. Second, service routers in QuLa’s weighted average
routing perform statistical load-balancing; service routers can forward requests to a
local server and the probability of requests reaching more distant servers decreases
as more service routers are passed. The spanning tree in QuLa weighted average
routing contains longer and fewer paths so that requests are less likely to reach
distant servers, similar to a greedy service selection. This reduces the penalty of
using a spanning tree as the average network latency decreases when using QuLa
weighted average. We describe this effect in detail in section 2.5.5.

Depending on the network characteristics, one of these two effects will out-
weigh the other. Dense networks contain many different paths between two nodes
and traffic is spread out over several paths, inducing low traffic load on individ-
ual edges. As the spanning tree only contains a small set of the most used edges,
the traffic must now follow longer paths than before and thus the average network
latency increases. In sparse networks the penalty of losing edges by using a span-
ning tree is minimized as the traffic is already concentrated on the few available
paths. This allows construction of a spanning tree containing the most frequently
used edges as stated by service selection. Equal now performs better with QuLa’s
weighted average load-balancing because servers closest to the users are prior-
itized, reducing the network latency for requests compared to the source-based
routing approach.
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sizes and types of topology.
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Figure 2.4: response times using source-based routing and weighted average for different

sizes and types of topology. (continued)

Greedy is least affected by the use of a spanning tree; a greedy service selection
assigns maximum load to nearby servers and generally requires a minimized set
of edges. This greedy selection results in high traffic load on few edges, which
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allows Kruskal’s algorithm to construct a spanning tree containing all used edges.
SA is able to adapt to network characteristics by using a greedy load distribution
when network latency is relatively large, while using a more distributed approach
when network latency decreases. This makes SA more robust against the penalty of
losing edges by using a spanning tree, giving almost similar result for both QuLa
weighted average and source-based routing.

We observe that weighted average routing achieves a close approximation of
source-based routing when the spanning tree contains all edges used by the service
selection. This further indicates that, assuming we obtain a suitable spanning tree,
the QuLa weighted average approach approximates the desired benchmark results
and enables route aggregation with minimal forwarding table state.

Because of the in-network load-balancing converging to a greedy load distri-
bution in sparse networks and trees, nearby servers will operate near maximum
capacity earlier than more distant servers, possibly lowering the system stability.
The convergence to a greedy distribution explains the small performance loss by
weighted average routing compared to source-based routing for high load values in
Figure 2.4. However, we observe that SA always produces the best response time,
even considering the performance loss induced by a spanning tree, illustrated in
Figure 2.4. This further indicates our statement from section 2.5.2 that SA is the
best choice algorithm to perform service selection, regardless of the network char-
acteristics.

2.5.4 Static QuLa weighted average vs. dynamic JSQ

We investigate to what extent the dynamic selection of JSQ can mitigate the per-
formance lost by not considering network latency (cfr. Equation 2.2). In our sim-
ulation setup, service routers know the queue length of each server; when a client
sends a request, the first hop service router looks up the least busy server and as-
signs the request to it. The service request is then forwarded on the lowest-latency
path to that server. This setup is a best-case scenario for JSQ which we then com-
pare to the static selection results presented in section 2.4.

Using Figure 2.4, we compare the average response time achieved through JSQ
with the response time of SA, which was the best performing static algorithm in
section 2.5.3. The load distribution found by SA is translated to the forwarding
tables with QuLa weighted average, as discussed in section 2.4. For sparse net-
works (Figure 2.4 a and c) we observe that the response time of SA is lower than
the response time of JSQ selection. Sparse networks generally have longer and
fewer paths, resulting in a large network latency between client and servers. How-
ever, JSQ does not consider the network latency and only attempts to minimize
the time spent on server. Assume T}, (i) the time spent on server if we send
the request to the least busy server i and T, (j) the processing time if we send
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the request to the closest server j (Tproc. (1) < Tproc.(3))- Trat.(c,n) is the net-
work latency between a client ¢ and a server n (Tpq:. (¢, j) < Trat.(c,7)). As long
as the network latency Trq; (¢,4) — Trat.(c, j) is larger than the processing time
Tproc.(§) — Tproc. (4), JSQ performs worse than SA.
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Figure 2.5: response times using a static configuration found by SA and a dynamic JSQ
selection for a large topology with sparse connectivity (LS200) running (a) stable at 50%
load and (b) at 90% load with small peaks.
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Figure 2.5 shows the response time distribution for both SA and JSQ under 50%
and 90% server load. When the servers run at 50% load (Figure 2.5 a), a small peak
in the expected demand pattern will not heavily affect the server queuing time. As a
result, it is not worth sending requests to less loaded but more distant servers using
JSQ. For 50% load users will experience the lowest response times for SA. When
servers run at 90% load (Figure 2.5 b), a small peak in demand can overload the
closest server j and result in large processing times T)pyoc. (§) — Tproc. (). Although
88% of the users still experience a higher response time with JSQ than with SA,
JSQ manages to keep the maximum response time limited while the SA distribution
has a long tail of users experiencing very large response times due to overloaded
servers. JSQ was able to keep the servers stable and makes up for the additional
network latencies.

However, as illustrated in Figure 2.4 b and d, dense networks have shorter paths
and lower network latency between client and server, making JSQ a better choice
for service selection in these networks. For sparse networks JSQ became a better
choice when the expected server load was above 90% while for dense networks
this already happens at 50-60% server load.

We conclude that our proposed static configuration technique (cfr. section 2.4)
results in a lower response time as long as the network latency is not negligible
compared to the expected server processing times. Although our static algorithm is
more complex and requires more information than JSQ, it only requires a onetime
configuration as long as the expected load conditions do not change.

2.5.5 In-network load-balancing performance

To avoid routing loops in QulLa weighted routing, requests must be forwarded
on edges belonging to a spanning tree, as mentioned in section 2.4.2. Kruskal’s
algorithm constructs a minimal spanning tree using an edge metric to find the best
set of edges. In this section we study the effect of this edge metric on the average
response time and compare simulation results of two alternative edge metrics.

We propose to use the expected traffic load as edge weight metric, obtained
through either source routing or the weighted average variant. The traffic load is
a result of the selection process which used Equation 2.2 as quality metric, thus
already considering network latency, server load and the impact from individual
clients on the average response time. If expected traffic load on an edge is high,
that edge is likely to be heavily used, and should be part of the minimum spanning
tree. After inverting the expected traffic load on each edge, Kruskal’s algorithm is
used to obtain a minimized spanning tree. This guarantees no routing loops can
occur while still prioritizing edges which are often used in the load distribution.

SA finds a load distribution matrix using the network graph as input, which
is then mapped onto the service routing plane using QulLa weighted average. To
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avoid routing loops, the load distribution matrix is mapped onto the service routers
following the constructed spanning tree. A spanning tree narrows the set of paths
requests can follow and thus the degree of load-balancing service routers can per-
form.
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Figure 2.6: the influence of a spanning tree on the performance of QuLa weighted average
routing in SD50.

To demonstrate the importance of the edge metric used in Kruskal’s algorithm,
we run simulations using two different spanning trees and compare both results.
Next, we show that QuLa weighted average routing is able to perform better than
predicted by deviating from the load distribution matrix due to statistical load-
balancing on each service router. Both effects are illustrated in Figure 2.6 for a
small network with dense connectivity (SD50). The Full Graph curve represents
the expected response time when all graph edges are available during simulation,
calculated with Equation 2.2. The Delay-Tree and Qula-Tree curves illustrate re-
sponse times when only a subset of edges is available in the graph. We differentiate
between the theoretical curves which indicate the expected average response time
calculated with Equation 2.2 and the experimental curves which indicate measured
response times during simulation.

First we tackle the importance of the edge metric in Kruskal’s algorithm as
illustrated in Figure 2.6; the Delay-Tree experimental curve represents the mea-
sured average response time of a spanning tree constructed using the edge latency
as weight in Kruskal’s algorithm. Our second approach, the (dashed) Qula-Tree
experimental curve, uses the service selection result to find the most used edges
and prioritizes these edges during the construction of the spanning tree, as de-
scribed in section 2.4.2. We observe that the Qula-Tree, which only preserves the
links with the highest expected traffic (cfr. service selection result), achieves a sub-
stantially better response time than the Delay-Tree and performs almost as well as
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the theoretical benchmark (which contains all edges).

Next, we observe in Figure 2.6 that the measured response time of the QuLa-
Tree (dashed experimental curve) during simulation is lower than the expected
response time (Qula-Tree Theoretical curve). This is due to the in-network load-
balancing on service routers which reshape the load distribution matrix at runtime.
In section 2.4.2 we explained how QuLa’s weighted average approach preserves
the amount of traffic on each link while disregarding the source. Without consid-
ering source addresses, service routers may distribute a client’s demand differently
than stated by the load distribution matrix. In a spanning tree requests will pass
through more service routers as the traffic is concentrated onto fewer but longer
paths. Each service router performs statistical load-balancing, reducing the prob-
ability of a request reaching more distant servers as it passes more routers. As a
result, QuLa weighted average does not exactly follow the load distribution ma-
trix R(4,j,s). Instead, the traffic is reshaped and requests stay closer to the users,
while servers receive less requests from more distant clients in the network. Thus,
QuLa weighted average load-balancing converges to a greedy load distribution,
reducing the penalty of using a spanning tree as fewer edges are used. This ex-
plains why the measured average response time (dashed QuLa-Tree experimental
curve in Figure 2.6) is lower than the expected average response time (solid QuLa-
Tree Theoretical curve in Figure 2.6) which was calculated assuming that the load
distribution matrix R(i,j,s) is respected at-runtime.

This is illustrated in Figure 2.7; service selection dictates that client 1 sends
49%, 31% and 20% of its demand to server 1, 2 and 3 respectively. However, due
to service routers performing in-network load-balancing, over 80% of its traffic
arrives at server 1, which is located closest of all 3 servers to client 1. Service
routers load-balance fewer requests from other clients to server 1, respecting the
total amount of load generated on each server as explained in section 2.4.2. This
in-network load-balancing is QuLa’s natural way of adapting to a suboptimal en-
vironment to approach the desired benchmark.

2.5.6 Adaptation to dynamic load conditions

User demand can vary over time, rendering the current forwarding table configu-
ration less suitable. Reconfiguring the forwarding tables of service routers for the
new demand can improve the response time but monitoring demand patterns and
system load can be an expensive operation. Therefore we investigated the perfor-
mance gained by performing service selection using measured demand patterns,
compared to service selection which assumes a fixed demand value. We first mea-
sure the actual demand and configure the service routers according to the service
selection result. These results are illustrated by the solid curves in Figure 2.8. We
then run three new simulations but this time we configure the service routers for



QuLA 47

100
90
80
70
60
50
40
30
20
10

= Theoretical

Load distribution

® Experiment

™ ™ ™ ™ ™
o} 5} 5} 5} 5}
< I I < I
@ @ ® @ 5}
w w 7] (] w
1 2 3 4 5

‘Client ‘ ‘Client ‘ ‘Client ‘ ‘Client ‘ ‘Client ‘

Figure 2.7: service routers reshape the load distribution by load-balancing requests at
runtime. Results are obtained in a sample topology of SD50.

fixed demand patterns (30%, 50% and 90% load respectively), while letting the
actual demand vary from 10% up to 100%. The average response times obtained
by configuring the network for a fixed demand are illustrated by the dashed curves
in Figure 2.8. We evaluated the adaptation to dynamic load conditions for both
sparse and dense networks using SA and Greedy. Figure 2.8 a and Figure 2.8 b
illustrate the simulation results for a network with sparse connectivity using SA
and Greedy respectively, while Figure 2.8 ¢ and Figure 2.8 d are obtained through
a network with dense connectivity for SA and Greedy respectively.
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network. (continued)

All graphs on Figure 2.8 show that configuring routers for fixed demand is
only feasible when the actual demand does not exceed that pre-determined value;
configuring a network for 50% load causes this network to overload when actual
load exceeds that value. However, consider the results obtained from a network
with dense connectivity (Figure 2.8 ¢ and d); configuring service routers for 90%
load improves the average response time when actual load is lower (50-80%). This
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shows that SA is not always able to find the best solution in a finite time, although it
does manage to find a feasible solution (Figure 2.8 c). Configuring service routers
for 90% load when the actual load is lower causes Greedy (Figure 2.8 d) to over-
provision and assign more demand than required to distant servers. However, due
to the dense nature of the network, the additional network latency and hops to be
traversed towards the more distant servers are small, allowing over-provisioning
to have positive effects on the average response time. This is essentially what SA
attempts to do; by increasing the response time for one client (e.g. due to selecting
a more distant server) we can reduce the response time of several other clients
and possibly reduce the overall average response time. This explains why the SA
results (Figure 2.8 c) are similar to the 90% over-provisioning effect on Figure 2.8
d. However, assigning requests to more distant servers has drastic consequences
for the average response time when network latency and hop-count become the
more dominant factors. Figure 2.8 a and Figure 2.8 b show that when the network
latency or average hop-count increases, the average response time considerably
increases when the actual demand deviates from the expected value.

We demonstrate the performance loss when only reconfiguring routers when
the change in demand exceeds a threshold (e.g. from 30% load to 50% load),
compared to measuring the actual demand during simulation and reconfiguring
the routers for every change. Using Figure 2.8 a we can measure a maximum
performance loss of 10% response time by configuring the routers for 90% load
when the measured load reaches 50%.

We conclude that accurate monitoring of user demand becomes more impor-
tant when the cost of using more distant servers increases (due to higher network
latency, more hops to traverse, smaller server queue times ...). Therefore, depend-
ing on the characteristics of the network, the use of actual demand patterns is a
very decisive factor of the system performance.

2.6 Conclusion and future work

In this paper we presented service selection algorithms to seek an optimal dis-
tribution of user demand across the deployed service instances, considering both
server load and network latency. We described how this selection result can be
mapped to the service router forwarding tables using source-based routing and
QuLa weighted average routing. Next, we studied the impact on the average re-
sponse time when service routers load-balance requests without considering the
source of a request. To demonstrate the impact of the edge priority metric when
constructing a spanning tree, we ran simulations using different metrics to con-
struct the spanning tree. Last, we measured the effect on the response time when
configuring routers for actual load and for estimated load values.
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As conclusion we can say that the QuLa weighted average routing configura-
tion is able to approximate benchmark results with minimal router state. Upon
request arrival, service routers contain all the information needed to load-balance
that request to the instance with the fastest response time, without having to query
a resolution service (e.g. DNS) or maintain large state. Also, we conclude that
because SA iterates through many possible solutions to find the best one, it is less
sensitive to changing network characteristics than the other evaluated benchmarks.

While we are able to access services with minimal response time using name-
based requests, the current service selection algorithm can only handle static de-
mand patterns. When comparing our static configuration to a dynamic assignment
through JSQ, we observe that the latter is able to keep the response time stable
under peak load but only outperforms a static selection when service times heav-
ily outweigh network latency. The next step in our research is to create scalable
dynamic placement and selection algorithms which consider both network and
server metrics. Currently, all demand is assumed fixed, and the service selection
algorithm searches for the best possible load distribution given a fixed set of in-
stances. When user demand changes, the previous selection is subject to change,
requiring reconfiguration of the network. A naive approach runs the static selection
algorithm each time user demand changes. This approach is prone to oscillation
(over-reacting to changes) and in a worst case scenario the system keeps returning
to a previous state, only to repeat this pattern. To avoid circulating previous con-
figurations and to become less sensitive to oscillation, feedback is necessary. We
plan on developing a self-learning algorithm and implement control loop feedback.
This allows use of prediction algorithms and trend detection, giving the routers a
solid foundation to build decisions on.
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Docker layer placement for on-demand
provisioning of services on edge clouds

In the previous chapter we introduced a selection algorithm that selects the best
service replica for each user, so that the average response time is minimized. We
assumed a fixed service placement which makes it challenging to provide a good
response time to customers who live in an area without any service replicas nearby.
In this chapter, we introduce a service placement algorithm which maximizes the
amount of clients we can serve on-demand within a desired service response time.
Additionally, we wish to support services without known demand patterns, for ex-
ample services which were only recently released. Therefore, we do not make
any assumptions of user demand which makes this a more challenging problem
to solve. Rather than pre-deploying services in many locations, which is an ex-
pensive operation, we choose to deploy services on-demand when a user requests
them. To achieve this within the desired response time, we use Docker’s layered
service model. Each service consists of a set of building blocks which can be re-
used and shared by other services. These layered services can be assembled and
deployed on-demand in a matter of seconds thanks to virtualization techniques. By
placing our building blocks in strategic locations, we try to maximize the number
of requests we can satisfy on-demand.
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Abstract Driven by the increasing popularity of the microservice architecture, we
see an increase in services with unknown demand pattern located in the edge net-
work. Pre-deployed instances of such services would be idle most of the time,
which is economically infeasible. Also, the finite storage capacity limits the amount
of deployed instances we can offer. Instead, we present an on-demand deployment
scheme using the Docker platform. In Docker, service images consist of layers,
each layer adding specific functionality. This allows different services to reuse lay-
ers, avoiding cluttering the storages with redundant replicas. We propose a layer
placement method which allows users to connect to a server, retrieve all necessary
layers -possibly from multiple locations- and deploy an instance of the requested
service within the desired response time.

We search for the best layer placement which maximizes the satisfied demand
given the storage and delay constraints. We developed an iterative optimization
heuristic which is less exhaustive by dividing the global problem in smaller sub-
problems. Our simulation results show that our heuristic is able to solve the prob-
lem with less system resources. Last, we present interesting use-cases to use this
approach in real-life scenarios.

3.1 Introduction

Over the last few years the amount of services on the Internet has increased rapidly
while users have increasing performance demands. Cloud Computing was devel-
oped to facilitate resource scaling, resilience and security while distributed clouds
bring services to the edge network, closer to the users [1]. The monolithic nature
of most services prevents different components of a service to be scaled separately,
making high service availability difficult to accomplish under increasing demand.
Instead of interweaving all functionality into one service, we see more and more
services designed as separate, loosely coupled services which communicate with
each other to accomplish full functionality. This approach is commonly referred
to as microservice architecture [2] [3]. Microservice architectures allow efficient
code reusability and more fine-grained scaling.

Another reason for the popularity of microservices is the emergence of con-
tainer virtualization. Cloud Computing uses virtualization techniques to deploy,
relocate or scale Virtual Machines (VM) dynamically to meet the changing service
requirements. Due to the high resource demand of VMs on the host machine there
was a need for a more lightweight approach aimed at hosting a specific application,
which led to the development of software containers [4]. Unlike VMs, software
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containers share the same operating system kernel with the host machine to reduce
the on-demand provisioning overhead and provide more efficient resource usage.
This design goes hand in hand with microservice architectures as each lightweight
service component can be provisioned on-demand in a container and scaled for its
specific requirements.

Containerized services are increasingly deployed on edge cloud infrastructure,
e.g. for low-latency processing of IoT sensor data or to protect sensitive data by
keeping the analysis close to the source of the data [5].

These software containers must be deployed in a way that efficiently uses the
limited resources available. Although there is already a large body of work on
service placement for popular services based on the availability of user demand
patterns, our focus is on the growing amount of long-tail services coming from
the microservice architecture. We define a long-tail service as a service with in-
frequent demand, for which no statistically reliable demand pattern is available to
find a suitable pre-deployment scheme. The predicate ’long-tail’ stems from the
business marketing domain, and refers to the shape of the curve when ranking sold
items in decreasing popularity [6]. While there are a few very popular products, the
long tail of a very large majority of infrequently sold items (niche markets) repre-
sents an economically equality attractive business opportunity. With the advent of
cloud computing, the Software-as-a-Service model has made it much easier to of-
fer a delivered service to the end-user which resulted in a very long tail of services
that are used relatively infrequently [7] [8]. Recently, the shift from monolithic ap-
plication designs to micro-service oriented system architectures further increases
the number of services that must be orchestrated. Note that a novel service might
start as a long-tail service, but might lose this status as it becomes more popular
and more data on demand patterns become available.

A key element in the long-tail paradigm is that the economic valorization of
the items in the long tail should not be neglected. Hence, the long tail of software
services should not be overlooked by operators of distributed cloud infrastructure.

When it comes to finding an optimal deployment scheme, pre-deploying ser-
vice instances across the edge network is economically infeasible because they are
infrequently used. Additionally, pre-deploying instances limits the number of ser-
vices we can offer due to limited resources on edge nodes which is an issue for
the high amount of services considered. In this case on-demand provisioning is
a better solution than pre-deploying instances across the edge network. To facil-
itate on-demand provisioning we can use the popular framework Docker [9], an
open-source project which utilizes operating-system-level virtualization to facili-
tate the deployment of applications inside software containers. Container images
are broken down into layered filesystems (layers) which can be considered the ser-
vice building blocks, each adding a piece of required functionality. Layers can be
shared by multiple services and retrieved from remote storage nodes. This allows
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more efficient storage usage and adds new optimization possibilities to the service
placement problem which have not been explored yet.

Service

aResponse

e — - = =
-
aRquest Server node L-mTTT
ServicelD « 4
Download _-*

layers

Figure 3.1: We place service layers on storage nodes so that, upon service request, Docker
can download the required service layers, possibly from different locations, and deploy a
service instance within the desired response time. The server nodes, located in the edge
network, have limited storage capacity.

In this paper we propose a service placement method which maximizes the
amount of clients we can serve on-demand within a desired service response time,
focusing on services without known demand patterns. Following the Docker de-
sign, services are broken down into layers which can be shared by multiple ser-
vices. Assuming that a client may connect from any given client location, we
place the layers so that users can connect to a server, retrieve the layers from their
perspective storage nodes and deploy a service instance on that server within a
desired response time. Docker handles the layer retrieval and instantiation so we
only concern ourselves with finding a suitable location for the layers (Fig. 3.1).

The research presented in this paper extends our previously published work
from [10]. We added an additional approach to support parallel downloads as seen
in the Docker v2 API. Additionally, we introduce an iterative search method to
solve larger scenarios using less system resources. New benchmarks were added
to compare our approach with existing solutions. Last, simulation results were
obtained by modeling real-life networks and latency distributions.

In the remainder of this paper we present our service placement models and
discuss our experiment results. In the next section we describe related work on ser-
vice placement, multi-stage selection algorithms and relevant research on Docker,
all important aspects of our research. In section 3.3 we explain the Docker soft-
ware in more detail as it is an important part of our research. In section 3.4 we
formulate our problem statement for both a serial and parallel download model.
Next, we introduce an iterative search method in section 3.5. Our simulations are
driven by realistic datasets so that our results match real-life scenarios, we describe
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this process and our results in section 3.7. Last, we discuss future work which we
will expand on in section 3.8.

3.2 Related work

1. Service placement. Due to dynamic pricing schemes on Clouds, service place-
ment algorithms often aim to minimize the total hosting cost for a set of services
while trying to maximize a performance metric [11]. In [12] the authors mini-
mize the hosting cost while ensuring a minimum response time. This is also a
dynamic algorithm which considers change in user demand over time and adjusts
the amount of service instances deployed at each datacenter. The researchers as-
sume that services are instantiated so users can connect instantly. In contrast, we
are dealing with services without known demand patterns (e.g. long-tail services or
newly deployed services) so we cannot assume any distribution of user demand (in
most cases the service runs idle), making it economically infeasible to pre-deploy
such instances. Moreover, the storage capacity constraints limit the amount of
services we can deploy.

Similar to our model, other approaches aim to maximize the satisfied demand
given a set of constraints (budget, storage capacity...). In [13] the authors assume
that services are instantiated before a request arrives. The selection algorithm in
this research only needs to connect clients to servers as it assumes the services is
already fully pre-deployed. As this is economically infeasible for services with
limited edge cloud resources, our approach places service layers on strategic loca-
tions so users can deploy services on-demand within a desired response time.

Other research on service placement in so called micro clouds has similar goals
to ours; to make services easily accessible in the user’s proximity. In [14] the
authors find the optimal placement for services by considering bandwidth, network
delay and node availability. This research was later optimized [15] with a focus on
availability and bandwidth. Although bandwidth is only a secondary objective in
our research, it affects the download time of our service layers which is part of our
primary user satisfaction constraint and therefore also relevant.

The authors of [16] present a model that combines cost efficiency, bandwidth,
computational resources and client location. Finding a solution for this model also
requires an exhaustive search which is not suitable for large-scale scenarios. Sim-
ilar to our research, an iterative approach is employed to get near-optimal results.
However, this existing research also assumes a clear mapping from clients to ser-
vice instances while we also consider the provisioning time to pull service layers
from storage to server nodes before we can deploy an instance on-demand.

2. Multi-stage selection. To validate a placement, our solution must find
the best possible selection to validate that users can be served on-demand with
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this placement. A practical example is shown in [17] where the authors aim to
minimize construction costs by selecting a suitable crane for each supply demand
and finding the best location for each crane at the same time. This is similar to
the Facility Location problem which aims to find the optimal location, amount
of facilities and client-facility selection to serve as many customers as possible
within a certain response time. This is very useful to find the right location to
place hospitals to cover as many potential locations within the desired time.

However, our solution not only assigns servers to clients but also needs to find
the best storage location to download layers from to ensure that the instance can
be deployed in the desired time. This is similar to the multi-stage supply chain
problem where consumers are not only assigned to a distribution center but distri-
bution centers are also linked to production plants. An example of the multi-stage
supply chain is presented in [18] where the author attempts to find a distribution
center for each client, as well as which factories deliver to which distribution cen-
ter. Most related research on the multi-stage supply chain problem [19] [20] all
face the same difference from our research; existing research typically assumes
knowledge of the user demand patterns which are harder to predict for long-tail
services and newly registered services. By solving the on-demand scenario in our
research, users can come online from any location and deploy a service instance
on-demand within the desired response time, without needing any knowledge of
the user demand.

A recent study on the two-level uncapacitated facility location problem [21]
also tackles this case without assuming specific demand patterns. Although our
challenge is also a two-level selection, our research is more challenging than se-
lecting a server and storage for each client, as we must consider that all layers of
a service can be located on different storages. This means that a (client, server,
storage) triplet in existing research now turns into multiple (client, server, stor-
age, layer) quadruples. Additionally, our research does consider storage capacity
and makes use of layer reusability to maximize satisfied demand given this limited
capacity.

3. Docker in Fog computing. Fog computing, or also called edge computing,
uses Internet of Things (IoT) devices to leverage resources in the edge network.
Similar to how our research finds the optimal server and storage nodes to deploy
Docker layers on, Fog computing attempts to make optimal use of nearby (stor-
age, networking or computational) resources. Docker containers are becoming
an increasingly popular choice for Fog computing development. Some examples
of research relying on Docker virtualization in a Fog computing and IoT environ-
ments can be found in [22] and [23]. In the research presented in [24], a real-world
Fog landscape was made using Docker containers to support the research.

IFogStor [25] introduces a data placement strategy focused on fog infrastruc-
ture. Similar to how our research attempts to quickly retrieve Docker layers in the
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right location, iFogStor attempts to reduce the data retrieval and service latency
in a Fog infrastructure. Using integer programming and a search heuristic, this
placement strategy managed to reduce the average latency by 60% compared to
existing fog approaches.

3.3 Docker

Docker provides a lightweight alternative to full virtualization using Linux con-
tainer (LXC) based operating-system-level virtualization. It provides portable de-
ployment of software containers across platforms, shared and reusable layers and
versioning amongst others. In comparison to VMs, Docker containers require less
system resources, deploy in subseconds and focus on running applications rather
than emulating hardware. Due to its modular design and ability to easily deploy
and re-use services across platforms, Docker makes it easier to ensure the same
deployment environment is used amongst researchers, thereby facilitating repro-
ducible results.

Docker services are built from a series of layers, allowing us to store replicas on
different locations and reuse these layers across different services. Our placement
method considers these characteristics when finding a location to place layers so
that a service instance can be deployed almost instantly upon request arrival. In
our model each service consists of a set of reusable layers and a service can only
be deployed when each layer is located on the same host.

In Docker, each service consists of a base layer and every consecutive layer
adds a piece of functionality. With one pull command, Docker is able to retrieve
closeby replicas of each layer and compile the service on the local host. The
retrieval process differs depending on the version of Docker we use. In the first
version, a service is defined by its top layer which contains a reference to its parent
layer, the layer situated directly below it in the Docker image. By following the
parent layer references, we eventually end up at the base layer, which means all
layers of that service are retrieved and we can compile the service. Although each
layer can be retrieved from a different storage location, this version assumes a
serial download model; we need to retrieve each layer at once to find all layers of
that service.

Since each layer was not only defined by its functionality but also by its parent
reference, multiple layers with the same function were not recognized as the same
layer by Docker, essentially defeating the purpose of reusability.

In the second version of the Docker API, each service is identified by its func-
tionality by using a hash of the layer as an identifier. This allowed Docker to reuse
services with the same functionality across multiple services with different base
layers. Moreover, the layered structures of popular services which are officially
supported by Docker are known by the Docker daemon, allowing it to retrieve
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Table 3.1: Problem statement variables

Parameter Description
N The union of all client, server and storage nodes.
I The client node collection.
J The server node collection.
K The storage node collection.
S The service collection.
L The collection of layers.
Ly The collection of layers / in service s.
d; Minimal latency between node i and j
H;; Minimal hop count between node 7 and j
D Download time between node j and node k for layer /.
Cy, Storage capacity on storage node k.
M, Storage capacity required by layer /.
Dy Maximum tolerable delay for service s so clients will be
satisfied.
T Deployment time for layer /.
Y DECISION VARIABLE: Y}, ;=1 if layer [ is downloadable from
storage k, else zero.
P sk DECISION VARIABLE: P; ; , ;=1 if client i connects to
server j to run service s and downloads layer / from storage k.
Qi s DECISION VARIABLE: @); ;,s=0 (a logical solution) if the
selection variable P assigned all layers of a service s to a client
and that client only connects to one server j for all layers of that
service. Else @); ; s=1 denotes an infeasible solution.
Wi s DECISION VARIABLE: Parallel download time of server s for
client i. This is the max download time of each layer in s
through the selected server and storages. (cfr. section 3.4.2)
Zy Cumulative placement result from previous runs in SPS (cfr.
section 3.5)

each layer in parallel as it no longer needs to discover the parent layer references.
This substantially speeds up the layer retrieval process.

In our research we examine both the serial and parallel download model, de-
scribed in the following section.

3.4 Service Placement

Our goal is to maximize the amount of users we can serve within a desired re-
sponse time (satisfied clients), focusing on services with unknown demand pattern
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(e.g. long-tail services and newly registered services). The response time includes
the client-server latency, the time to pull all layers onto the server node and the
time required to compile the layers into a service image and deploy a service in-
stance. We focus on the edge cloud case where small processing servers with
limited resources are located in the edge network, closer to the user, while large
storage nodes are located deeper into the backbone network. Pre-deploying idle
service instances is economically infeasible and limits the amount of services we
can offer due to the limited server resources. Instead, we aim to maximize the
users we can serve on-demand by placing Docker layers at strategic locations so
users can connect to a server node, pull the necessary layers and deploy a service
instance on that server node within the desired response time. Our solution focuses
on finding the optimal layer placement and we use Docker to facilitate service de-
ployment. If there is no layer placement that satisfies all clients then we find the
solution which maximizes the amount of satisfied clients.

We formulate our problem for both a serial and parallel download model. The
serial model assumes that all layers of a service must be downloaded one at a time,
similar to Docker vl where each layer contained a field that points to the next
required layer in the service. The parallel model follows a Docker v2 approach
where the service structure is known beforehand and all layers of a service can
be downloaded simultaneously. In both models we aim to solve our objective, to
maximize the satisfied users, while using constraints to ensure that our solution is
feasible.

To reduce the amount of required system resources, we divide our larger datasets
into smaller ones which include only one service of the original problem. We then
solve each smaller dataset consecutively and remember our previous decisions to
make use of shared layers between multiple services. We compare the performance
of both methods and evaluate their scalability.

3.4.1 Problem statement: Serial download

Variables. Consider a set of clients /, servers J and storage nodes K. We define the
collection of network nodes N = I UJU K as the union of these three collections.
The collection of services is S and each service s € S consists of a set of layers
L required to deploy an instance of s. The collection of layers to be placed on
storage nodes is L but a layer [ € L may be shared by multiple services and belong
to more than one L.

The decision variables can take the values one or zero. P; ;s 5 ;=1 if client i
connects to server node j to pull layer [ € L from storage node k, otherwise it is
0. If we place layer [ on storage node k then Y}, ;=1, otherwise 0.

Constraints. The amount of used storage capacity cannot exceed the available
storage capacity
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> Yiix M <CpVk €K 3.1)
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where C}, is the storage capacity of storage node k € K and the storage capac-
ity required by layer / is M;. Each server node also has limited storage capacity
to instantiate services or pre-deploy layers on, which is modeled as an additional
storage node with latency zero to that server node.
A client i can only pull layer / from storage node k to server node j if layer / is
placed on storage node k

R7j7s7k7l < Yk’,l Vivjasvkal (32)

For each request for service s from client i, our selection result P must assign
exactly one server node j where the client must connect to and for each layer / in
service s there must be exactly one storage node k where server node j pulls layer
[ from. If there were multiple options, we could select multiple duplicates from
different locations, which is undesirable.

> > Pijari<1Visle L, (3.3)
jEJkEK
Any selection we make needs to be valid; if the selection variable FP; ; 5 1 ; does
not select a storage location for every layer / from service s for client 7, then that
client can never be satisfied for that service. Therefore, when our selection result
P; ;s 1,1 assigns a client i to a server node j for service s, then it must also assign
a storage node k for each layer [ € L, where node j can download that layer from.
We define the decision variable Q); ; s to mark a selection as valid (Q; ;s = 0)
when all the layers of a service are selected in P; ; ;5 1, or invalid (Q; ; s = 1) if
not all layers of a service are assigned in P; ; ;1 ;. This can be written as

LS — P’L j,8
Ek c KIZ/:I e L, 1i.3,8,k,l Vi, j, s (3.4)

Last, the selection must allow a client i to connect to a server j, pull layers
l € L4 from storage node k and deploy them on server node j within the desired
response time D, for service s

Qijs >

di )
SN Pijerit (A= + Djpi+T) < Dg Vi,s  (3.5)
, size(Ls)
jeJkeK IEL,

We define the latency between two nodes i,j € N as d; ; and the time to
download layer / from storage node k to server j as D; 3, ;. 1} is the required time
to install a layer on the server after downloading it. To avoid double summation of
the client-server latency in the nested sum, we divide the latency by the amount of
layers in L, as the client only connects to the server once for each service request.
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Objective function. We aim to find the placement values Y}, ; and selection
values P; ;s r,; which maximize the amount of satisfied users. Any selection
where @); ;s is not zero will result in unsatisfied clients. When we find a solu-
tion where @; ; s is zero and the solution is within the boundaries of all our other
constraints, then a user is satisfied. Therefore, by searching for the solutions where
Qs 5,5 1s zero, within the boundaries of our constraints, we find the placement and
selection with the maximum amount of satisfied clients. In other words, we need
to minimize Q; j,s:

minimize Z Z Z Qi js (3.6)

icljeJseS

Note that Eq. 3.3 guarantees that only one server node j will be selected for
each client-service pair.

If multiple solutions can satisfy the same amount of users, we search for the
solution that minimizes the used capacity. The resulting objective function is:

minimize 2k € X 2 e £ Ye + Z Z Z Qi j.s (3.7

|K|'|L‘ ieljeJsesS

where | K| is the amount of elements in K and |L| the amount of elements in L.
When multiple solutions result in the same satisfied demand, the first term will be
a tiebreaker that selects the solution with the least capacity used. We will always
prioritize the satisfied demand as the minimum unit of the second term is one,
while the first term is always smaller than one because we divided by |K|.|L|.

We use integer linear programming (ILP) [26] to solve the above problem state-
ment using CPLEX. As we place layers for all services in this method and assume
a serial download model, we call this approach the All Services Serial ILP (ILP-
AS-S). In the next section we describe how to apply this approach to a parallel
download model.

3.4.2 Parallel model

The previous problem statement assumes that all layers are downloaded sequen-
tially which is the case in the Docker vl API where each layer referenced the next
layer to be downloaded (parent layer). However, Docker v2 introduced parallel
layer downloads so all layers can now be fetched simultaneously. This limits the
influence of storage node locations and puts more importance on network latency
between clients and servers. We modify our problem statement from the previous
section to reflect this change.

To adjust the serial download model to a parallel model we must replace the
sum of all layer download times D; j; in Eq. 3.5 with the maximum download
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time of all layers in the service we are looking to deploy. To linearize this maxi-
mization function, we extend our model in two ways.

First, we introduce a supporting decision variable WW; , as the maximum down-
load time of all layers of service s when downloaded from the selected server and
storage nodes for client i as determined by P; ; 5 1 ;.

Second, in Eq. 3.5 we change the sum of layer download times with the one-
time parallel download time W , as defined above

Wit X% 3 Pt (e T < DsVios (38)

jeJ keK IEL,

Then we ensure that W; , is equal or larger than the actual maximum download
time of all layers in the requested service s for client i

Wis 2 Pijski* Djki Vi, j k,s,l € Ls (3.9)

Since the solver is trying to maximize satisfied demand, it will assign small
values to W; , so that the total download time is smaller than the allowed delay
(cfr. Eq. 3.8). However, by definition, W; , will still be larger than the longest
download time for any layer from the selected server. As a result, W; , is a good
representation for the maximum download time of all the layers in that service.
Therefore, using W; , in Eq. 3.8 allows us to model a parallel download time
rather than the serial download time from Eq. 3.5.

This is the parallel model of ILP-AS (ILP-AS-P), while section 3.4.1 assumed
a serial download model (ILP-AS-S).

3.5 Iterative search

Whether we use the serial or parallel model, scalability remains a challenge for
ILP solvers. Typically, these solvers require large amounts of system resources to
solve the problem statement and take a very long time to run. We can reduce the
dataset by combining smaller layers in a service to one larger layer or by combin-
ing similar services. However, our experiments [10] showed that these methods
are not impactful enough to allow ILP-AS (cfr. section 3.4.1) to solve very large
problems.

The next step in our research was to find search heuristics to find a layer place-
ment without requiring large amounts of system resources like ILP-AS. A first
attempt came from a top down approach; the search heuristic places each layer on
every storage node and then removes one layer at a time until the available stor-
age capacity is sufficient for the remaining layers. Each iteration we removed the
layer which least affected the satisfied demand in an attempt to keep the satisfied
demand maximized. Our second heuristic was a bottom up approach were each
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layer is placed, one at a time, each time selecting the layer and storage node which
adds most to the satisfied demand. However, both approaches are greedy and ex-
periments showed that they performed considerably worse than ILP-AS, even on
smaller scale scenarios. Additionally, each step of these approaches required an
exhaustive search, making it less feasible for large scale scenarios due to the in-
creasing computation time.

Rather than utilizing a greedy heuristic, we attempted to solve the layer place-
ment problem with the Simulated Annealing search heuristic. Starting with a ran-
domized solution, we make small changes to the current solution and compare
both placements. To avoid getting stuck in a local optimum, the heuristic some-
times continues with a worse solution than the current best to try and explore other
areas of the search space. In the end, we utilize the layer placement which re-
sulted in the highest satisfied demand. Although more promising than our greedy
top down or bottom up approaches, this algorithm also failed to be a convincing
competitor for ILP-AS.

Instead, we solve the problem by placing layers for one service at a time. We
employ a similar model as described in section 3.4.1 and run it iteratively to deploy
one service at a time, where each iteration deploys the next service and considers
the placement decisions from the previous iterations. We repeat this until we notice
that additional iterations do not increase the satisfied demand level. We call this
method Sequential Per Service (SPS), as we now place one service per run and
we repeat this process for each service. This method can be applied to both the
serial (SPS-S) and parallel (SPS-P) ILP models described in the previous sections.

Consider the following example; We need to serve 2 clients (U1, U2) for ser-
vice A with 2 layers L1, L2 and B with layers L2, L3 on a network with two
server nodes (J1, J2) and two storage nodes (K1, K2). Using ILP-AS, the solver
evaluates every acceptable combination and comes to the conclusion that e.g. (L1,
K1), (L2, K2) and (L3,K1) is the best placement and that both users Ul and U2
should connect to server node J1. Using SPS, the solver first attempts to place
service A and finds (L1, K1) and (L.2,K2) as best solution to maximize satisfied
demand for service A. In the next iteration, the solver places service B and detects
that layer L2 has already been placed on storage K2. The solver evaluates the
best position for L3 and finds (L3,K1) as the optimal solution for service B if both
clients Ul and U2 connect to server J1.

The final placement matches this of ILP-AS but each iteration of the SPS solver
had less combinations to explore and reduced the search space by detecting previ-
ous placements. The disadvantage of SPS is that each iteration does not have any
information about the next service to be placed, making it a greedy approach in
worst case. In our example, it was possible for the first iteration of SPS to place
L2 on storage K1, preventing the second iteration from ever finding the optimal
placement from ILP-AS.
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In section 3.7.3 we evaluate the importance of the service order when placing
services one at a time.

We start by introducing a new input variable called Z;; which contains the
result of the decision variable Y}, ; of all previous services combined. During the
first run Z, ; is an array of zeros and the solver attempts to place all layers of the
first service so that the amount of satisfied demand for that service is maximized.
In the second run the solver attempts to solve the problem statement with only the
second service as input but this time with Z}, ; containing the Y}, ; values of the
first run. The available capacity given as input for the second run is the original
storage capacity minus the capacity used during the previous runs of our solver.

If Z,; = 1 we already placed layer / on storage node k during one of the
previous runs and there is no use of pre-deploying a second replica on that storage
node. We ensure that this does not happen by forcing Y}, ; to be zero if Z, ; =1

Yii < (11— Zy) Yk, (3.10)
This ensures that we make use of shared layers amongst multiple services.
We adjust Eq. 3.2 s0 P; ; s 1,1 can select a layer placed by Y}, ; == 1 or a layer
from one of the previous placements if 7, ; == 1
Pi,j,s,k,l < Yk,l —I—ZkJ Vi,j,s,k‘,l (3.11)

When finding the optimal placement for all services at the same time, our
solver uses the available resources to maximize the satisfied demand for all ser-
vices. However, when solving the problem one service at a time, our solver at-
tempts to maximize the satisfied demand for each service in a greedy manner.
The tiebreaker in our objective function (Eq. 3.7) minimizes the amount of layers
placed, which prevents one iteration from using all the available storage locations
and starving the services in upcoming iterations.

However, our objective function alone is not enough as one service is still
allowed to place many layer replicas in order to achieve 100% satisfied demand
for that service, while from a global point of view this means we are still starving
the available resources for all other services. Therefore, we add an additional
constraint limiting our problem to just one layer replica for each service we are
deploying. If we have two services with one shared layer, each layer will be placed
once besides the shared layer which is allowed to be placed twice. Instead of one
replica per run we can also evaluate two, three ... replicas, which results in the
following constraint

> Yii<aViel (3.12)
ke K
where x denotes the amount of replicas for layer [ € L, we are allowed to
place each time we deploy a service instance of s.
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The objective function remains the same as in Eq. 3.7.

Using this adjusted model we place services one at a time and keep repeating
this until we notice that placing additional services no longer increases the satisfied
demand. In the next section we present our simulation results as we evaluate if this
sequential approach makes our solution more scalable.

3.6 Benchmarks

Both of the suggested approaches in our research use an ILP solver (CPLEX) to
solve the selection and placement problem. To verify our results, we compare with
two existing approaches and implemented the following two benchmarks:

Random Allocation (RA). We attempt to place each layer ! € L on a randomly
chosen storage location. We repeat this until all storage capacity is fully occupied
and no additional layers can be placed. For each client and each service, we then
select the server and storage locations which result in the fastest on-demand de-
ployment time for that service and that client. This guarantees that each client
selected the ideal locations for its specific request and no quicker access to that
service is possible given the randomized placement. Last, we remove all layers
which were not selected by any clients in the previous step to free up storage ca-
pacity for future use.

Greedy Allocation (GA). This benchmark is an adapted implementation of
the *Greedy Heuristic’ presented in [27]. In this research, the algorithm starts by
sorting a list of services by demand. As we are assuming that there is no knowledge
of demand patterns, we start by randomly sorting the list of services instead. The
remaining steps are:

1. Select the next service s in the sorted list of services.

2. For each client ¢ € I, create a list of possible candidate storages to host an
instance of service s for it. Only include storages that have sufficient storage
capacity available to host service s and a low enough delay.

3. Sort the storages from most to least possible clients (the storage which oc-
curs on the most candidate lists comes first). Also include clients of pre-
viously placed services in this count. Sort the clients from least to most
candidate servers (this will also give clients with only few possible candi-
dates a chance).

4. Select the next storage k in the sorted list.

5. For each client i in the sorted list for which no candidate has been selected
yet. Check if k has enough remaining storage capacity and if there is a server
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J which connects client ¢ and storage k with low enough delay (take into
account resources used by previously placed clients for service s now). If
any clients remain without candidate and not all servers have been checked
yet, return to step 4.

6. If any services remain, goto step 1, otherwise finish.

The main drawback of this greedy approach is that this model does not consider
separate layers and only speaks of services. As a result, in our implementation this
means that all layers of one service will be placed on the same storage node. This
is a general issue with existing research which is not modeled to Docker where
each service consists of layered building blocks.

3.7 Simulation results

In this section we present our simulation results on the performance of our model
described in section 3.4.1. We compare ILP-AS with our improved scalability ef-
forts of SPS. Rather than solving the problem as a whole, we divide it into smaller
pieces and solve each part iteratively, considering the decisions made during pre-
vious steps. For smaller problems our simulation results show that SPS achieves
the same result as JLP-AS. This makes SPS a viable approach to tackle larger scale
problems which ILP-AS cannot solve without more system resources and execu-
tion time.

We also investigate the influence of the execution time on the quality of our
solution. More specifically, how much performance do we gain from running the
ILP-AS solver for a longer duration. A deployment solution found by the solver
will remain a suitable solution as long as the amount of services and available
resources stays the same. However, as services and user demand have a dynamic
nature, it is in our best interest to keep the execution time as low as possible so we
can react to changing dynamics. Although the latter is part of future work, we still
touch on the performance gained from longer execution times.

The service characteristics were calculated from real-life Docker repositories
as explained in section 3.7.1 while our network topology is based on real-life la-
tency distributions as described in section 3.7.2. All results are obtained by run-
ning each simulation on five different sample networks, each one generated based
on these real-life parameters, and averaging the results. All simulations are per-
formed on the iLab.t Virtual Wall [28] using a server with a Hexacore Intel E5645
(2.4GHz) CPU, 24GB RAM, 1x 250GB hard disk and 1-5 gigabit network inter-
face cards.
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Figure 3.2: A histogram visualizing the average layer distribution in Docker services. The
X-axis represents the amount of layers and the Y-axis indicates the frequency of services
with this amount of layers. We observe that each service has 10 layers on average.

3.7.1 Docker data crawling

In order for our simulation results to match real-life applications, we crawled the
Docker Hub [29] to determine the characteristics of Docker images. Inspecting
the thousands of services in the Docker Hub showed us that services consist of
few larger base layers and several smaller databases, including layers which only
contain meta-data. On average, a service has 10 layers of which 10-20% are shared
with other services. In Fig. 3.2 we illustrated our findings with a histogram, show-
ing the amount of layers on the X-axis and the frequency of services with this
amount of layers on the Y-axis.

We plotted the layer distribution for all services in the Docker repository (Fig. 3.3
a). The x-axis shows the 1000 most frequently used layers in descending order.
The y-axis indicates how many services used this layer. At first sight this resem-
bles a Zipf distribution but a closer fit on a LOG-LOG plot reveals that we are
dealing with a sum of Zipf distribution in different ranges, as shown in Fig. 3.3 b.

To ensure that our data model matches a realistic Docker model, we use this
data to model the average layers per service, as well as the layer sizes.
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Figure 3.3: Service layer reusability modeled as a Zipf distribution (a) and a sum of Zipf
distributions in different ranges (b). The axis are in log scale. These results show how
often a specific layer is used in the different Docker services we crawled from the Docker
repository. We can approximate this reusability behavior with a Zipf distribution or more

accurately using a sum of Zipf distributions.
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3.7.2 Latency distributions

In order to compare our results with real-life applications, we need realistic latency
distributions for our simulations. In this section we describe the latency models
used in our experiments to describe a real-life network.

As discussed in section 3.4, our research focuses on the edge cloud case where
services run in the edge network close to the users, while our data is stored on
larger storage nodes located in the backbone network. Our simulation expects
client-server latencies and the estimated time required to download a layer from
a storage to a given server node. Considering that servers can make use of layers
deployed on other servers, we observe three latencies to model:

1) The client-to-server latency. Each client must connect to an edge cloud
where the service will run. The main factor in this delay is the time to reach
the access point, usually done through the wireless network in modern scenarios.
Research [30] shows that this latency is located between 15-60ms, while studies
[31] on the latency to the provider of a 4G wireless network in the UK is close
to 50ms. Therefore we use a uniform distribution between 30-70ms to model the
client-server latency.

2) Server-to-server latency. Edge clouds can download layers from other nearby
clouds in the edge network so we do not have to fetch all necessary data from far
away storage nodes in the backbone network. Research [32] on the distance be-
tween two servers shows that each 1000km adds 20 ms delay with a minimum
threshold of 20ms RTT. As our edge clouds are all located nearby in the edge
network, we model this latency as a uniform distribution between 10 and 30ms.

3) Server-to-storage latency. When there is no copy of a desired layer available
nearby, we must retrieve that layer from storage nodes located in the backbone
network. These storage nodes are often spread out across the network and can
even span continents. Sources [33] show that the average latency between storage
nodes in the same continent is between 50-100ms, which is the distribution we
chose to model the server-to-storage latency.

Using these link latencies we can calculate the estimated download time for
each layer (D; ;) as layer size (in bits) divided by the link download speed
(Gbps).

This latency distribution together with the Docker distribution is used as input
to drive our simulations.

3.7.3 Heuristic optimization

In this section we investigate the importance of the service order in our iterative
search method SPS. As there is a limited storage capacity on each node, not all
services can be placed on the same node. The sorting order will dictate which
services are prioritized and placed first.
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Our search heuristic SPS reduces the required system resources by solving the
problem one service at a time while utilizing previous decisions. We investigated
the impact of the service sorting order on the performance of this sequential ap-
proach. As we focus on long-tail and newly registered services, we cannot predict
the demand patterns for each service. From our crawling results (cfr. section 3.7.1)
we know each layer in a service and their file sizes. We call the amount of services
reusing a specific layer the reusability of that layer, assuming a layer can only oc-
cur once in each service. Using this information, we investigate the following four
sorting methods:

1. Random: we traverse all services to be placed in a randomized order. This
rather naive approach is used as a benchmark for our other methods.

2. Reusability first: in this method we prioritize layers which are reused by
most services. By processing these layers first, they can be placed in the most cen-
tralized locations, allowing the maximum number of services to reuse that replica
and thus saving storage capacity elsewhere. Therefore, we summarize the reusabil-
ity frequency of all layers in a service and assign that as score to that service. We
then solve SPS in order of decreasing service score, allowing services with the
most frequently reused layers to be processed first.

3. Averaged stats: in the previous method it is possible that the sorted queue is
dominated by tiny service layers which are reused frequently. As the server nodes
in the edge network typically have less storage capacity than the large storage
nodes in the backbone network, it may be beneficial for the heuristic to prioritize
larger layers to take up the centralized locations. As we still want to consider the
reusability of each layer, we now take a weighted average of both the reusability
frequency and the layer sizes.

Layer score = (reusability / average reusability) + (layer size / average size)
Service score = sum(layer scores in service)

4. Max stats: A slight variation of the previous method where we normalize the
factors with the maximum instead of the average. Our layer score now becomes:

Layer score = (reusability / max reusability) + (layer size / max size)

5. Largest size first: we attempt to prioritize larger base layers by sorting the
layers by decreasing size. This will put base layers near the users in smaller storage
nodes while the smaller remaining layers will be placed in larger but more distant
storage nodes.
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Figure 3.4: The performance difference between different sorting methods in our heuristic

approach for (a) 25 client nodes, 25 services, 2 server and 5 storage nodes and (b) 5 client

nodes, 25 services, 5 server and 5 storage nodes. In both setups 20% of the service layers

are reused by multiple services. We observe that the optimal sorting order depends on the
experiment setup.

Fig. 3.4 shows the performance of our solution for each sorting method dis-
cussed above. The X-axis represents the allowed response time to satisfy a client
and the Y-axis represents the percentage of satisfied clients for the desired response
time. In the first setup (Fig. 3.4 a) we have 25 client nodes, 25 services, 2 server
and 5 storage nodes. Our second setup (Fig. 3.4 b) contains only 5 clients but 5
server nodes. In Fig. 3.4 a, reusability stands out as the best performing sorting
method while random sorting is the least efficient method, taking the longest time
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to find a solution with 100% satisfied demand. However, in Fig. 3.4 b the different
approaches have more server locations to choose from and we observe that our
Max stats curve now performs worse than the other sorting methods.

After repeating the same experiment for different setups we concluded that the
most suitable sorting order depends on the experiment setup. However, on average
the sorting order does not have a big impact on the percentage of satisfied users.

In the next sections we use the reusability first method to sort services for SPS
as this method was consistently amongst the best methods for different setups.

Table 3.2: Simulation variables

All values marked with * are obtained through measurements of real-life systems. For other (artificial)
variables only their relative values are important.

Description Value
The average size of a service* 200MB
Layers per service* 15
Layers shared by multiple services* 20%
Available storage node capacity 2GB
Available server node capacity 600MB
Client-server latency* Uniform [30,70] ms
Server-to-server latency* Uniform [10,30] ms
Server-to-storage latency* Uniform [50,100] ms

3.7.4 Execution time

Given infinite system resources and time, /LP-AS will find an optimal solution
to our placement problem. In this section we evaluate how much performance is
lost by introducing a limited execution time, which is a more practical scenario.
Additionally, we perform the same steps with SPS and compare the performance
to ILP-AS. Our goal is to evaluate if the divide and conquer approach of SPS is
beneficial given a limited execution time.

Our research focuses on solving a placement and selection problem using an
ILP solver (CPLEX). We differentiate two techniques; the first method solves the
entire problem in one run (ILP-AS). The second method attempts to solve our
problem for one service at a time (SPS), keeping in mind placement decisions from
previous runs. Both approaches must evaluate possible placements by finding the
optimal selection and calculating the satisfied demand.

The ILP-AS solver has a global view of our problem, including all layers to
be placed, the possible storage locations and servers where clients can connect
from. As a result, the solver will always find the optimal solution for any given
scenario, assuming the system we run it on has sufficient memory. SPS solves the
same problem but separately for each service, without considering the services that
still need to be placed and which layers they have in common with other services.
Therefore, the solution of SPS will be the same as ILP-AS at best.
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Our experiments showed that, for small scenarios, SPS is close to the optimal
solution found by ILP-AS but it does not always guarantee that this solution can
be found, as explained in the example in section 3.5. For smaller scenarios where
ILP-AS is able to solve the problem in a feasible time span, ILP-AS is always the
recommended approach as it guarantees an optimal solution.

However, due to the complexity of the ILP-AS model, this approach scales
poorly when the size of our problem increases. The system will lack the memory
required to solve the problem or require a much longer execution time to find a
solution. SPS only considers one service per run, reducing the amount of memory
required in each run of our solver. As a result, this approach is able to find better
solutions than /LP-AS given a limited execution time or system memory.

Our goal in this paper is to demonstrate that SPS can achieve better results than
ILP-AS given a limited execution time, due to less system memory consumption
in each run. As ILP-AS is not able to solve larger scenarios in a feasible time, we
forcefully interrupt the ILP-AS solver after a certain execution time and retrieve
the current best solution. We argue that, in the same time span, SPS will find a
current best solution which satisfies more users due to solving much faster.
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Figure 3.5: The current best solution when pausing our ILP-AS solver after 1 hour, 24
hours and 72 hours. We evaluate how much our solution after 1 hour differs from the
optimal solution, represented by a 72 hour evaluation. We observe a maximum
performance increase of 20% for a 720% execution time increase. In this scenario, there
are 25 client nodes, 25 services, 2 server and 2 storage nodes in this experiment. 20% of
the service layers are reused by multiple services.

Before we proceed to compare ILP-AS and SPS in a certain time span, we eval-
uate the influence of the timing where we interrupt the /LP-AS solver. In Fig. 3.5
we observe the performance of ILP-AS when stopped after 1 hour, after 24 hours
and 72 hours. The X-axis represents the allowed response time to satisfy a client.
The Y-axis represents the percentage of satisfied clients in the current best solution
for a desired response time. There are 25 client nodes, 25 services, 2 server and 2
storage nodes in this experiment. There is always enough storage capacity avail-
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able to host each service at least once, meaning that we can reach 100% satisfied
demand if the response time tolerance is high enough (increasing X-axis values).

Note that /LP-AS is not able to find a suitable solution for this problem in a
feasible execution time without large amounts of memory. However, we observe
that there is little satisfied demand gained by running the solver for 72 hours com-
pared to only running it for 24 hours. We can assume that running the solver longer
will see the same trend. Therefore, we approximate our optimal solution by our 72
hour curve. As such, the satisfied demand in Fig. 3.5 is not the final solution but
only a current best after 1, 24 and 72 hours.

Considering the difference in allowed execution time of the /LP-AS solver, we
observe a maximum satisfied demand increase of 20% for a 720% execution time
increase. For a static environment this may be acceptable but when the demand
is rapidly changing, waiting 72 hours may not be feasible. In these environments,
using the solution obtained after 1 hour may be more suitable.

Therefore, in the remainder of our simulations we will assume that our solver is
interrupted after 1 hour for each run (/LP-AS (I hour)) and the presented satisfied
demand is only a current best solution.

3.7.5 Reduced resource consumption

In this section we compare SPS to our benchmarks, including ILP-AS when the
solver is interrupted after 1 hour (ILP-AS (1 hour)). Although ILP-AS would find
an optimal solution if given infinite system memory and execution time, by inter-
rupting the solver after 1 hour we can no longer guarantee an optimal solution.
Our goal is to show that other methods such as SPS will find a better solution
in the same time span due to improved resource consumption. All results were
obtained by running a simulation on five different sample topologies with similar
characteristics (cfr. Table 3.2) and averaging the results of each run.

Consider Fig. 3.6, showing the performance of both the ILP-AS (1 hour) and
SPS approaches, as well as our two other benchmarks RA and GA. Once again,
the X-axis represents the allowed response time to satisfy a client and the Y-axis
represents the percentage of satisfied clients in our current best solution for the
desired response time. There are 45 client nodes, 25 services, 2 server and 8
storage nodes in this experiment. The satisfied demand values represent the current
best solutions found by interrupting the CPLEX solvers after 1 hour of execution
time.

GA generally satisfies the least users. This is because this algorithm was not
made for layered Docker services and expects all layers of a service to be placed on
the same storage node. As a result, the services which are placed first will occupy
the capacity on nodes in their preferred location, forcing the next services to be
placed in suboptimal locations where they cannot serve client requests in time.
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Figure 3.6: The satisfied demand for the current best solutions of ILP-AS (1 hour), SPS,
RA and GA. There are 45 client nodes, 25 services, 2 server and 8 storage nodes in this
experiment. 20% of the service layers are reused by multiple services. SPS performs best
in most scenarios while GA satisfies the least demand.

This is an example of how existing approaches cannot be applied to a Docker
approach out of the box, and additional research is required.

Note that in Fig. 3.6 GA satisfies more clients for 5.5 seconds allowed delay
than for 6.5 seconds. This is because GA will choose different storage locations
for a service for different amounts of allowed delay (x-axis), always in a greedy
manner. In this case, this greedy behavior happened to work out better for the total
satisfied demand for 5.5 seconds allowed delay compared to 6 or more seconds.
Additional experiments verified that for other simulation parameters (cfr. Table 3.2
and Table 3.1), the satisfied demand increased in function of the increasing allowed
delay, as expected.

When comparing ILP-AS (1 hour) and SPS, we observe how SPS is generally
able to find a solution which satisfies the most users. This is because our dataset in
each SPS run is reduced and the solver requires less memory, allowing it to solve
the problem faster than ILP-AS. As aresult, SPS tends to find better solutions given
a limited execution time (e.g. rapidly changing environments). Note that, if the
solvers were not interrupted, that eventually /LP-AS would have found the optimal
solution.

RA performs very well in the middle of the curve and has the additional benefit
that it is easy to implement and executes very quickly. However, when looking at
time-sensitive applications with very strict delay requirements (left side X-axis),
RA performs the worst. Additionally, when we’re looking for the method which
can satisfy 100% of the users with the least delay (right side of X-axis), both ILP-
AS (1 hour) and SPS would be better choices than RA. For example, in this scenario
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SPS can satisfy any client request within 5.5 seconds, while RA can only satisfy
85% of the requests with that delay requirement.

Although none of the approaches aim to minimize the used capacity, it is still
interesting to evaluate how each method behaves. Providers could use this evalua-
tion to decide which method is most cost efficient, comparing the required storage
capacity with the percentage of satisfied users. Fig. 3.7 visualizes the used capac-
ity for the same experiments as presented in Fig. 3.6. We observe how RA uses the
same capacity regardless of the allowed delay or satisfied users. This is because
RA does not consider the users during the randomized placement steps. As a result,
RA is the least cost efficient method when considering storage costs.
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Figure 3.7: The corresponding capacity used for the solutions presented in Fig. 3.6. RA
consistently uses the most storage capacity while GA shows a direct correlation between
the satisfied users (Fig. 3.6) and the required storage capacity.

GA shows a direct correlation between the satisfied users and the required ca-
pacity. This method only uses the capacity that it needs to satisfy users but fails to
satisfy a large amount of users compared to the other benchmarks, as previously
explained. By grouping all layers of one service on the same storage node, this
method fails to make use of the reusability of layers.

ILP-AS (1 hour) and SPS show a slight correlation between the used capacity
and satisfied demand but not nearly as strong as GA. Generally, an increase in
satisfied demand will also see an increase in used capacity. This is because in
these two approaches, the solver may deploy additional layer replicas to satisfy
more clients. However, there are cases where the satisfied demand increases while
the used capacity remains the same. This is because the increased allowed delay
(X-axis) allows the solver to place layers on more distant storage nodes while
still satisfying clients, requiring fewer replicas to be deployed. In the end, both
solutions will attempt to maximize the satisfied demand, regardless of the required
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Figure 3.8: The average delay for a satisfied client for the solutions presented in Fig. 3.6.
GA shows a direct correlation between the satisfied users (Fig. 3.6) and the average delay.
The remaining methods result in roughly the same delay.

Fig. 3.8 visualizes the average delay for all satisfied clients in the same exper-
iments as Fig. 3.6 and Fig. 3.7. We only display the average delay for the clients
who can be served within the allowed delay (X-axis). The less strict our delay
requirements become, the higher the average delay is allowed to be while still
satisfying the clients. As a result, all curves with the exception of GA follow an
increasing average delay trend. GA fails to satisfy clients because it places all lay-
ers of a service on the same storage node. This flaw is independent of the allowed
delay, which is why we do not see an increase in satisfied demand or average delay
when the allowed delay increases.

These simulations show that in rapidly changing environments (short execution
times), SPS is able to find a solution that, in most scenarios, satisfies the most
demand. Additionally, SPS is the second best performing method when it comes
to capacity usage, only falling short to GA which in turn also results in the lowest
amount of satisfied demand.

In the next section we compare these results with our parallel download model
as introduced by Docker v2.0.

3.7.6 Serial versus parallel

Docker v2.0 came with new features which included parallel downloads of all
service layers at once, greatly reducing the required time to download a service. If
the download time decreases, the importance of the client-server delay increases.
In this section we want to evaluate how the parallel download model introduced in
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Docker v2.0 influences the trends we noticed in the previous section.
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Figure 3.9: The satisfied demand in function of the allowed delay for the same experiments
as Fig. 3.6, now comparing ILP-AS-S (1 hour) with ILP-AS-P (1 hour) and SPS-S with
SPS-P respectively. We observe that a parallel download model improves the satisfied

demand since layers are retrieved quicker.

Consider Fig. 3.9 where the solid curves (ILP-AS-Sand SPS-S) are the same
curves as in Fig. 3.6, representing the satisfied demand assuming a serial down-
load model. The dashed curves (ILP-AS-P and SPS-P) represent the corresponding
satisfied demand for the same experiment when using the parallel problem state-
ment from section 3.4.2. In a parallel download model we require less time to
pull all the layers of a service, so we expect to satisfy more clients than the serial
counterpart.

Compare the dashed SPS-P (ILP-AS-P) curve with the solid SPS-S (ILP-AS-S)
curve. We observe how the satisfied demand is generally higher for the parallel
models, confirming that services in Docker v2 are downloaded faster in parallel
and therefore more clients can be satisfied.

An important observation is that for JLP-AS-P the satisfied demand is lower
than ILP-AS-S for an allowed delay smaller than three seconds. This is because
our solver has more layer placements to consider within the allowed delay when
assuming a parallel download model, requiring more execution time to find a so-
lution. Since we interrupt the ILP-AS-P solver after 1 hour, the solver was not able
to calculate a good current best solution yet. Note that if we allowed ILP-AS-P
to run for more than 1 hour, it would definitely find a solution which satisfies the
same or more users than /LP-AS-S, due to the relaxed layer download conditions.

As expected, these results confirm that a parallel download model improves
the satisfied demand since layers are retrieved quicker. However, the relaxed de-
lay constraint now results in increased complexity, as more storage nodes can be
considered for a suitable placement.

After comparing the performance of both approaches, we now discuss how this
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solution can be used to find the minimal required resources for a desired satisfac-
tion level, and thus the minimal cost.

3.7.7 Minimum resource requirement

After evaluating the effect of the execution time for both a serial and parallel down-
load model, we now look at practical usages of our solution. A key objective for
any provider is to minimize the cost, often offset against user satisfaction. Our
goal is to demonstrate how our research can be used to solve this use case.
Consider Fig. 3.10, visualizing the satisfied demand (Y-axis) in function of
the decreasing storage capacity capacity (X-axis). There are 45 client nodes, 5
services, 2 server and 2 storage nodes in this experiment. Using this graph, we are
able to determine the minimal resources required to achieve a desired satisfaction
level. For example, assuming we provision 100% storage capacity, we can reduce
the capacity to 90% and still maintain 100% user satisfaction. When using the
ILP-AS approach we can even scale down to 80% capacity and maintain complete
satisfaction. This experiment can be repeated and used to avoid overprovisioning.
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Figure 3.10: The importance of the capacity on storage nodes (X-axis) for the satisfied
demand (Y-axis). This experiment can be used to determine the minimal resources required
to achieve a desired satisfaction level. There are 45 client nodes, 5 services, 2 server and 2
storage nodes in this experiment. 20% of the service layers are reused by multiple services.

Regardless of the scale of the problem and the desired method, this use case
validates that providers are able to use this approach to find minimal resources
required for a desired satisfaction level.

3.8 Conclusion

In this paper we presented a service placement method using the image layers
introduced by Docker. By placing service building blocks called layers in strategic
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positions, we allow users to connect to a server, retrieve the necessary layers and
deploy a service instance. We presented our layer placement problem statement
for both a serial and parallel download approach. To reduce the required system
resources, we introduce a search heuristic solving the problem one service at a
time, considering previous decisions in each step. We evaluate the influence of the
sorting order for our search heuristic and provide four different sorting methods.
Simulation results show that the iterative search method finds a better solution
in the same time span due to improved resource consumption. We explain how
we obtained our simulation results which are based on real-life data obtained from
crawling the Docker repositories and modeling real network distributions. Last, we
introduce an interesting use-case to find the minimal storage resources necessary
for a desired satisfaction level, avoiding any overprovisioning.

As conclusion we can say that our model is able to find a suitable layer place-
ment to maximize the satisfied demand, using an on-demand deployment scheme.
By reusing previously deployed layers, we avoid cluttering the network with layer
replicas.

In future work we look at dynamic placement algorithms to adjust to the dy-
namic service demand. With our current method we are able to find the best place-
ment for initial demand but changes are necessary when the available resources on
servers are occupied. We will develop placement and selection algorithms using
frequent reports from servers and storages as input. This allows us to place data
where it is most needed by analyzing demand patterns. We can also use this data to
auto-scale server and storage resources based on the changing demand, optimizing
the amount of clients we can serve without overprovisioning. Additionally, we will
build larger evaluation scenarios and use emulation techniques [34] to evaluate our
solutions. Recently, a number of frameworks have been presented in literature [35]
for container orchestration on a cluster of low-cost devices such as Raspberry Pi.
These platforms provide an excellent tool to evaluate our solutions in more realistic
conditions.
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Scalability analysis of service
resolution 1n distributed clouds

In this chapter we return to the service selection problem. In Chapter 2 we in-
troduced a selection algorithm focused on stateless services where the server pro-
cessing time can be calculated with queuing models. In this chapter we focus
on dynamic service selection in a scenario where the available server resources
change over time, e.g. due to hosting stateful services with varying session du-
ration. For this purpose, servers report the amount of sessions they can handle
to resolvers, which are the components responsible for sending service requests
to servers. Our goal is to evaluate how frequently servers have to communicate
with the resolvers so that requests do not arrive on servers which can’t process
the request immediately. We examine both centralized and distributed resolution
methods. As multiple resolvers can send requests to the same servers, it is possible
for servers to become overloaded. We introduce methods for resolvers to avoid
overloaded servers and utilize the available resources more equally.
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Abstract For a large amount of Internet Services, deploying multiple service repli-
cas would offer substantial benefits. These include resilience, Quality of Service
and traffic shaping. However, this deployment poses two major challenges. First,
infrastructure cost must be reduced through service placement optimization. Sec-
ond, when the request is made someone needs to decide which service replica is
the best choice for that request. Our research focuses on the second challenge.

We examine centralized and distributed service resolution methods and aim
to find the optimal degree of distribution. We focus on dynamic environments
with constantly changing service requirements, and argue that an enhanced any-
cast mechanism, where both network status and server performance characteristics
are taken into account, is a suitable solution. We report simulation results using
real-life data sets obtained by performing k-means clustering on real geographical
datacenter locations and with demand proportional to city population.

4.1 Introduction

Cloud computing has been developed to deliver services in a scalable manner to
cope with elasticity of demand for computing resources. The seemingly infinite
pool of resources and automatic fail-over mechanisms provided by infrastructure
providers allows developers to distribute their software as a service without con-
cerns on service availability.

Although centralizing service deployment in a single location facilitates ser-
vice management, there are various good reasons to deploy multiple replicas of
the service in distributed cloud infrastructures across the Internet. A first rea-
son is resilience by avoiding single points of failure, considering that there are
non-negligible outages of even the largest cloud providers [1]. A second reason
is Quality of Service (QoS). When a crisp user experience is expected, or high
data rate streams must be processed in real-time, high network delays and low
throughput of a relatively small number of remote data centers may have a serious
impact on the quality of experience. The desired degree of distribution to serve the
geographically dispersed user base depends on the characteristics of the service.
Audio-visual applications such as video conferencing and cloud gaming requiring
a response within 80-100 ms [2] will need less service replicas than future 5G-
enabled tactile services needing response times of 5 ms or less [3]. A third reason
is network management for traffic shaping. There may be prohibitive bandwidth
costs associated with shipping large quantities of data to centralized locations for
bandwidth-hungry applications, such as remote video processing or large-scale
data analysis. ISPs are already deploying proxies of Content Delivery Network
(CDN) services to reduce inter-provider traffic and improve user’s quality of expe-
rience by reducing server congestion through load balancing requests [4]. In the
domain of the Internet-of-Things, real-time data analytics on sensor data is bet-
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ter performed at the network edge, as shifting all the data to a centralized service
could overwhelm the network [5].

Given the above considerations, there is a large number of services with very
diverse requirements that benefit from a distributed deployment. This confronts
service providers with two challenges. First, service placement optimization is
required in order to select the minimum number of locations to run services, and
hence reduce infrastructure cost, while ensuring that the services are within tol-
erable performance limits for that service. Second, the users, service providers
or the network itself must be able to select an appropriate service instance from
the many replicas running throughout the Internet. In this paper, we focus on the
second problem of service resolution. An extensive survey of service placement
optimization algorithms can for example be found in [6].

The set of eligible service replicas for users at a given location is subject to
changes over time, due to network and service-level congestion, or migration of
instances between data centers for traffic shaping. Note that even for latency-
sensitive applications, the resolution for users at a given network attachment point
may change. One example is when the requested service is a long-tail or person-
alized instance that is launched on-demand [7]. In this case, various edge cloud
nodes might fall within the latency limits and edge cloud nodes, which are much
smaller than data centers, might be fully occupied. As a result, this selection
problem should be solved dynamically. We therefore propose a service-anycast
approach to service resolution, whereby users request a service by name. These
names are resolved to the locator (IP address) of the most appropriate replica,
based on the grounds of both network and service-level metrics. This corresponds
to an enhanced anycast service where both network status and server performance
characteristics are taken into account.

In this paper, we use a slot-based resolution mechanism which quantifies how
many user sessions an execution node (datacenter, edge cloud ...) is able to service
simultaneously, calculated based on server performance. We call this quantity
the amount of session slots. This resolution mechanism requires periodic updates
about the status of the execution nodes to adjust its load-balancing behavior.

An important question, and the main focus of this paper, is the optimal de-
gree of distribution in service resolution (Figure 4.1). In a centralized solution,
we have one resolution node (the resolver) per service that handles requests from
users worldwide and decides which execution node to send it to. However, this
means that each data center worldwide must report on instance availability to this
centralized node. Moreover, it is unlikely that a centralized node has a detailed and
up-to-date view on network metrics between any user location and any data center.
When multiple resolution nodes handle service requests from different areas in a
distributed manner, e.g. one node handles all requests from one ISP domain, more
detailed information might be available, however at the price of synchronization
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Figure 4.1: The different components and interactions in our research. The demand nodes
send service requests to one of the resolvers, which in turn select which execution node
will serve the request. The execution nodes send periodic updates about available session
slots to the resolver so they can adjust their load-balancing behavior. We evaluate both a
centralized and distributed approach.

overhead between these resolution nodes.

To evaluate the importance of the resolvers’ locations and slot-based resolution
mechanism, we developed a discrete event simulator using SimPy [8]. Our sim-
ulations contain demand nodes generating requests for services, resolvers which
decide which execution node should handle the request, and execution nodes peri-
odically update resolvers on their slot-based capacity. In our experiments we then
study how the degree of distribution affects the fail rate of service requests, and
how we can optimize the overall stability of the system.

The remainder of this paper is structured as follows. In section 4.2 we discuss
research related to distributed clouds and service selection. We describe our ar-
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chitecture in section 4.3 and introduce our discrete event simulator in section 4.4.
Next, we evaluate our architure and present simulation results in section 4.5. Last,
we present our conclusion in section 4.6.

4.2 Related work

In this section we describe related work to our research. First, there is the notion of
an anycast-routing mechanism which is often seen in a novel Internet paradigm
called Information-Centric Networking (ICN). In ICN, users request a service by
name which are resolved to the locator (IP address) of a suitable replica, based on
the grounds of both network and server metrics. Multiple architecture choices such
a naming scheme and routing model are discussed in detail in a survey published
in [9]. More recent work on ICN [10] introduces a routing protocol which enables
routers to maintain multiple routes to the nearest instances of a named object or
name prefix. We suggest using a similar anycast for services, which is called
Service-Centric Networking (SCN).

When using the named anycast principle from ICN for services, there are some
additional factors we must consider. For instance, when dealing with service re-
quests a connection must be established between the requester and the service
replica. Serval [11] introduces a Service Access Layer (SAL) to translate service
names to instance addresses and also sets up the TCP connection between both
end-hosts. Serval supports late-binding and service migration at-runtime to sup-
port seamless relocation of service instances and users which are mobile.

The network must support requests for both static data and critical services,
while more request types or requirements might arise at any time. The eXpressive
Internet Architecture (XIA) [12] introduces methods to identify each kind of re-
quest, called principals in their research, and the ability to support new types of
requests over time.

The focus of this paper is not on the anycast procotols or SCN architecture,
but on load-aware service replica selection. In essence, for each service request
we must find an appropriate service replica using only the service ID. One of the
challenges in our research, which we discuss later in this paper, is that we must
avoid overloading specific server locations. FastRoute [13] tackles this issue on
the architecture level by collocating a load-balancing proxy and DNS server. As
long as server locations are not overloaded, the regular IP anycast mechanism is
followed. When a certain location receives too much traffic, the proxy node will
decide to start load-balancing traffic to another location. In our paper, we decided
to solve this problem by spreading information of server load levels throughout
the network. Our proxy nodes, called resolvers, use this information to avoid
overloading execution nodes.

One of the challenges of making resolvers aware of the load of each execution
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node is to minimize the network overhead. In [14] the authors introduce a resolu-
tion algorithm which considers network transit costs when mapping service names
to IP locations. They propose a distributed model which requires only a fraction
of the data required for the global optimization formulation. This technique can be
useful for our challenge to let resolvers make intelligent load-balancing decisions
while only exchanging a minimal amount of information on the network. Similar
to our research, the authors also attempt to minimize the amount of requests that
fail due to congested servers.

In our research, execution nodes distribute server load information across the
network so resolvers can adjust their forwarding behavior accordingly. An alter-
native approach is to avoid congestion by applying predictive algorithms as de-
scribed in [15]. In this research, the focus is on voice-over-IP (VoIP) applications
in a cloud environment. When the actual load or predicted load is too high, a new
virtual machine is requested at a certain location. The algorithms attempt to min-
imize the VM hosting costs while also maximizing the Quality of Experience of
the enduser. Instead, we suggest several other methods to achieve a low fail rate in
our system.

4.3 Architectural models for service resolution

There are several possibilities to design a service routing framework. Clean slate
approaches were considered unrealistic for deployment in the short to medium
term due to it being highly disruptive at a high cost to ISPs. The option of using
the Domain Name System (DNS) as currently deployed has the disadvantage of
not easily fitting the requirement for resolving service IDs without compromis-
ing the service naming scheme to fit existing DNS resource records. Even if new
resource records are defined for service IDs and the client-DNS server protocol
could remain intact, new functionality for resolving and forwarding queries is re-
quired for DNS servers to act as service routers and the benefits of retaining the
existing DNS protocol would be very limited.

We concluded that an overlay routing solution would be the most appropriate
since it is more easily deployable, can achieve all our requirements and by being
able to run at the application layer will have much weaker requirements on memory
usage.

As mentioned before, in this paper we investigate the potential of a slot-based
resolution mechanism. The suitability of a replica for a specific user may depend
on server-level parameters while we also need to consider the limited resources of
each server. That is why we define R as an abstract metric representing the amount
of sessions a server can handle for a specific service. In a real life scenario, this
parameter could for instance be learned through monitoring past service periods
or active measurements on the execution nodes.
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In our architecture, service demand is generated from different locations (e.g.
cities), which we refer to as demand nodes. Each demand node generates service
requests according to a given demand pattern (cfr. section 4.4.1). These requests
are forwarded to the resolution subsystem (resolvers). These resolvers will carry
out a weighted random sampling to select a suitable execution node from a for-
warding table, and then forward the request to the selected execution node. The
resolvers are updated periodically by the execution nodes with the available ses-
sion slots for a given service ID. Using these updates, the resolver adjusts the
weights in its forwarding table.

The resolver has two main function loops. First, for each pair of demand node
and service ID, it calculates a priority list of suitable execution nodes, which we
call the forwarding table. When the resolver receives updates from execution
nodes, it can immediately update its forwarding table weights or update in bulk
later on. When a service request comes in, the resolver performs random sampling
in its current forwarding table to find a suitable execution node. The timing of
the forwarding table update and the different sampling algorithms have a direct
impact on the amount of servicable requests, which we discuss in more detail in
section 4.5.

A request can fail in two ways: 1) if the resolver does not have an entry in
its forwarding table with at least 1 available session slot for that service, or 2) if
the request arrives at an execution node without any available session slots, which
indicates that the available slots on that node decreased since the last time the
resolver updated its forwarding table.

We evaluate two architectures, a centralized and a distributed case. In case
of the former, all demand nodes send their requests to the same resolver and all
execution nodes send their available slots to that resolver as well. In case of the
latter, we follow a publish-subscribe model where multiple resolvers can sign up
to receive reports from any execution node. This means that one execution node
may receive requests from different resolvers, which will compete for available
session slots. We discuss our simulator architecture in more detail in section 4.4.3
and present our optimization methods in section 4.5.

4.4 Discrete event simulation

To evaluate the scalability of the model described above, we have built a discrete
event simulator to assess the impact of various parameters, such as demand dis-
tribution, session length, number of session slots per instance, etc. We adopt the
well-known discrete event model to simulate the performance of various experi-
mental settings. As described below, the simulator is configured with a number of
models that are based on empirical evidence from literature, or publicly available
data sets.
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4.4.1 Geo-spatial distribution of demand

The spatial demand is modeled after the demographic distribution of the world-
wide population. We started from a data set provided by [16], containing all cities
worldwide with a population of more than 1 000 inhabitants. In the simulator, we
create 43 173 demand nodes, one for each of the European cities in the data set.
Each city generates a total demand (across all services considered, see below) fol-
lowing a Poisson arrival process with the average number of requests per time unit,
denoted )\, proportional to the city population. To reduce the number of events in
the simulator, A for a given city is obtained by scaling the city population by a
factor of 100 000. Note that this scaling maintains the demand ratio between city
populations.

Figure 4.2 visualizes the resulting demand distribution. The values of the pa-
rameter A range between 0.02 and 75.57. The aggregated demand is a Poisson
process with A = 4 811.83.

CDF of lambda

100}

Number of cities

0.0 0.5 1.0 15 2.0
Lambda

Figure 4.2: Cumulative distribution function (CDF) of the fraction of cities generating
service requests following a Poisson distribution with parameter X less than or equal a
given value. For the sake of readability, we only show the interval \ = [0, 2].
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4.4.2 Placement and capacity allocation of service instances

The main goal of our work is on service resolution, hence we do not focus on
the algorithmic logic of selecting an appropriate set of data centres with sufficient
geographical coverage. We assume that instances are deployed on 50 different
locations throughout Europe. We applied k-means clustering [18] on 1 005 geo-
graphical datacenter locations from [19] to obtain 50 cluster centroids. For each of
the centroids, we then select the DC in our data set that is geographically closest
to its location. As we have shown in our previous work [17], this placement model
is suitable for services requiring a response within 80-100 ms, including audio-
visual applications such as video conferencing and cloud gaming. A deployment
in a number of the existing datacenters (DCs) is sufficient to meet performance
requirements. The final selection is shown in Figure 4.3.

Figure 4.3: Deployment scenario for service instances, using a subset of data centre
locations of [19].

After finding the placement locations for service replicas, we need to configure
the number of session slots per location. For each city (demand node), we select
the N closest DCs hosting a service replica. Proximity is based on the Haversine
distance, the shortest distance between two points around the Earth’s surface [20].
Assuming an average service session length of T, the average number of session
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slots required by the population of one city to each of the N DCs is given as:

AxT
N

A.1)

The total number of session slots for a given service in a DC is the accumulation
of these per city allocations.

4.4.3 Simulator architecture

The simulator is implemented using SimPy [8], a process-based discrete-event
simulation framework based on Python. It can be flexibly configured with models
for demand generation, network topology and service placement.

In the simulator, service request events are generated by one or more demand
nodes. The statistical distribution to generate requests is adjustable per demand
node, which is a useful feature to model spatial and temporal differences in service
demand, e.g. because a service is only available in a few local languages, or time-
shifted peak demands due to time zone differences. A service request contains
the ID of the requested service, the ID of the requesting demand node, and the
length of the session 7. The session length 7" is determined by a statistical model
provided by the experimenter.

The simulator delivers the service request events to a resolver component. De-
pending on the resolution model simulated, a demand node either sends all its
service requests to the same resolver, either the resolver is determined based on
the service ID of the request.

The resolvers select the most appropriate available execution node for a given
request, based on a forwarding table that it updates periodically. The resolver will
then generate a start session event, which is consumed by the selected execution
node. This event is scheduled to arrive at an execution node component after a
given delay to simulate the network delay between demand and execution node.

As mentioned in section 4.3, the resolvers are updated periodically with the
session slots of the execution nodes. This information is used to update forwarding
tables using a weighted algorithm based on available session slots. Upon request
arrival, the resolvers then perform mere lookups in the forwarding table to find a
suitable service replica that can process the request.

When a start session event arrives at time t, the execution node decrements its
number of available session slots for the requested service. A session ended event
is scheduled at ¢ + 7', with T the session length specified in the service request.
This event will increment the number of available session slots again. In case there
are no session slots available when the event arrives, the session is rejected and a
corresponding entry is added to the simulator logs.

The execution node reports at regular intervals to the resolver how many ses-
sion slots it has available. Depending on the chosen model - see the discussion on
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the number of resolvers above - the session slots are reported to a single resolver,
or several reports are sent out to different resolvers.

4.5 Simulation results

We aim to evaluate the performance of our slot-based resolution model for both a
centralized and distributed approach, and study the influence of the update inter-
val between the different components in our architecture on the overall satisfied
demand. The resolver uses the available slots reported by execution nodes (e.g.
datacenters, edge clouds ...) to calculate appropriate weights so that nodes with
more slot availability receive a higher weight. Upon request arrival, the resolver
performs a mere lookup in the forwarding table to select an execution node. Addi-
tionally, requests from demand nodes can only be forwarded to the N closest exe-
cution nodes for that client, as dictated by experiment setup and explained above
(section 4.4.2).

We evaluate our architecture by comparing a slot-based weighted sampling
approach with a random sampling approach that does not consider execution node
resources. We assume that there are no delay constraints and that a client is sat-
isfied if its request reaches an execution node that has a replica of the requested
service and is able to process the request immediately. Therefore, we neglect the
network latency and only consider server capacity. In this result section, we com-
pare the following approaches for service resolution:

- Random Sampling (RS): given the N closest execution nodes to a demand
node, the resolver using this benchmark will pick any of those N datacenters at
random, regardless of its available slots. This approach represents all methods
which do not consider server-side metrics.

- Random Available Sampling (RAS): in this approach the resolver only con-
siders datacenters which have at least one available slot. Although it does consider
the slot-based reports from execution nodes in our model, it does not differentiate
between an execution node with plenty of available capacity and a node at near-full
capacity.

- Random Weighted Sampling (RWS): the resolver calculates normalized weights
for each execution node based on the available session slots. The resolver uses
these weights to perform probabilistic sampling, resulting in more requests being
forwarded to execution nodes with large amounts of free capacity while steering
clear from nodes at near-full capacity. The weights are calculated as follows:

1. For each client i, define the collection J as the closest N execution nodes

2. Calculate the total amount of available session slots for all nodes in J as

Cr= Z C; where Cj is the amount of available session slots on execution
jed
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node j

3. Calculate the chance to forward a request from client i to execution node j

as C;/Cr.

We evaluate two architectures, a centralized and a distributed case. In both
cases, each demand node only sends its request to one resolver to ensure one re-
quest only triggers one response. To avoid having to consider every execution node
for every demand node, we limit the number of execution nodes that the resolvers
can consider for each demand node to the five closest execution nodes. In previous
work, we have shown that this is a realistic assumption [17].

Our main priority is finding the optimal balance between frequent reports with
heavy overhead but accurate information, or reduced overhead by reporting less
frequently which also means less accurate information for the resolver.

In our implementation we assume each execution node only hosts one service
so we can better evaluate the relationship between the reporting frequency and the
service selection performance. The extension to multiple services is in principle
feasible, but was not implemented in the experimental environment, in order to
ease the interpretation of the experimental results.

In this chapter we focus on stateful services with unknown session duration.
To simulate this, each session in our discrete event simulator is assigned a random
length between 10 and 70 seconds. These values were chosen because we wanted
to evaluate scenarios where multiple shorter sessions can be completed within one
reporting interval, but in case of longer sessions we wanted to simulate cases where
a session can take longer than at least two reporting intervals to complete. As we
evaluate reporting frequencies up to 30 seconds, the boundaries 10 and 70 seconds
allow us to simulate these cases. Furthermore, the resolvers do not make any
assumptions about the average session duration in the service selection algorithm.

All simulations are performed on the iLab.t Virtual Wall [21] using a server
with a Hexacore Intel E5645 (2.4GHz) CPU, 24GB RAM, 1x 250GB hard disk and
1-5 gigabit network interface cards. The results shown in the graphs are obtained
by running the same experiment setup three times and displaying the averages. We
chose this lower amount of simulations as the standard deviation of our simulation
runs were stable, as shown in Table 4.2.
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Table 4.1: Simulation parameters used for the experiments. A demand node corresponds to
a city from our dataset. The request rate is proportional to the city population and the
server session slots are distributed based on the request rate of nearby cities.

# Clients cities worldwide with popula- | 43175
tion over 1 000
# Execution nodes | achieved by applying k-means | 50
clustering on 1005 European
datacenter locations

A requests per seconds, propor- | [0.02,75.57]
tional to city population
Total \ sum of all client request rates 4811.83
Session slots proportional to nearby city de- AK,T
mand
T average session duration 35s
N amount of closeby servers con- | 5

sidered for each client

4.5.1 Satisfied demand

Consider a centralized architecture where the execution nodes report their exact
amount of available slots to the resolver. Upon receiving this update, the resolver
immediately updates its forwarding table so that nodes with a high amount of
available slots receive a high weight. Each time the resolver receives a request
and forwards it, it decreases the available slots of the selected node and adjusts the
weights in the forwarding table.

Consider Figure 4.4, displaying the fail rate on the Y-axis for the centralized
system described directly above. On the X-axis we display varying reporting in-
tervals between the execution nodes and resolver. On the far left of the curve we
observe a system where the execution nodes send capacity reports to the resolver
very frequently, representing a system where the centralized components have a
constantly up to date overview of all components in the network. In such a system,
it is to be expected that the RWS and RAS approaches perform better than RS, as
the former consider available capacity and avoid near-full capacity nodes.

For example, consider the case where execution node A reports 10 free slots
for the requested service and node B reports 2 free slots. In both RWS and RAS,
the majority of requests will be forwarded to node A based on the weighted prob-
ability. Although the number of free slots will rapidly change, since the capacity
reports come in frequently (left side of the curve), the resolver always has the nec-
essary information to steer away from near-full nodes. In RS an equal share of
demand will go to both node A and node B, resulting in unsatisfied demand on
node B while node A was still available.
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Figure 4.4: The fail rate for a centralized system which always updates its forwarding
table immediately after receiving slot updates, for varying reporting intervals between
execution node and resolver. The X-axis displays the update frequency of node slot
availability to the resolver.

Problems occur when the reporting interval increases and reports come in less
frequently. Reducing the reporting frequency can be desirable to reduce the net-
work overhead induced by these reports. However, in a system where the resolver
adjusts its own forwarding table weights after forwarding, the increased waiting
time on execution node reports has a considerable effect on our fail rate. The re-
solver adjusts the forwarding table weights each time it forwards a request but it is
unaware of slots becoming available again until an execution node reports back to
the resolver. During this time between node reports, the resolver is underestimat-
ing the available capacity of execution nodes, creating a poor load distribution and
increasing the fail rate significantly.

When examining the fail rate in function of the time during a simulation run
(Figure 4.5), we observe a periodic pattern with high peaks recurring. This in-
dicates that our system is unstable which can be explained twofold. First, the
execution nodes are reporting available capacity at the time of reporting. This cre-
ates scenarios where a node is idle for a long time and becomes very busy for a
short moment just before reporting its capacity to the resolver, giving the resolver
the impression that it has been working at maximum capacity the entire time, thus
shifting demand away from that node. Other execution nodes will have to process
that additional load while the first node is likely to go back idle again after it has
processed the short burst in demand.

The second reason why our system’s fail rate is fluctuating often, is due to
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Figure 4.5: The fail rate in function of the simulation time, zoomed in between the 4000th
and 4200th second, for a centralized system with update interval of 30 seconds and a
service time of 40 seconds.

the resolver only considering the latest reports of each node when calculating the
forwarding table as well as recalculating the weights after each request. The goal
of a stable system is to find a good load balance for the average demand over a
longer time period, whereas this iteration of our architecture is based on frequent
updating and assumes that the values in the forwarding table are always up to date.
In the next section, we examine techniques to stabilize our system.

4.5.2 Moving averages

In the previous section we identified two main problems: 1) the reported capac-
ity does not provide any knowledge of the average system capacity over time and
2) the frequent adjustment of the forwarding table makes the system fluctuate be-
tween unstable load distributions. We address the first issue by calculating the
average load over time on execution nodes and report these averaged values to the
resolver. By doing so, the system becomes less sensitive to short demand bursts.

To achieve the same result on the resolver, we no longer use the latest node
capacity report to calculate the forwarding table weights. Instead, the resolver
uses the moving average of all the received capacity reports from an execution
node to calculate the updated forwarding table. When the resolver receives a slot
capacity from a node, it calculates the average capacity as:

NewAvg = a * newCapacity + (1 — «) * old Average 4.2)

Where o denotes the weight of recent updates compared to the previously cal-
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culated average. If o equals one, only the newest report is considered. If o ap-
proaches zero, new reports will only change the moving average slightly, making
the system less sensitive to bursts.

Now, consider a stabilized system with execution nodes reporting average ca-
pacity over the duration of the update interval to the resolver, which in turn calcu-
lates the forwarding table weights based on the moving average of these reports.
Figure 4.6 visualizes the fail rate for the RWS method for different o values in
such a system. For « = 1, the moving average is essentially disabled and the
resolver uses the most recent capacity report to calculate the weighted forwarding
table. Similar to the approach described in the previous section, this system is
sensitive to sudden changes in execution node capacity. By reducing the value of
«, the system places more importance on previous capacity reports, reducing the
influence of a sudden burst. We observe in Figure 4.6 that for o = 0.05 our system
reaches stability for all update intervals.
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Figure 4.6: Visualizing the fail rate of RWS in function of the update interval for different
ranges of a.

Table 4.2: Standard deviation for the results shown in Figure 4.6

0.1 sec 0.5 sec 1 sec 15 sec 30 sec
Alpha 0.05 | 0.009832597 | 0.000859429 | 0.075492412 | 0.006466914 | 0.331889149
Alpha 0.5 0.00188504 0.047434848 | 0.230975659 | 0.566518571 | 0.170141528
Alpha 1 0.009890759 | 0.033387714 | 0.059037202 | 0.056123929 | 0.095796

If we compare the performance of all methods in Figure 4.7 we observe that
RWS has the least fail rate, converging on 5% for all update intervals. As explained
above, in this upgraded version of our system the resolver no longer adjusts its
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forwarding table after every forwarded request. Instead, it updates the forwarding
table in bulk based on the moving average calculated from the slot-based node
capacity reports. As the system no longer assumes constantly updated forwarding
tables, it is also less affected by the increasing update interval. Combined with a
moving average to stabilize the system, RWS performs the best of all methods and
for every update interval.
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Figure 4.7: The fail rate in function of the execution node update interval for RWS, RAS
and RS in a centralized architecture with one resolver and a service time of 40 seconds.
The resolver calculates a moving average using a factor of o = 0.05.

In the previous section RAS performed much better than in this stabilized sys-
tem. RAS differs from RS only by the fact that it does not consider overloaded
execution nodes. However, because our nodes are now reporting average load val-
ues rather than actual values, it takes much longer for an execution node to report
zero slots. Since RAS sends requests randomly to every node which reports at
least 1 free slot, it ends up sending requests to nodes which have repeatedly re-
ported a near-zero amount of slots on average, while RWS has been avoiding these
nodes and selected nodes with a much higher availability instead. This explains
why RAS performs worse compared to Figure 4.5 while RWS does not.

4.5.3 Centralized vs distributed

We now evaluate these changes in a distributed system with multiple resolvers.
Each client only sends its requests to one resolver while each resolver can sub-
scribe to receive capacity reports from multiple execution nodes, with one node
publishing its reports to multiple resolvers as a result. The challenge in this sys-
tem is that each resolver calculates its forwarding table without knowing what the
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other resolvers are doing. An execution node will now receive requests forwarded
by multiple resolvers, which can overload the node if bursts are not managed prop-
erly.

In Figure 4.8 we see the influence of this resolver overlap for 5 different re-
solvers, as the fail rate for RWS increases as the update interval on the x-axis in-
creases. The larger the update interval, the longer it takes for resolvers to become
aware of near-full execution nodes caused by the overlap. Both RS and RAS pick
their destination at random, so it does not matter if we have one or two resolvers
working at random, the result is the same, which is why these curves are the same
as in the centralized section above.

35

30

25

15 —
/ =RWS
’ / "

20

Fail Rate {%)
5

01 1 15 30

Update interval (sec)

Figure 4.8: A distributed system where execution nodes send their capacity report to
multiple resolvers, each resolver calculates a moving average (o« = 0.05) and uses this to
calculate the weighted forwarding table.

In Table 4.3 we evaluated the influence of the resolver quantity on the fail rate.
We repeated the experiment of Figure 4.8 for RWS (a = 0.05) with less and more
resolvers. The fail rate stayed nearly the same, despite halving or doubling the
amount of resolvers in the setup. We achieved similar results for different «, also
for RS and RAS. Therefore, we conclude that the resolver quantity has a negligible
influence on the fail rate. In the remainder of our experiments, we continue with 5
resolvers.

4.5.4 Multi-resolver reporting

When an execution node reports its slot capacity to multiple resolvers, each re-
solver believes it is entitled to 100% of those slots as it does not know how many
other resolvers are subscribed to that node. However, as the node does know how
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Table 4.3: Fail rate for RWS with o = 0.05 for a different amount of resolvers, in function
of the update interval. We conclude that the amount of resolvers does not have a big
influence on the fail rate.

0.1sec | 1sec | 15sec | 30 sec
3 resolvers 6.04 7.12 | 12.05 | 15.50
5 resolvers 6.02 7.20 | 13.16 | 16.36
10 resolvers | 6.21 8.12 | 13.92 | 16.86

many resolvers it publishes to, we can address this overlap in the node capacity
reports.

We implemented a small change where execution nodes now give an equal
share of their capacity to each resolver they publish to. To illustrate, if a node pub-
lishes its report to four resolvers, it will report 25% of its capacity to each resolver.
As each resolver assumes that it can spend the full capacity that it receives in a
report, the worst case scenario results in all four resolvers using the full capacity
of the execution node, but not more than that.
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Figure 4.9: A distributed system where each execution node reports an equal share of its
available capacity to the resolvers subscribed to that node. In case of 4 resolvers, a node
will report 25% of its capacity to each resolver.

Figure 4.9 visualizes the results for this approach, with the fail rate on the Y-
axis and the increasing update interval on the X-axis. We can see an improved fail
rate for RWS although a higher update interval corresponds to a higher fail rate
than in the centralized case (Figure 4.7). This is caused by the lack of commu-
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nication between the resolvers, resulting in inefficient use of the execution node
capacity. Overall, the system is still quite stable with minimal reporting overhead.

4.6 Conclusion

In this chapter we investigated a dynamic service selection approach focusing on
stateful services with unknown session duration. Our simulation experiments were
conducted with real data and real distributions. We started by examining a central-
ized resolution scheme where execution nodes report available session slots to one
central entity which was responsible for finding the best execution node for each
request. We introduced several methods to stabilize the system. First, we introduce
an averaging method on the execution nodes to make sure that no irregular peaks
were reported to the resolver. Second, we implemented a moving average on the
resolver so that the resolver becomes less sensitive to small peaks, stabilizing the
system and greatly reducing the fail rate of requests. We reduced the fail rate to
5% for reporting frequencies between 10 miliseconds and 30 seconds.

We then introduced the same methods to a distributed resolution scheme and
compared the results. Additional measures were necessary as multiple resolvers
can take conflicting decisions, overloading some of the execution nodes. This
increased the fail rate from 5% to 7% for frequent reporting intervals, and up to
15% for reporting frequencies up to 30 seconds.

For future work we could consider different design choices, such as servers an-
nouncing free session slots when a session is finished. This would solve the main
challenge of unknown session durations, as the resolver can now automatically ad-
just its selection behavior when new sessions become available. This could reduce
the amount of reporting between server and resolver in a centralized case but is
still challenging when multiple resolvers compete for the same server resources
in a distributed setup. State of the art benchmarks should also be considered in
future work, as the benchmarks in our simulations were easy to implement and
quick to execute, but might not compare to what other state of the art algorithms
can achieve.
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Conclusion

5.1 Conclusions

In this dissertation, several contributions were made to the field of Service-Centric
Networking. The main question is how users can find a suitable copy of the service
they are looking for. Several contributions were made to help solve this question.
These contributions include 1) selection algorithms to find a suitable replica in the
network for a given service request, 2) placement algorithms to place services on
strategic locations that allow on-demand deployment, and 3) an information distri-
bution scheme that allows networks components to monitor server status, helping
them to make good solutions during the selection and placement algorithm.

In Chapter 2 we used Simulated Annealing to generate a load distribution ma-
trix that maps every service request to a service replica, so that the average system
response time is minimized. Our focus was on services with a predictable service
time, in particular stateless services executed on homogeneous servers. We used
queuing theory to calculate the average response time. We introduced a forward-
ing scheme where service routers are only aware of the next hop on the path to
that replica, without knowing the exact location of that replica. As this forwarding
scheme initially required a lot of information to be present on the service router,
we then introduced a state reduction method to minimize the amount of infor-
mation. Our results showed that the average response time when load-balancing
requests without considering the requester source approximated the source-based
routing equivalent. We evaluated this for dense and sparse networks and noticed
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that the performance of our greedy and equal share benchmarks depend on the
network type. Although our suggested Simulated Annealing algorithm is more
complicated to implement than the benchmarks, it is able to find a good solution
regardless of the network type and performed better than the benchmarks in most
scenarios, as shown in Figure 2.4.

In Chapter 2 we assumed that the service placement was fixed and known to
the selection algorithm but this is not always the case. Therefore, we examined the
optimal location to deploy service replicas in Chapter 3. We introduced a layered
approach, inspired by Docker, where each layer of a service image can be re-used
by different services and quickly deployed using container-based virtualization.
Our placement algorithm then looked for locations where layers could be placed so
that a service could be quickly deployed nearby to serve incoming service requests.
One of our major contributions in this chapter is the data we gathered on how
services are modeled in the Docker repository. Our data models can be used by
other researchers to easily model a realistic Docker service. The service placement
problem statement was solved using Integer Linear Programming (ILP). First we
examined the case where we find one global solution for all services at once. Since
this first solution did not scale to larger problems, we introduced a second approach
where we solve the problem for one service at a time, considering our previous
choices for services that are already solved. Our results showed that this second
sequential approach was able to find solutions approximating the initial global
solution, but is also able to solve larger problems due to its iterative nature.

The selection algorithm presented in Chapter 2 focused on stateless services
in a stable system where the available server resources do not change frequently.
However, service placement is moving away from centralized clouds and moving
more towards smaller servers in the edge network. As a result, the server resources
become more limited and heterogeneous. Additionally, we want to support state-
ful services with varying session lengths, e.g. an interactive transaction service.
Therefore, in Chapter 4 we introduce a dynamic selection algorithm. To model
how many requests a server can handle simultaneously without dropping the ser-
vice quality, we introduced a slot-based scoring system. This information is then
distributed across the network in either a centralized or distributed way. Our results
show that sending information frequently without filtering can lead to an unstable
system that is too sensitive to peak values. Therefore we introduced methods to
reduce the system sensitivity by averaging the information that resolvers receive
from servers and by coordinating the efforts of multiple resolvers. Our contribu-
tions led to information distribution models that map service resolution errors to
reporting frequency, allowing network operators to find the sweet spot for report-
ing frequency while minimizing resolution errors.
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5.2 Future work

Although the work described in this PhD dissertation provided several algorithms
that can be used in a Service-Centric Network architecture, there are still several
directions for future investigation.

A first route for further exploration concerns the scalability of the suggested
algorithms in this dissertation. Although the results are promising, large-scale
experiments are needed to verify that these algorithms are viable solutions on a
global scale. In Chapter 2 we assumed that there is a centralized broker calculating
the demand distribution and populating the forwarding tables of service routers. It
is difficult to imagine that this will work on a global scale. A suggested approach
is to split the global problem into smaller regions as visualized in Figure 5.1. In
each region, a centralized broker can calculate the optimal demand distribution
for clients and services located in that domain, as described in Chapter 2. After
the service router of each region has populated its forwarding table, a broadcast is
sent to neighbouring regions to announce the services which are available in their
region. Each router that receives a broadcast scans it for new services and adds
a forwarding rule to its table pointing towards the node it received the broadcast
from. The broadcast is then forwarded further into the network. This way, when a
service request is made for a service located in a different region, the request will
follow the path where the broadcast came from until it eventually reaches the target
region and the service routers will forward it to a suitable service instance. More
research is necessary to determine if this approach is viable on a global scale.

For the placement problem in Chapter 3, we can improve scalability by ag-
gregating client nodes and by clustering servers. For example, in our research we
applied k-mean clustering to reduce 1005 datacenter locations to only 50 execu-
tion nodes. This execution node has the combined resources and capacity of all
datacenters in that cluster. To map the services to the original datacenter locations,
we could run the placement algorithm again for the datacenters inside that cluster,
using only the services that were assigned to that cluster.

Another topic that could be further investigated concerns the specific bench-
marks we measured against. In Chapter 2 we compared the QuLa Simulated An-
nealing selection algorithm to a standard greedy and equal share approach. Later
on we also compared it to a dynamic algorithm Joint-Shortest-Queue (JSQ) which
only considers the server load upon request arrival. As a conclusion, we deter-
mined that QuLa performs better in situations where the network latency is impor-
tant, as JSQ only considers server load. In hindsight, it would have been interesting
to create a dynamic version of QuLa, or rather an adaptation to JSQ. QuLa aims
to minimize the average response time from Equation 2.2. We could create a dy-
namic version of QuLa which does exactly that at-runtime. Upon request arrival,
QuLa could dynamically calculate the expected response time for each server as
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Figure 5.1: Divide the global service selection problem into smaller regions. After solving
the selection problem for each region, neighbouring regions send a broadcast to announce
which services are available in their region. When a router receives this broadcast, it
populates its forwarding table with new services and propagates the broadcast further into
the network.

the sum of the network latency and server processing time based on its current
queue length, and select the destination with the quickest response time. Although
we examined a dynamic selection algorithm in Chapter 4, we did not consider
the network latency here. Therefore, it would still be interesting to implement a
dynamic version of QuLa.

Different design choices can also be evaluated in Chapter 4. In the first simu-
lation results, we examined a setup where the resolver knows the available session
slots on a server and substracts from this amount every time it forwards a request
to the server. An issue we encountered during our study is that the server slot can
become available again without the resolver finding out until the next session slot
report comes in. We argued that due to the varying session lengths, it is difficult
to predict when a session slot becomes available. Instead, we started reporting
average session slots and calculcated a moving average on the resolver. Although
the results were promising using an averaged session slot representation, mainly
due to having a stationary demand process, it would have been interesting to im-
plement an additional interaction between the servers and resolvers to indicate
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when a session slot becomes available again. In theory this would have allowed
the resolvers to keep almost perfect track of the available session slots of a server
without requiring frequent reporting. Further research is necessary to evaluate if
this approach would be viable when we move towards larger reporting frequencies
and a distributed resolver scheme.

5.3 Future of SCN

There were seven years between the start and end of my PhD research. A lot
has happened in those years and research on ICN and SCN did not stand still.
Researchers have made several architectural proposals on Content-Centric Net-
working [1] and specific research was done on topics like caching [2] [3] and se-
curity [4]. Although the majority of research still focuses on static content, several
architectural proposal for SCN have already been made [5] [6] [7]. Unfortunately,
we have yet to see any of these proposals implemented by the industry.

Other solutions focusing on content like Software Defined Networking (SDN)
are widely used in the industry by some of the largest IT companies in the world
[8] [9]. For ICN, Cisco is one of the few major players who have announced that
they are implementing a hybrid ICN (hICN) solution for mobile streaming over
5G [10] [11]. SDN and ICN could be complementary, or rather a means to achieve
the same goal. As a result, several proposals were made to implement an ICN
solution over OpenFlow [12] [13] [14].

It is clear that ICN and SCN are popular topics but that a general direction is
missing. This is why the Internet Research Task Force (IRTF) [15] has established
a research group focusing on ICN. Their mission is to bring all the ongoing re-
search on ICN together with solutions that are relevant for evolving the Internet.
Time will tell if ICN and SCN will be the next big Internet evolution like CDN and
SDN.
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