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Explicit Modality Weighting with Unimodal
Supervision for Categorical Multimodal Emotion

Recognition
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Abstract—Categorical multimodal emotion recognition (MER)
aims to infer discrete emotional states by integrating heteroge-
neous signals such as text, speech, and visual expressions. A per-
sistent challenge in this setting lies in handling cross-modal incon-
sistency, where different modalities convey divergent emotional
cues. While existing MER models often rely on attention mecha-
nisms or implicit interaction layers to address this issue, modality
contributions are typically learned in an opaque manner and
are rarely directly supervised. Leveraging the unique annotation
scheme of the UniC dataset, which provides parallel unimodal
and multimodal categorical emotion labels, this paper presents
an investigation of how unimodal emotion supervision can be
explicitly incorporated into multimodal learning. We examine
representative late fusion and tensor fusion strategies and propose
an explicit, per-sample modality weighting framework built upon
multitask tensor fusion. The proposed method derives modality
importance from unimodal–multimodal label disagreement dur-
ing training and learns to predict modality weights at inference
time without relying on attention mechanisms. Experiments on
the UniC dataset demonstrate that explicit modality weighting
consistently improves performance and stability over strong
multimodal baselines, achieving the highest average accuracy
under seven-class emotion recognition. Additional evaluations
on the CH-SIMS dataset further confirm the generalisability of
the approach. Beyond performance gains, the weighting design
enables modality reliance analysis, offering interpretable insights
into emotion-specific modality dependencies. This study provides
one of the earliest systematic investigations into supervised
modality weighting for robust and interpretable categorical MER.

Index Terms—Explicit modality weighting, Multimodal emo-
tion recognition, Categorical emotion, Multimodal fusion.

I. INTRODUCTION

Emotion recognition is a core research topic in affective
computing [1] with broad applications in customer service [2],
healthcare [3], human–computer interaction [4], and robotics
[5]. In recent years, the availability of multimodal data has
driven increasing interest in multimodal emotion recognition
(MER), which aims to infer human emotional states by in-
tegrating information from multiple communicative channels,
most commonly text, speech, and facial expressions [6].

Each modality captures a distinct aspect of emotional ex-
pression: language conveys semantic and pragmatic intent,
speech reflects prosodic and paralinguistic cues, and visual
signals encode facial behavior and bodily expression. Prior
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work has shown that combining these heterogeneous sources
can improve both accuracy and robustness, particularly in
realistic settings where individual modalities may be noisy,
missing, or ambiguous [7]. Consequently, substantial effort has
been devoted to the design of fusion strategies and model ar-
chitectures for MER, ranging from decision-level aggregation
to representation-level interaction models [8].

Despite these advances, a fundamental challenge in MER
remains insufficiently resolved: how to effectively integrate
modalities when they convey inconsistent emotional cues [9].
For example, a person may say “I love rain” in a seemingly
positive linguistic expression, while visibly shivering in the
rain with a trembling voice, suggesting discomfort or distress.
Empirical studies on both performed datasets [10], [11] and
naturalistic data [12], [13] consistently show that language,
voice, and facial expressions often express divergent emo-
tions within the same interaction. This issue is particularly
pronounced in categorical emotion recognition, where labels
correspond to discrete emotion categories rather than contin-
uous or ordinal sentiment values. Unlike sentiment analysis,
where cross-modal disagreement can often be interpreted as
differences in intensity or polarity, disagreement in categorical
emotion recognition reflects qualitatively different emotional
interpretations. As a result, it becomes unclear how much each
modality should contribute to a final prediction.

Most existing MER approaches address this challenge im-
plicitly. Attention [14] or cross-modal interaction layers [15]
are commonly employed to dynamically emphasize informa-
tive modalities, but the resulting modality contributions are en-
tangled within complex representations and not directly super-
vised. Consequently, these models offer limited transparency
into how unimodal signals are weighted, and provide little
control over modality influence when disagreement arises.

In this work, we investigate strategies for incorporating
unimodal emotion labels into multimodal learning. We first
examine decision-level approaches based on late fusion, in-
cluding majority voting and a simple multilayer perceptron
that aggregates unimodal predictions. While these methods
directly combine unimodal decisions, they do not model
cross-modal interactions at the representation level. We then
explore feature-level fusion strategies, including tensor fusion
networks and their multimodal extensions. Building on these
architectures, we introduce an explicit, per-sample modality
weighting mechanism that incorporates unimodal supervision
directly into feature-level fusion, without relying on attention-
based mechanisms.
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Extensive experiments on the UniC dataset demonstrate
that feature-level fusion with explicit weighting consistently
outperforms alternative strategies for leveraging unimodal
emotion labels. In particular, the weighted multimodal tensor
fusion model achieves the highest overall accuracy among all
examined approaches. Although its weighted F1 score is not
always the maximum, it exhibits notably stable performance
across emotion categories and experimental settings. Fur-
ther comparisons with strong multimodal baselines, including
MulT [15], MISA [16], and ALMT [17], further confirm the
effectiveness of the proposed weighting strategy.

Beyond performance gains, explicit modality weighting of-
fers an additional advantage in interpretability. Modality con-
tributions are represented as explicit and accessible variables,
rather than being implicitly embedded within attention or
interaction layers. This design enables controlled, intervention-
oriented analysis of multimodal emotion recognition. By
systematically manipulating modality weights after training,
we examine how model predictions respond to perturbations
in modality importance. While these interventions are not
intended to establish causal claims, they serve as a diagnostic
tool for probing whether learned modality weights exhibit
coherent, emotion-sensitive patterns of modality reliance.

The contributions of this paper are threefold:
1) We present a systematic empirical study of how uni-

modal emotion annotations can be leveraged for cate-
gorical MER, covering representative decision-level and
feature-level fusion strategies.

2) We propose an explicit, per-sample modality weighting
framework for categorical MER that operates at the
feature level, is supervised at the label level, and does
not rely on attention-based fusion.

3) We introduce controlled modality weight manipulation
experiments to analyze emotion-specific sensitivity to
modality perturbations, providing empirical insight into
modality dependence across emotion categories.

II. RELATED WORK

A. Multimodal Emotion Recognition and Fusion Strategies

Multimodal emotion recognition aims to infer human af-
fective states by jointly modeling information from multiple
modalities, most commonly text, speech, and visual signals
[18]. A central challenge in MER lies in how to effectively
integrate heterogeneous modalities that differ in statistical
properties, temporal structure, and noise characteristics [19]–
[23]. To address this challenge, a wide range of fusion strate-
gies have been proposed, which can be broadly categorized
according to the fusion stage and modeling mechanism, in-
cluding early versus late fusion, as well as tensor-based and
attention-based fusion methods [24]. These design choices lead
to substantially different modeling behaviors and empirical
outcomes in MER systems [25]–[27].

a) Early Fusion and Late Fusion: Early fusion, also
referred to as feature-level fusion, combines representations
from different modalities at an early stage, typically through
concatenation or projection into a shared latent space prior to
classification [20]. This strategy enables models to explicitly

capture cross-modal interactions and correlations at the repre-
sentation level, and has been widely adopted in both traditional
machine learning approaches and deep neural networks for
emotion recognition [28]. However, early fusion often suffers
from high dimensionality and sensitivity to modality-specific
noise, particularly when modalities exhibit heterogeneous dis-
tributions or missing data [29].

In contrast, late fusion, or decision-level fusion, integrates
information at the output level by aggregating unimodal pre-
dictions [20] through techniques such as weighted averaging
[30], majority voting [31], or ensemble learning. By allowing
each modality to be modeled independently, late fusion offers
improved robustness to noise and modality-specific failures,
especially in scenarios where modalities are weakly correlated
or asynchronously sampled [32], [33]. Nevertheless, because
cross-modal dependencies are only implicitly reflected in final
predictions, late fusion generally fails to model fine-grained
inter-modal interactions [34].

To balance the strengths and limitations of both paradigms,
hybrid fusion strategies that combine early and late fusion have
also been explored, aiming to achieve richer representations
while maintaining robustness [22].

b) Tensor Fusion and Attention-Based Fusion: Beyond
simple concatenation-based early fusion, tensor-based fusion
methods have been proposed to explicitly model higher-
order interactions among modalities. Tensor Fusion Networks
(TFN) introduce outer-product operations to capture unimodal,
bimodal, and trimodal interactions within a unified tensor
representation [35]. Such approaches provide a principled
mechanism for encoding complex cross-modal dynamics and
have demonstrated strong performance in multimodal sen-
timent and emotion analysis [36]. However, tensor fusion
often incurs substantial computational and memory overhead,
limiting its scalability. Subsequent work has sought to mitigate
these issues through low-rank tensor factorization or compact
approximations [37].

Attention-based fusion strategies have gained increasing
popularity due to their flexibility and strong empirical per-
formance [38]. These methods dynamically assign weights to
modalities or features based on their relevance to the task
or input instance, allowing models to emphasize informative
signals while suppressing noisy ones [39]. Attention mecha-
nisms have been applied at multiple levels, including temporal
attention, modality-level attention, and cross-modal attention,
and have achieved state-of-the-art results on several MER
benchmarks [10], [15]. Despite their effectiveness, attention-
based methods typically rely on implicit supervision, and the
resulting modality contributions are often entangled within
complex interaction mechanisms, making them difficult to
interpret or control explicitly. Instead, the proposed approach
models modality contributions in a more interpretable manner.

B. Modality Weighting in Multimodal Emotion Recognition
Modality weighting has been widely studied as a means of

addressing the heterogeneous reliability and complementary
nature of different modalities in MER. Early work typically
adopts static or manually designed fusion schemes. For ex-
ample, equal weighting in late fusion is commonly used as



JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2021 3

a baseline, implicitly assuming that all modalities contribute
equally to emotion prediction [40]. Other studies explore
manually specified weighted-sum fusion and compare it with
attention-based methods, highlighting the limitations of fixed
weighting strategies in dynamic and noisy environments [41].

To overcome these limitations, subsequent research has
increasingly focused on adaptive modality weighting mech-
anisms. Self-attention–based fusion models capture shared
semantics across modalities and flexibly adapt fusion strategies
[42], while weighted cross-modal attention further incorpo-
rates temporal and spatial dependencies to modulate modality
contributions over time [43]. Transformer-based fusion archi-
tectures similarly enable adaptive modality weighting through
global contextual modeling [44].

More recent approaches incorporate modality confidence or
uncertainty into the weighting process. Adaptive modality ad-
justment frameworks selectively optimize unimodal branches
according to relative modality confidence and suppress noise
via gated mechanisms [45]. From an uncertainty-aware per-
spective, modality-wise uncertainty scores has been modeled
through constrained latent distribution variance, and guide
fusion decisions afterwards [46]. Related work also estimates
modality-level uncertainty via confidence regression networks,
combining uncertainty with feature alignment quality to deter-
mine fusion weights [47].

While these methods effectively model modality impor-
tance during fusion, most rely on attention architectures or
uncertainty modeling, and modality contributions are learned
implicitly rather than being directly supervised. This im-
plicit learning strategy makes it unclear whether the assigned
weights truly reflect emotion-dependent modality salience or
reliability, thereby limiting interpretability and hindering sys-
tematic analysis of cross-modal emotion interaction. To bridge
this research gap, we propose a unimodality-based approach
in this paper, which is among the earliest studies to investigate
explicit modality weighting.

C. Leveraging Unimodal Emotion Supervision in Multimodal
Learning

Unimodal emotion annotations have increasingly been ex-
plored as an auxiliary supervision signal in MER. A common
strategy adopts a multitask learning framework, where uni-
modal prediction objectives are jointly optimized alongside
the multimodal task, encouraging shared representations and
improving robustness [48], [49]. These studies demonstrate
that unimodal supervision can regularize multimodal learning
even when unimodal predictions are not the final objective.

However, most existing MER datasets provide only multi-
modal emotion annotations, while unimodal labels are unavail-
able or sparsely annotated [23]. As a result, unimodal super-
vision is often incorporated indirectly, for example through
unimodal pretraining or auxiliary losses, rather than being
explicitly used to guide fusion strategies or model cross-modal
relationships.

Recent dataset advances have partially alleviated this limi-
tation. The CH-SIMS dataset [10] was among the first to offer
independently annotated unimodal labels, enabling modality-
specific supervision; nevertheless, it is restricted to sentiment

polarity prediction and relies on acted emotional expressions.
The UniC dataset [13] further extends this line of work by
providing parallel unimodal and multimodal annotations for
the same samples in both dimensional and categorical emotion
spaces. This design enables explicit analysis of cross-modal
agreement at the label level, offering a richer and more fine-
grained supervision signal than earlier benchmarks.

Despite these advances, relatively few studies have system-
atically investigated how unimodal categorical emotion labels
can be exploited in MER. Some recent work in multimodal
sentiment analysis leverages divergence among unimodal la-
bels to guide modality weighting [50], but such approaches
depend on the ordinal structure of sentiment labels and do not
readily generalize to categorical emotion recognition, where
emotion categories lack an inherent ordering.

According to Mehrabian’s Rule [51] and Information In-
tegration Theory [52], different unimodalities contribute un-
equally and should therefore be assigned different weights.
Inspired by the perspectivist approach in NLP [53], unimodal-
ities in MER can likewise be viewed as distinct perspectives
[12]. Building upon these theoretical foundations, the present
work conducts one of the first empirical investigations of
how unimodal categorical emotion labels can be explicitly
leveraged in MER to improve accuracy, robustness and in-
terpretability.

III. METHODOLOGY

We investigate how unimodal emotion labels can be lever-
aged for categorical MER under both late fusion and tensor
fusion paradigms. We begin by introducing representative
late fusion baselines operating at the decision level. We
then describe tensor-based fusion models and their multitask
extensions with unimodal supervision. Building upon these
foundations, we propose an explicitly weighted multitask ten-
sor fusion framework that incorporates unimodal–multimodal
label agreement as a supervisory signal, without relying on
attention mechanisms.

Throughout this section, we use a unified notation. Let
m ∈ M = {T,A, V } denote the text, audio, and visual
modalities. For each sample, xm denotes the unimodal input,
hm ∈ Rdm the corresponding unimodal feature representation,
ym the unimodal categorical emotion label, and yM the
multimodal categorical emotion label. The number of emotion
categories is denoted by C.

A. Late Fusion with Unimodal Supervision
Late fusion combines modality-specific predictions after

independent unimodal inference. Let fm(·) denote a unimodal
classifier that produces a posterior distribution over C emotion
categories:

pm = fm(xm), pm ∈ RC . (1)

1) Majority Voting (Hard): Each unimodal classifier out-
puts a discrete prediction

ŷm = argmax
c

pm
c . (2)

The final multimodal prediction is obtained via majority
voting:

ŷM = mode
(
ŷT , ŷA, ŷV

)
. (3)
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2) Majority Voting (Soft): Soft voting aggregates unimodal
posterior distributions by averaging:

p̄ =
1

|M|
∑

m∈M
pm, (4)

and predicts
ŷM = argmax

c
p̄c. (5)

In both hard and soft voting, if no strict majority exists,
the final prediction is randomly selected among the tied
candidates.

3) Decision-Level MLP Fusion: To enable learnable
decision-level fusion, unimodal posterior distributions are con-
catenated and fed into a multilayer perceptron (MLP) g(·):

ŷM = g
(
[pT ;pA;pV ]

)
, (6)

where [·; ·] denotes vector concatenation.

B. Tensor Fusion Networks

Tensor-level fusion integrates modality representations prior
to prediction. Each unimodal encoder produces a represen-
tation hm ∈ Rdm , which is subsequently fused to obtain a
multimodal representation.

1) Vanilla Tensor Fusion Network (TFN): The Tensor
Fusion Network explicitly models unimodal, bimodal, and
trimodal interactions via an outer product:

z =

[
hT

1

]
⊗
[

hA

1

]
⊗
[

hV

1

]
, (7)

where ⊗ denotes the outer product and the appended constant
1 preserves lower-order interactions. The fused tensor z is
flattened and passed to a classifier to predict the multimodal
label ŷM .

2) Multitask Tensor Fusion Network: To incorporate uni-
modal emotion supervision, TFN is extended to a multitask
learning framework. In addition to the multimodal classifier,
each modality is equipped with an auxiliary unimodal classifier
gm(·):

ŷm = gm(hm). (8)

The model is trained by jointly optimizing multimodal and
unimodal objectives:

Lmt = LM +
∑

m∈M
λmLm, (9)

where LM and Lm denote the multimodal and unimodal clas-
sification losses, respectively, and λm controls the contribution
of unimodal supervision.

3) Multitask TFN with Explicit Modality Weighting: Build-
ing upon the multitask TFN, we introduce an explicit, per-
sample modality weighting mechanism supervised at the label
level. The key idea is to derive modality importance signals
from unimodal–multimodal label agreement during training,
and to learn a predictor that estimates modality weights at
inference time.

a) Label Disagreement Modeling: For each sample and
modality m ∈ M, we define a label disagreement score
dm that quantifies the inconsistency between the unimodal
label ym and the multimodal label yM . We consider three
disagreement computation modes with increasing semantic
granularity:

• Hard Mode (Binary Disagreement).

dmhard =

{
0, if ym = yM ,

1, otherwise.
(10)

• Valence Mode (Valence Distance).

dmval =
|v(ym)− v(yM )|

Dmax
val

, (11)

where v(y) denotes the valence value associated with
emotion class y, and

Dmax
val = max

i,j
|v(yi)− v(yj)|. (12)

• VA Mode (Valence–Arousal Distance, inspired by [54],
[55]).

dmVA =

√
(v(ym)− v(yM ))2 + (a(ym)− a(yM ))2

Dmax
VA

,

(13)
where a(y) denotes arousal, and

Dmax
VA = max

i,j

√
(v(yi)− v(yj))2 + (a(yi)− a(yj))2.

(14)
b) Teacher Modality Weight Construction: Given a dis-

agreement score dm, a teacher modality weight is computed
via a temperature-controlled exponential function:

wm
teach = exp(−τ · dm), (15)

where τ is a temperature hyperparameter. The weights are
normalized across modalities:

w̃m
teach =

wm
teach∑

k∈M wk
teach

. (16)

c) Student Modality Weight Prediction: Since teacher
weights are only available during training, we introduce a
student modality weight predictor f(·) to estimate modality
importance at inference time:

wpred = softmax
(
f(hT ,hA,hV )

)
. (17)

The predictor is trained using a mean squared error loss:

Lweight = ∥wpred − w̃teach∥22 . (18)

d) Weight-Guided Feature-Level Fusion: The predicted
modality weights are used to guide feature-level fusion by
scaling unimodal representations:

h̃m = wm
pred · hm. (19)

The weighted representations h̃m are then fed into the tensor
fusion module.
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e) Overall Training Objective: The final training objec-
tive is defined as:

Ltotal = LM +
∑

m∈M
λmLm + γLweight, (20)

where γ controls the contribution of modality weight supervi-
sion.

IV. EXPERIMENT

A. Datasets

1) UniC: We primarily evaluate the proposed method on
UniC [13], a multimodal video emotion dataset in English that
provides independent categorical emotion annotations for both
unimodal and multimodal settings. UniC contains about 1,000
video clips from YouTube, which are rich in authentic emotion
expressions. Each video clip is annotated at the multimodal
level as well as separately for text, audio, and visual modali-
ties. This unique annotation scheme makes UniC particularly
suitable for our study, as it enables explicit modeling of label
agreement between unimodal and multimodal supervision.
The categorical emotion labels in UniC include disgust (93),
disappointment (223), confusion (64), neutral (112), surprise
(25), contentment (269), and joy (178).

2) CH-SIMS: Although UniC provides high-quality multi-
modal and unimodal emotion annotations, its relatively limited
size restricts large-scale empirical analysis. Moreover, to the
best of our knowledge, there are currently no other publicly
available datasets that simultaneously provide independent
unimodal and multimodal categorical emotion labels for video-
based emotion recognition.

To supplement our evaluation, we additionally conduct
experiments on the CH-SIMS dataset [10]. It contains 2,281
video clips in Chinese collected from movies, TV series,
and variety shows, in which the acted emotion expressions
are performed by profession actors. CH-SIMS is one of the
most widely used and recent multimodal benchmarks [6],
[19], [21], that provides independent sentiment annotations at
both unimodal and multimodal levels. Specifically, instances
in CH-SIMS are annotated with five sentiment classes: neg-
ative, weakly negative, neutral, weakly positive and positive,
which can be further clustered into three sentiment polarities:
negative (1,238), neutral (345), and positive (698).

While sentiment polarity is not strictly equivalent to cate-
gorical emotion, these three sentiment classes can be regarded
as coarse-grained emotional categories, each corresponding to
a distinct affective state. We treat the three sentiment polarities
as three categorical emotion classes thereafter. Although this
approximation is not fully rigorous from an affective theory
perspective, it enables meaningful comparison of model per-
formance under a unified categorical classification setting.

Importantly, due to substantial differences between UniC
and CH-SIMS in dataset scale, language, cultural context,
and the nature of emotion expression (authentic versus acted),
model performance varies markedly across the two datasets.
For instance, in prior multimodal sentiment analysis studies,
a regression-based model achieved an accuracy of 81.05%
on CH-SIMS but only 65.86% on UniC [50], highlighting

the significant impact of dataset characteristics on multimodal
learning performance.

B. Evaluation Metrics

Following common practice in previous studies on MER
[56], [57], we adopt accuracy (Acc) and weighted F1 score
(F1 w) as the primary evaluation metrics to assess model
performance.

Compared with macro F1, which assigns equal importance
to all classes regardless of their frequencies, weighted F1
provides a more representative evaluation of overall model
behavior on imbalanced datasets. Meanwhile, unlike micro F1,
which aggregates predictions across classes and is equivalent
to accuracy in single-label classification settings, weighted F1
preserves class-level discrimination ability while remaining
sensitive to the data distribution.

C. Baseline

We compare our proposed method, under consistent set-
tings, with representative multimodal sentiment and emotion
recognition models that are widely used and publicly available.
For the UniC dataset, we include several strong baseline
models with released implementations, including MulT [15],
MISA [16], ALMT [17], and DecAlign [58], as shown in
Table I. These methods cover different modeling paradigms
such as cross-modal attention (MulT), modality-invariant rep-
resentation learning (MISA, DecAlign), and adaptive hyper-
modality learning (ALMT), and have been commonly adopted
in multimodal affective computing.

For the CH-SIMS dataset, we consider baseline approaches
that have been previously evaluated on this benchmark, includ-
ing MulT [15], MISA [16], and other models [10], as shown
in Table II. These models have been employed in prior studies
under comparable experimental settings, and their reported
results therefore serve as established baseline references.

D. Implementation Details

All experiments are conducted based on the open-source M-
SENA framework [62]. Model hyperparameters are selected
using a grid search strategy. For the dataset UniC, the final
configuration uses a batch size of 32 and a learning rate
of 0.005. Weight decay is applied separately to different
modalities, with values of 1 × 10−5 for the text modality, 0
for the audio modality, and 1× 10−4 for the video modality.

To ensure robust evaluation, we repeat each experiment five
times with different random seeds, and report the average per-
formance across all runs. Additional hyperparameter settings
are provided in Table III.

E. Experiment Results

The primary experiment results are shown in Table I and
Table II for the datasets UniC and CH-SIMS, respectively.

1) Overall Results:
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TABLE I
MODEL PERFORMANCE COMPARISON FOR MULTIMODAL EMOTION RECOGNITION ON UNIC DATASET. Acc 7 DENOTES THE ACCURACY FOR

SEVEN-CLASS CATEGORICAL EMOTION CLASSIFICATION, WHILE F1 w 7 DENOTES THE WEIGHTED F1 SCORE FOR THE SAME TASK. Ave, STD, Max, AND
Min DENOTE THE AVERAGE, STANDARD DEVIATION, MAXIMUM, AND MINIMUM VALUES OVER FIVE RUNS, RESPECTIVELY.

Methods Acc 7 F1 w 7
Ave ↑ STD ↓ Max ↑ Min ↓ Ave ↑ STD ↓ Max ↑ Min ↓

Baselines MulT [15] 33.09 1.87 36.13 31.41 29.80 3.14 33.38 24.84
MISA [16] 32.15 5.36 38.22 25.65 31.08 4.88 35.99 24.36
ALMT [17] 30.37 3.55 36.13 27.75 26.64 3.03 29.43 23.26
DecAlign [58] 32.15 1.51 34.55 30.37 27.42 1.44 29.00 25.85

Late fusion MVote-Hard 31.31 2.78 35.60 28.80 29.16 3.46 34.69 26.98
MVote-Soft 30.26 2.50 33.51 26.70 26.52 1.49 28.56 24.84
MLP 13.40 5.57 18.85 6.81 9.58 4.55 16.48 5.19

Tensor fusion TFN 28.58 3.54 34.55 25.65 24.64 2.77 29.30 21.90
MTFN 30.16 2.21 33.51 27.75 25.52 4.63 31.95 19.53
MTFN-Weight-VA 29.95 2.38 32.46 27.23 25.34 3.47 31.02 21.87
MTFN-Weight-Valencce 31.31 2.55 33.51 28.27 26.47 3.54 31.80 22.19
MTFN-Weight-Hard 33.61 0.77 34.55 32.46 28.59 2.69 31.21 24.07

TABLE II
MODEL PERFORMANCE COMPARISON FOR MULTIMODAL SENTIMENT

ANALYSIS ON CH-SIMS DATASET. Acc 3 DENOTES THE ACCURACY FOR
THREE-CLASS CLASSIFICATION, WHILE F1 w 3 DENOTES THE WEIGHTED

F1 SCORE FOR THE SAME TASK.

Model Acc 3 F1 w 3
TFN [35] 65.95 62.04
EF LSTM [59] 54.27 38.18
LF DNN [59] 70.20 65.29
LMF [37] 66.87 62.46
MFN [60] 67.57 –
Graph MFN [61] 68.44 63.44
MulT [15] 68.27 64.23
MISA [16] 67.05 60.98
MLF DNN [10] 70.37 65.94
MTFN [10] 70.28 66.44
MLMF [10] 71.60 70.45
MTFN-Weight-Hard 72.25 70.50

TABLE III
OPTIMAL HYPERPARAMETERS FOR THE DATASETS UNIC AND CH-SIMS.

UniC CH-SIMS

post fusion dim 16 16
post text dim 16 16
post audio dim 5 5
post video dim 64 64
dropouts [0.2, 0.2, 0.2] [0.2, 0.2, 0.2]
post dropouts [0.4, 0.4, 0.4, 0.4] [0.2, 0.2, 0.2, 0.2]
batch size 32 16
learning rate 0.005 0.002
τ 1 1
γ 0.5 0.5

a) UniC: Table I summarizes the experimental results
on the UniC dataset for seven-class categorical emotion clas-
sification. All models are evaluated using accuracy (Acc 7)
and weighted F1 score (F1 w 7). For each metric, we report
the mean, standard deviation, maximum, and minimum values
over five runs with different random seeds.

Among the late fusion approaches, hard majority voting
(MVoting-Hard) achieves the strongest performance, with an
average accuracy of 31.31% and a weighted F1 score of
29.16%. In contrast, the decision-level MLP fusion model

yields the lowest accuracy (13.40%). This performance gap
can be attributed to the limited amount of training data
available for the MLP: while unimodal classifiers are trained
on the full training set (582 instances), the MLP is trained only
on the validation set (191 instances) to avoid data leakage,
which substantially restricts its generalization ability.

For tensor-based fusion models, the proposed multitask TFN
with explicit hard weighting (MTFN-Weight-Hard) achieves
the best average accuracy, reaching 33.61%. This result
slightly surpasses strong multimodal baselines such as MulT
(33.09%), MISA (32.15%) and DecAlign (32.15%). More
importantly, MTFN-Weight-Hard exhibits substantially lower
variance across runs, with a standard deviation of only 0.77%,
indicating improved training stability and robustness compared
to all baseline methods.

A comparison among tensor fusion variants further re-
veals that multitask learning consistently improves perfor-
mance over the single-task TFN, highlighting the benefit
of incorporating unimodal supervision. In addition, the hard
weighting strategy outperforms the valence-based (MTFN-
Weight-Valence) and valence–arousal–based (MTFN-Weight-
VA) weighting schemes. This trend suggests that learning
fine-grained, continuous weighting functions may be more
challenging under limited data conditions, whereas discrete
disagreement signals provide more stable supervision. This
observation may also explain why the unweighted multitask
TFN slightly outperforms the VA-based weighting variant.

In terms of weighted F1 score, MISA achieves the highest
average performance (31.08%). The proposed MTFN-Weight-
Hard attains a competitive average F1 score of 28.59%, while
again demonstrating the smallest performance variance among
all compared methods, with a standard deviation of 2.69%.
This indicates more consistent class-wise prediction behavior
across different random initializations.

Although some baseline models, such as MISA, achieve
higher maximum scores in individual runs, they also exhibit
substantially lower minimum performance, reflecting sensitiv-
ity to random seeds. In contrast, the proposed MTFN-Weight-
Hard maintains a narrower performance range, characterized
by higher minimum accuracy and more stable F1 scores. This
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behavior highlights the robustness and reliability of the explicit
weighting framework.

Overall, the results demonstrate that the proposed MTFN-
Weight-Hard approach not only improves average performance
on the UniC dataset but also yields more stable and repro-
ducible outcomes, which is particularly important for practical
categorical multimodal emotion recognition scenarios.

b) CH-SIMS: Although CH-SIMS does not provide ex-
plicit categorical emotion labels, we treat the three senti-
ment polarities as three emotion clusters and conduct the
corresponding classification task. As shown in Table II, our
proposed method consistently outperforms all baseline models,
achieving an accuracy of 71.25% and a weighted F1 score of
70.50%.

2) Per-emotion Results on UniC: To further analyze model
behavior beyond overall metrics, we report per-emotion pre-
cision, recall, and F1 scores, along with the corresponding
confusion matrix of the best performance run of the model
MTFN-Weight-Hard on the dataset UniC, as shown in Ta-
ble IV and Fig. 1.

Overall, the model achieves an average F1 score of 31.21%
across seven emotion categories. Emotions with relatively
higher support, such as disappointment, contentment, and
neutral, exhibit comparatively better performance. In partic-
ular, disappointment achieves the highest recall (63.83%) and
F1 score (42.25%), indicating that the model is effective at
identifying this emotion when sufficient training examples are
available.

In contrast, emotions with limited samples, such as surprise
(3 samples) and confusion (10 samples), show substantially
lower performance. The model fails to correctly recognize
surprise, resulting in zero precision and recall, which high-
lights the challenge of learning discriminative representations
for rare emotion categories under severe data imbalance.

The confusion matrix in Fig. 1 reveals systematic misclas-
sification patterns. A notable portion of samples from multiple
emotion categories, including disgust, confusion, and neutral,
are incorrectly predicted as disappointment. This suggests
that the model tends to over-predict disappointment, likely
because it is both relatively frequent and semantically close to
these negative or low-arousal emotions. Similarly, confusions
between contentment and joy are also observed, reflecting
the inherent semantic similarity between these two positive
emotion categories.

Furthermore, while neutral achieves a moderate precision
of 50.00%, its recall remains limited (34.62%), indicating that
neutral samples are often confused with emotionally polarized
categories, particularly disappointment. This observation is
consistent with prior findings in emotion recognition literature,
where neutral states are difficult to distinguish from weakly
expressed emotions, for example, frustration [63]–[66] in the
dataset IEMOCAP [67].

These results indicate that model performance is strongly
influenced by class distribution and semantic overlap among
emotion categories. While the proposed model performs rea-
sonably well on frequent emotions, improving recognition of
low-resource and fine-grained emotions remains a challenging
direction for future work.

TABLE IV
PER-EMOTION RESULTS ON THE DATASET UNIC.

Emotion Precision Recall F1 Support

disgust 20.00 4.76 7.69 21
disappointment 31.58 63.83 42.25 47
confusion 16.67 1.00 12.50 10
neutral 50.00 34.62 40.91 26
surprise 0 0 0 3
contentment 41.46 40.48 40.96 42
joy 30.43 16.67 21.54 42

Overall 33.46 34.03 31.21 191
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Fig. 1. Distribution of categorical emotion labels on the multimodal setup in
the dataset UniC.

3) Results with Emotion Clustering: To alleviate the imbal-
ance in emotion distributions in the UniC dataset, we construct
three emotion clusters based on valence, arousal, and semantic
similarity. Specifically, we merge disgust and disappointment
into one cluster; confusion, neutral, and surprise into another;
and contentment and joy into a third. This clustering scheme
aligns UniC more closely with the positive, neutral, and
negative categories used in CH-SIMS. The clustering strategy
is applied at either the input level or the output level.

As shown in Table V, our proposed method achieves the best
overall performance, obtaining the highest accuracy (54.77%
and 54.87%) and weighted F1 scores (52.04% and 51.80%)
under both input-level and output-level clustering settings.

TABLE V
MODEL PERFORMANCE COMPARISON FOR MULTIMODAL EMOTION

RECOGNITION ON UNIC DATASET WITH DIFFERENT NUMBERS OF CLASSES
(LABEL MAPPING ON INPUT LABELS AND OUTPUT LABELS)

Models Mult 3 In Mult 3 Out
Acc F1 w Acc F1 w

MulT [15] 52.78 50.41 52.98 50.68
MISA [16] 50.37 50.41 50.78 50.89
ALMT [17] 53.30 51.49 53.61 50.95
DecAlign [58] 53.51 49.64 53.19 50.75
MTFN-Weight-Hard 54.77 52.04 54.87 51.80
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These results demonstrate that the proposed approach remains
stable across different emotion clustering granularities and
performs consistently under both clustering strategies, high-
lighting its robustness, flexibility, and strong generalization
ability in the presence of imbalanced categorical emotion
distributions.

Comparing the results on CH-SIMS in Table II with
those on UniC in Table V, it is observed that CH-SIMS
achieves substantially higher performance (72.25% accuracy
and 70.50% F1 score) than UniC. This discrepancy may be
attributed to several factors, including language and cultural
differences (Chinese versus English), the contrast between
acted and authentic emotional expressions, and differences in
video duration (about 3.67s on average in CH-SIMS versus
10s in UniC), all of which may influence the complexity and
variability of emotion recognition.

F. Ablation Study

TABLE VI
ABLATION STUDY

Model Acc 7 F1 w 7
MTFN-Weight-Hard 33.61 28.59
MTFN-Weight-Hard-ablated 26.70 19.64

To evaluate the contribution of the per-sample modality-
weighting component, we conduct an ablation study by re-
moving this module from the proposed model. Table VI reports
the performance comparison between the full model and the
ablated variant.

As shown in the table, removing the per-sample modality-
weighting component leads to a substantial performance
degradation. The accuracy drops from 33.61% to 26.70%, and
the weighted F1 score decreases from 28.59% to 19.64%.
These results indicate that the per-sample modality-weighting
mechanism plays a critical role in improving both overall
classification accuracy and class-balanced performance, con-
firming its importance in the proposed framework.

V. INTERVENING ANALYSIS

A. Modality Suppression

To analyze how the model relies on modality-specific sig-
nals during multimodal reasoning, we conduct a modality
weight suppression experiment by selectively removing modal-
ity weights under different weighting conditions. Table VII
summarizes the performance changes under various suppres-
sion configurations.

TABLE VII
COUNTERFACTUAL MODALITY SUPPRESSION

Acc F1 w F1 macro F1 micro
original 34.03 31.21 23.69 34.03
suppress high norm 24.61 16.53 10.75 24.61
suppress high unnorm 24.08 11.45 6.78 24.08
suppress low norm 35.60 31.01 20.99 35.60
suppress text 22.51 15.88 9.74 22.51
suppress audio 35.08 32.33 23.21 35.08
suppress video 35.60 31.01 20.99 35.60

Suppressing the modality with the highest learned weight
leads to a substantial degradation in performance. Both nor-
malized and unnormalized suppression of the dominant modal-
ity result in marked drops in accuracy and weighted F1 score,
indicating that the model’s predictions critically depend on
the modality identified as most informative at the per-sample
level. In contrast, suppressing the modality with the lowest
learned weight causes only marginal performance changes, and
yields slight improvements in accuracy but slight degrade on
weighted F1 score, suggesting that the model has effectively
down-weighted less informative modalities during fusion.

Further analysis by modality reveals asymmetric depen-
dency patterns. Suppressing the textual modality leads to a
significant performance decline, highlighting the central role
of linguistic cues in the overall decision process. Suppressing
the audio modality has minimal impact and slightly improves
weighted F1, indicating a limited or potentially noisy contri-
bution under the current task setting. Suppressing the visual
modality yields the same performance as suppressing the
modality with the lowest learned weight, suggesting that vision
is predominantly assigned the lowest weight.

Overall, these results demonstrate that the learned modality
weights correspond to functionally meaningful dependencies
rather than arbitrary scaling factors. Counterfactual suppres-
sion of dominant modalities disrupts the model’s reasoning
process, while suppression of weakly weighted or redundant
modalities leaves performance largely intact. This provides
empirical evidence that explicit modality weighting enables
interpretable and controllable multimodal reasoning.

B. Adversarial Weight Swapping
To assess whether the learned modality weights encode

modality-specific importance rather than functioning as in-
terchangeable scaling coefficients, we conduct an adversarial
weight swapping experiment. In this setting, modality weights
are deliberately reassigned across modalities while keeping all
model parameters and input representations unchanged.

TABLE VIII
ADVERSARIAL WEIGHT SWAPPING

Acc F1 w F1 macro F1 micro
original 34.03 31.21 23.69 34.03
swap full reverse 31.41 27.14 19.71 31.41
swap full reverse unnorm 31.41 27.14 19.71 31.41
randomize weights 31.94 29.31 20.40 31.94

As shown in Table VIII, swapping the learned modality
weights leads to a clear and consistent degradation in perfor-
mance. Both normalized and unnormalized full reversal result
in identical drops across accuracy and F1 metrics, indicating
that the performance decline is primarily caused by misalign-
ment between modalities and their assigned weights, rather
than differences in weight magnitude or normalization. This
suggests that the relative correspondence between modalities
and weights plays a critical role in the model’s fusion process.

Randomizing modality weights also reduces performance
compared to the original configuration, though the degradation
is less severe than that observed under full reversal. This obser-
vation indicates that while the model exhibits limited tolerance
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TABLE IX
PERFORMANCE COMPARISON OF FORCED MODALITY EXPERIMENTS WITH DIFFERENT α VALUES. P AND R DENOTE Precision AND Recall, RESPECTIVELY,

WHILE F1 DENOTES THE F1 SCORE.

α
Disappointment Confusion Contentment Overall 7

P R F1 P R F1 P R F1 P R F1 w

Original – 31.58 63.83 42.25 16.67 10.00 12.50 41.46 40.48 40.96 33.46 34.03 31.21
T 0.6 31.58 63.83 42.25 16.67 10.00 12.50 39.13 42.86 40.91 33.66 34.03 30.81
T 0.8 31.96 65.96 43.06 0.00 0.00 0.00 38.30 42.86 40.45 35.19 35.08 31.53
A 0.6 30.10 65.96 41.33 6.67 10.00 12.50 40.00 42.86 41.38 34.88 33.51 30.03
A 0.8 27.97 70.21 40.00 0.00 0.00 0.00 37.50 42.86 40.00 33.00 31.94 26.19
V 0.6 28.71 61.70 39.19 0.00 0.00 0.00 48.15 30.95 37.68 35.21 32.95 31.24
V 0.8 28.10 72.34 40.48 0.00 0.00 0.00 50.00 26.19 34.38 37.65 32.46 29.53

to stochastic perturbations in weight assignment, systematic
violations of the learned modality–importance structure are
particularly detrimental.

C. Emotion-Conditioned Weight Forcing

To examine whether the model exhibits emotion-dependent
sensitivity to modality dominance, we conduct an emotion-
conditioned weight forcing experiment. We focus on three
representative emotion categories, disappointment, confusion,
and contentment, covering different sentiment polarities. In
addition, we report overall performance across all seven emo-
tions.

For each target emotion, we forcibly set the weight of
a selected modality for the corresponding test samples to
a predefined value α ∈ {0.6, 0.8}, while renormalizing the
remaining modality weights to preserve the total weight sum.
This intervention is applied independently to each modality,
without modifying the input features or emotion labels. The
results are shown in Table IX.

For disappointment, the results indicate relatively stable
performance under text weight forcing, with a slight improve-
ment at α = 0.8 (F1 = 43.06%), suggesting that stronger
textual dominance may mildly benefit this emotion. In con-
trast, increasing audio or visual weights leads to a trade-off
pattern: recall consistently increases (up to 70.21% for audio
and 72.34% for vision), while precision decreases, resulting in
slightly lower or comparable F1 scores. This suggests that dis-
appointment becomes more broadly predicted under stronger
audio or visual dominance, but at the cost of increased false
positives. Overall, the emotion appears moderately sensitive to
modality reweighting, with text providing the most balanced
contribution.

The emotion confusion displays a markedly different be-
havior. Across multiple forcing configurations, strong modality
dominance frequently causes the model to abandon predictions
for this class entirely, driving recall and F1 scores to zero. Only
low-intensity forcing preserves baseline performance, while
stronger interventions consistently destabilize predictions, re-
gardless of the targeted modality. This suggests that confusion
relies on subtle cross-modal interactions rather than any single
dominant modality, and that explicitly breaking this balance
disrupts the model’s reasoning mechanism.

For contentment, the model exhibits a more robust and
stable response to modality weight forcing. Mild forcing on

textual or audio modalities results in only marginal fluctua-
tions around the baseline, with recall remaining consistently
high and F1 scores largely preserved across different forcing
strengths. This indicates that the recognition of contentment
does not critically depend on a single dominant modality,
and that both text and audio cues provide complementary
yet non-disruptive contributions. In contrast, enforcing visual
dominance leads to a noticeable trade-off between precision
and recall: while precision increases under stronger visual
forcing, recall drops substantially, resulting in an overall
degradation of F1. This pattern suggests that visual cues for
contentment may be more ambiguous or context-dependent,
and overemphasizing them can bias the model toward overly
conservative predictions.

Taken together, the three emotions demonstrate distinct
modality reliance patterns under emotion-conditioned weight
forcing. Disappointment remains relatively stable across in-
terventions, with only minor F1 fluctuations, suggesting a
comparatively balanced multimodal reliance, though stronger
audio or visual forcing shifts the precision–recall trade-off.
Confusion, in contrast, is highly sensitive to modality im-
balance. Strong forcing on any single modality disrupts pre-
dictions entirely, suggesting that its recognition depends on
fine-grained cross-modal coordination rather than unimodal
dominance. Contentment occupies an intermediate position,
exhibiting resilience to moderate forcing on text and audio
while being adversely affected by excessive visual emphasis.
These observations highlight that explicit modality weights
encode emotion-dependent behaviors, but the nature of this
dependence varies substantially across emotions, ranging from
dominant-modality reliance to fragile multimodal equilibrium.

D. Implications of Intervention Results

The intervention-based analyses in the additional exper-
iments provide converging evidence that explicit modality
weighting plays a functional and interpretable role in mul-
timodal emotion recognition. Suppressing highly weighted
modalities leads to substantial performance drops, whereas
altering weakly weighted or redundant modalities has limited
or even positive effects, indicating that the learned weights
reflect meaningful, sample-specific contributions rather than
arbitrary scaling. Adversarial manipulations of the weights
further show that their alignment with modalities is critical for
effective prediction, supporting the view that modality weights
encode semantically grounded importance.
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These experiments also reveal emotion-specific patterns of
modality dependence. Certain emotions, such as confusion, are
sensitive to visual dominance, while others, like contentment,
remain robust across a wide range of weight configurations.
The effects are primarily reflected in recall, suggesting that
modality weights influence the model’s willingness to pre-
dict an emotion rather than fine-grained confidence calibra-
tion. Overall, these findings highlight that explicit modality
weighting not only enhances performance but also provides a
controllable interface for probing and interpreting multimodal
reasoning.

VI. DISCUSSION AND CONCLUSION

This work investigates the role of unimodal annotations in
categorical multimodal emotion recognition and demonstrates
that they can be effectively exploited to guide multimodal
fusion in an explicit and interpretable manner. Through an
empirical study spanning decision-level fusion, tensor-fusion,
and multitask learning, we show that unimodal supervision
consistently benefits multimodal emotion recognition, partic-
ularly when integrated directly into the fusion process.

The proposed explicit, per-sample modality weighting
framework makes the following main contributions:

1) It leverages unimodal-multimodal annotation disagree-
ment as a supervisory signal for modality weighting in
categorical MER.

2) It produces explicitly interpretable feature-level modality
weights, in contrast to conventional approaches that rely
on implicit attention distributions.

3) It enables controlled intervention-based analyses through
directly accessible modality weights, allowing opera-
tions such as weight manipulation.

4) It establishes an explicit connection between unimodal
annotation perspectives and multimodal fusion behavior
in categorical MER.

Experimental results on the UniC dataset show that the pro-
posed framework achieves consistently improved performance
and markedly enhanced stability across runs compared with
strong multimodal baselines. Additional experiments on CH-
SIMS further demonstrate its robustness and generalizability
across datasets, languages, and affective label granularities.
While the absolute performance gains over some baselines
remain moderate, the results should be interpreted in the
context of categorical MER, where emotion ambiguity, cross-
modal inconsistency, and severe class imbalance make reliable
improvements particularly challenging. In this setting, the
improved stability, interpretability, and consistent cross-dataset
behavior of the proposed framework constitute meaningful
practical advantages beyond raw accuracy alone.

The experiments also reveal some important limitations
of current categorical MER systems. In particular, minority
emotions such as surprise remain difficult to recognize, largely
due to severe category imbalance in the dataset, where only
25 instances of surprise are available. Future work could
explore strategies such as data augmentation or class-balanced
optimization to alleviate this imbalance and improve the recog-
nition performance of underrepresented emotions. In addition,

the current framework predicts per-sample modality weights
and therefore does not explicitly model temporal variations
in modality importance throughout long video sequences.
Since emotional salience may dynamically shift across modal-
ities over time, future research could investigate temporally
adaptive weighting mechanisms that combine frame-level or
segment-level modality importance estimation with sequen-
tial multimodal modeling. Furthermore, the emotion-trigger
annotations provided in UniC, which identify the segments
most strongly associated with emotional expression [13], offer
promising opportunities for exploring temporally grounded
and dynamically weighted multimodal emotion reasoning.

Beyond predictive performance, the explicit weighting for-
mulation enables controlled intervention-based analyses, in-
cluding modality suppression and weight manipulation. These
analyses reveal coherent and emotion-sensitive modality de-
pendence patterns, providing empirical evidence that the
learned weights reflect meaningful aspects of multimodal rea-
soning rather than arbitrary scaling factors. More broadly, the
proposed framework contributes toward interpretable and con-
trollable multimodal affective computing by making modality
interactions explicitly observable and experimentally verifi-
able, aspects that remain relatively underexplored in multi-
modal large language models.

Overall, this study highlights the importance of explicitly
modeling and supervising modality contributions in categorical
MER, especially in the presence of cross-modal disagreement,
and constitutes one of the first systematic efforts toward ex-
plicit and interpretable supervised modality weighting. Future
work may extend this framework to larger-scale datasets,
explore more fine-grained emotion taxonomies, or integrate
causal perspectives to further improve robustness and inter-
pretability, and practical applicability in multimodal affective
computing.
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