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Abstract—Next-generation Internet will require strict end-
to-end delay guarantees to support upcoming latency-sensitive
applications. The IEEE 802.1 Time-Sensitive Networking (TSN)
standard has become the de-facto solution for Ethernet-based
L2 networks to support applications with strict latency, jitter
and packet loss requirements. The IETF DetNet Working Group
tries to expand on TSN to support real-time applications
over larger-scale L3 networks. This paper proposes control
and routing strategies that provide latency guarantees in L3
networks without requiring time synchronization among nodes.
The proposed strategies include a link-state routing protocol
and several exploration-based protocols that exploit queue-level
information and network calculus to provide latency guaran-
tees. Additionally, the use of queueing delay budgets enables
independence among flows, while enabling fine-grained routing.
This allows to make better routing decisions and to support
applications with diverse latency requirements. Moreover, traffic
shaping is only required at the network ingress. The strategies are
evaluated extensively and compared in a simulation environment
in multiple large-scale scenarios, considering acceptance rate,
network utilization, path dissemination time, control overhead,
and memory consumption, as well as how these metrics evolve
w.r.t. different network scales. Experimental results demonstrate
that representative delay-constrained traffic demands can be
accommodated adequately by queue-level link-state routing pro-
tocols only in smaller-scale networks. In larger-scale network
scenarios, breadth-first exploration-based protocols are required
to provide stable performance w.r.t. acceptance rate and path
dissemination times at the cost of only linearly increasing control
overhead and memory footprint.

Index Terms—Deterministic networking, DetNet, time-sensitive
networking, TSN, priority queueing, network calculus.
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I. INTRODUCTION

ROVIDING stringent latency and reliability guaran-

tees has become paramount for future communication
networks in order to support next-generation applica-
tions such as critical healthcare applications, autonomous
automotive vehicles, and industrial automation [1]. The Time-
Sensitive Networking (TSN) standard emerged to support
such safety-critical, real-time applications in Ethernet-based
LANs. Time-Aware Shaping (TAS) and Cyclic Queueing
and Forwarding (CQF) are fundamental TSN mechanisms in
support of achieving low-latency, low-jitter and zero packet
loss. The common denominator between these mechanisms
is their reliance on highly-accurate time synchronization
between TSN switches, which can be achieved in small
and highly-controllable L2 networks. However, applications
such as smart energy grids, building automation systems,
and industrial machine to machine (M2M) require larger
L3 networks [2], and — due to its reliance on precise time
synchronization — extending TSN beyond the LAN is not
at all straightforward. Choosing the right control architec-
ture is a pivotal decision, and the difficulty in guaranteeing
precise time synchronization necessitates the exploration of
alternative data planes, beyond TAS and CQF. Moreover,
scaling up deterministic networks introduces challenges such
as efficiently disseminating and managing routing information,
computing optimal paths efficiently, efficient signaling, and
configuring the network for maximum efficiency. This paper
focuses on addressing these challenges, while also providing
a comprehensive evaluation. The proposed solution consists
of novel scalable routing protocols that exploit strict priority
queueing (SPQ) and network calculus (NC) to bound end-
to-end delay in dynamic large-scale deterministic networks.
The use of queueing delay budgets enables independence
between flows and fine-grained routing. This introduces a
new level of flexibility to support diverse traffic requirements
and it allows the system to make better routing decisions
under contention. Moreover, no time synchronization or new
hardware is needed, and traffic shaping is only required at
the ingress of the network. Two distinct control architecture
models are proposed and evaluated thoroughly: a link-state
(LS) routing protocol inspired by OSPF-TE, and exploration-
based routing protocols. The analysis and evaluation of
these architectures aim to provide valuable insights into the
practical design considerations for deterministic networking
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in large-scale networks. This paper improves and extends [3],
providing a more in-depth overview of its positioning within
TSN and DetNet, a deeper analysis of the control architectures
and foundations, and exhaustive evaluation under different
regimes, focusing on routing performance, scalability aspects
and assessing resource requirements. The remainder of this
paper is organized as follows. Section II provides an overview
of related work. Sections III and IV lay out the data plane and
control plane architectures of the proposed DetNet solutions,
which includes a detailed overview of how the latency guaran-
tees are provided. Then, Section V explains the experimental
setup and provides a detailed discussion of the simulation
results, after which this paper is concluded in Section VI.

II. RELATED WORK

Time-Sensitive Networking (TSN) is a set of standards that
are designed to ensure reliable transmission and predictable
end-to-end latency over switched Ethernet networks [1]. TSN
is standardized in the IEEE 802.1 TSN Task Group and
includes a wide range of features such as time synchro-
nization, traffic shaping, filtering and policing, and path
selection and network traffic scheduling algorithms. IEEE
802.1Qbv Time-Aware Shaping (TAS) relies on controlled
gates to explicitly open and block queues for transmission on
periodic timescales. TAS is one of the primary technologies
to bound the queueing delay of scheduled (time-triggered)
traffic, in the presence of other traffic. TAS heavily relies on
precise time synchronization between nodes, which is pro-
vided through the IEEE 802.1AS generalized Precision Time
Protocol (gPTP) [4]. A variation on TAS is IEEE 802.1Qch
Cyclic Queueing and Forwarding (CQF). With CQF, TSN
switches synchronize their frame transmissions in a cyclic
manner, enabling deterministic communication. A significant
amount of effort has been put in researching routing and
scheduling mechanisms for TSN [5]. Control architectures in
TSN are typically inspired by software-defined networking
(SDN), which involves a centralized network controller (CNC)
that manages all switches (and potentially the end devices)
in the network. While this architecture works well in small-
scale L2 networks, this design has scalability issues [6], and,
with the CNC being a single point of failure, it is also subject
to security risks. However, TSN also specifies protocols that
allow to establish a path and reserve resources along that
path without a CNC, such as the Stream Reservation Protocol
(SRP) [7]. SRP is essentially a signaling protocol along a
spanning tree that allows device registrations and resource
reservations. This means that when a flow is requested, the
paths to the destinations are already decided by the spanning
tree, and SRP will merely reserve resources along the way.
SRP is therefore not a routing protocol that can make advanced
routing decisions. The Resource Allocation Protocol (RAP) [8]
is being developed as a scalable successor of SRP, while also
supporting more TSN features.

The IETF Deterministic Networking (DetNet) Working
Group (WG) focuses on data paths over L2 bridged and L3
routed segments, providing deterministic bounds on latency,
jitter, and packet loss. The DetNet WG specifically addresses
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L3 aspects, while also collaborating with the IEEE 802.1 TSN
Task Group to define a common architecture for both L2
and L3. Three enablers have been specified for determinis-
tic networking in L3 networks: service protection, resource
reservation, and explicit routing [9]. While service protection
deals with network failures, resource reservation and explicit
routing address two of the DetNet requirements: bounded
latency and packet loss. Proper resource reservation ensures
that no contention-related packet losses can occur, and explicit
routing makes sure that flows do not suffer from temporary
interruptions of converging routing protocols.

Multi-Protocol Label Switching Traffic Engineering
(MPLS-TE) [10] is proposed as a candidate to support explicit
routing [11]. MPLS [12] enables IP packets to be routed over
predefined paths, and forwarded using a label that is added
to the packet, instead of the destination IP address. This
flexibility makes MPLS very useful and efficient for explicit
routing in DetNet context, as flows can simply be routed
along different paths by using different labels. Besides MPLS,
other techniques can also be used to support explicit routing,
including IP-based forwarding [13] and source routing [14].
The Resource Reservation Protocol - Traffic Engineering
(RSVP-TE) [15] can be used in combination with MPLS
to setup explicit label-switched paths and reserve resources
(e.g., bandwidth) along the path. The proposed DetNet control
architectures for the combination of MPLS and RSVP-TE
(and similar setups) use a path computation element (PCE)
that computes the explicit path for the flow and initiates
the resource reservation using RSVP-TE [16]. This path
computation element can be the first node of the flow path,
a CNC, or any other network element. Without a CNC, the
PCE typically requires to maintain a global view of the
network, including the available resources at every node.
For this purpose, a routing protocol with traffic engineering
capabilities like OSPF-TE [17] can be leveraged. Since L3
networks are deployed on a larger scale, they need mechanisms
that require less precise time synchronization, or even no
time synchronization at all [18]. This has given rise to a
wide range of novel data planes that fit these requirements,
such as Tagged Cyclic and Queueing [19] and Stateless Fair
Queueing [20]. The general bounded queueing latency model
used by these data planes is proposed in [21], and it is based
on network calculus principles.

Network calculus (NC) [22] is a set of mathematical results
that allows to compute worst-case delay and buffer bounds in
computer networks. In the context of TSN, NC is one of the
main tools to analyze or bound end-to-end queueing delays.
The work in [23] provides analysis for multiple AVB traffic
classes in TSN. The authors of [24] analyze CBS+SPQ TSN
networks in the context of industrial automation. A routing
and scheduling method for integrating scheduled and AVB
traffic is given in [25]. In [26], NC is used to derive minimum
bandwidth reservations in CBS-based TSN networks, given a
static set of flows and fixed routes. NC has also been used
to bound queueing delays (and therefore end-to-end latency)
in datacenter environments. In [27], NC is applied in an
offline VM placement algorithm in order to guarantee bounded
end-to-end delay between VMs, assuming the network nodes
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use first-in first-out (FIFO) packet scheduling. The work
in [28] builds further on this idea by exploiting NC and
SPQ in an SDN-based solution called Chameleon. The main
idea of this work is that packets experience vastly different
queueing delays, depending on the priority they are assigned at
a node. This observation leads to a network abstraction called
the queue-level topology, which replaces a unidirectional link
by several new links, one for every queue. By assigning
queueing delay budgets to every queue and bounding the
queueing delays using NC, every queue-level topology link
has a bounded delay, therefore bounding the end-to-end delay
of a path. Since the protocols proposed in this paper reuse the
same foundations, these principles are explained in detail in
Section III.

Song et al. [29] proposed a fully distributed routing protocol
that allowed to find multi-constrained paths for Quality-of-
Service (QoS) by using a minimum of local state only,
which served as the main inspiration for the exploration-
based protocols proposed in this paper. The idea is to send
exploration packets (probes) into the network. When a router
receives a probe, it will first perform a link forwarding test
to see which links have enough resources (e.g., bandwidth)
left, and then forward a probe in parallel through all links
that pass the test, while simultaneously reserving resources.
This process goes on until a probe reaches the destination.
Besides probes, other packets are also used for signaling
success (confirmations) and failure (prunes). An optimization
of the signaling mechanism (fast-prune) is also proposed to
avoid over-reservation.

Although delay-constrained routing using NC is a well-
researched topic, the use of queueing delay budgets in this
paper enables independence between flows, and provides
additional levels of flexibility to support diverse applica-
tion requirements and it enables fine-grained QoS routing,
while not relying on time synchronization or new hardware.
The proposed routing protocols can be deployed in large-
scale networks, supporting diverse and dynamic traffic flows.
Moreover, while many data plane and control plane solutions
have been proposed in DetNet context, little of this work
is actually thoroughly evaluated in large-scale scenarios. The
focus of this paper is therefore to provide DetNet solutions
based on priority queueing and network calculus, and to
evaluate these solutions thoroughly in large-scale scenarios.

III. DATA PLANE ARCHITECTURE
A. Strict Priority Queueing (SPQ)

With priority queueing, every outgoing packet is classified
into a certain priority. The packet then waits to be transmitted
at a queue corresponding to that priority. In the SPQ regime,
packets in the highest priority queue are always transmitted
before any lower priority queues are serviced. Once the highest
priority queue is empty, the next lower priority queue is
serviced, and so on. Lower priority queues can therefore
experience high queueing delays if higher priority queues are
consistently busy. This form of packet scheduling is called
‘strict’ since it will always respect the priority hierarchy,
potentially starving the lower priorities. A packet scheduling
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Fig. 1. Example rate-latency service curve and affine arrival curve. The
worst-case queueing delay is given by the horizontal deviation A, while the
buffer space requirement is given by the vertical deviation v.

method like weighted round-robin also makes use of priority
queues, but takes a proportional approach in distributing
bandwidth among different queues. This is in sharp contrast
with the immediate prioritization that occurs with SPQ.

B. Network Calculus (NC)

This section provides a short overview of the NC principles
that are used in this work to enable deterministic networking.
Using NC, bounds can be computed if an upper bound on
the incoming traffic and a lower bound of the network (link)
service are provided. Arrival curves model the former, while
service curves model the latter. A common type of arrival
curve, which is assumed in this paper, is the affine (leaky-
bucket) arrival curve, characterized by a worst-case burst b,
and a rate r:

_rt4+bif t=>0
Ay, (t) = 0 otherwise

The arrival curve constraint means that the amount of data sent
by the flow during a time window of T is always limited by
a(T). If two traffic flows are bound by arrival curves a1 (t) and
o2 (t) respectively, then their aggregate arrival curve A(t) =
a1(t)+0o(t) provides an upper bound on the aggregate traffic
flow. For link service, the rate-latency service curve is used in
the context of SPQ:

B _ +  R{—-ty)if t=>1g
Br.io(t) =[R(t —1t9)]" = 0 otherwise

This type of service curve provides service (i.e., puts bits
on the link) at a rate of R, but only after tg amount of
time has passed. Bounds on both queueing delay and buffer
space can be computed using these curves: the worst-case
queueing delay corresponds with the horizontal deviation A
between the aggregated arrival and service curve, while the
worst-case buffer space requirement is given by the vertical
deviation v. This is shown graphically in Fig. 1. With FIFO
packet scheduling, the service curve of a link with bandwidth
R is given by B(t) = Rt. In case of SPQ, the situation is
more complicated. Consider a network link with a bandwidth
of R bps that uses SPQ with three priorities, where the lowest
priority queue (Q2) is used for best-effort traffic. Thus, it
has a high priority queue (QO0), with aggregated arrival curve
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Ao(t), and a low priority queue (Q1), with aggregated arrival
curve Ap(t), for critical traffic. In case of non-preemptive
priority queueing, QO should, in the worst-case, only wait on
a single packet of the lower priority queues to complete its
transmission. If the largest packet size in those queues is [,
then the rate-latency service curve Bo(t) for QO is given by

Bo(t) = [Rt —1]" )

Traffic in Q1 must wait until all higher priority queues are
empty, which means it can only receive service (in the worst-
case) after QO has service (link rate) ‘to spare’ for it to be
used. This is why the service curve B1(t) for QI is given by

B(t) = [Rt — Ag(t) —I]" 2

Note that [ is still present in PB1(t) to account for non-
preemptive priority queueing, given that Q2 is used for
best-effort traffic. Both Eq. (1) and (2) can be generalized to
an arbitrary amount of queues. Bounds in Q0 can be computed
using Ag(t) and Bo(t). For Ql, A1(t) and B1(t) should be
used. Importantly, the arrival curve of a traffic flow changes
when it goes through a priority queue (without additional
shaping). This is because if packets are waiting before being
transmitted, then new incoming data is accumulated in the
worst-case. The most practical way to derive the new arrival
curve O (t) is as follows, with D the maximum queueing delay.

a(t + D) (3)

For an affine arrival curve ay ,.(t), this results in an increase
of the worst-case burst.

a(t) = dp+pp, (1)

Additional details on NC can be found in [22], [30].

a(t) =

“4)

C. Queueing Delay Budgets

The computed worst-case end-to-end latency should be
independent of other flows that might be added or deleted
in the future [21]. To this end, every queue of priority ¢
is assigned a fixed queueing delay budget A,. The delay
budgets are network-wide parameters that provide an upper
bound on the maximum queueing delay that any flow can
experience through a queue of that priority. In other words,
the horizontal deviation in a queue cannot go beyond its
pre-configured queueing delay budget. However, this must be
explicitly enforced (cf. Section III-D). The use of queueing
delay budgets naturally results in the queue-level topology.
This is a network abstraction that explicitly accounts for the
worst-case queueing delays, where a directed (physical) link
is replaced by multiple directed links, one for every priority.
Given a network topology G = (N, E) where N C N is a finite
set of nodes and E is a set of directed edges e;; with (i, j)) € N
X N A i # j. Every edge €;; has a propagation delay denoted
as dg;; . This basic topology is transformed to the queue-level
topology G = (N,E ) with E a set of queue-level topology
edges/links. E is transformed to E by duplicating every edge
Q times, with Q being the number of priority queues for real-
time traffic (e.g., 8). This results in edges e%, eilj e for

i
a physical link e;;.
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TABLE I
EXAMPLE FLOW CHARACTERISTICS

Characteristic Value
Name f1
Source S
Destination T
Max. end-to-end latency | 10
Arrival curve ag (t)

@@
@@

(b) Queue-level topology

(a) Physical topology

Fig. 2. Sample toy network featuring two queues with queueing delay budgets
of 1 (dashed, blue) and 2 (dotted, red). (a) Physical topology with propagation
delays only. (b) Queue-level topology with worst-case delay per queue-level
topology link, obtained by summing the propagation delay and its budget.

The worst-case delay of a queue-level topology link e zgj is
given by d d = Ag + dg; . The worst-case end-to-end delay
of a path is then given by the sum of the worst-case delays of
the queue-level topology links on the path. This highlights the
power of queueing delay budgets: the worst-case delay of a
flow along a path depends only on the propagation delays and
the queueing delay budgets of the chosen links, given that the
budgets are respected. Therefore, previous routing decisions
will never have to be revisited when flows come and go.
Moreover, a single flow can make use of different priorities
along the way, as long as the worst-case end-to-end delay is
respected. This is a lot more flexible than, e.g., DiffServ, where
every flow is assigned a fixed priority on beforehand. A simple
physical network, which utilizes 2 priority queues for real-time
traffic and delay budgets of 1 and 2, and its corresponding
queue-level topology is given in Fig. 2. An example flow in
this network is given in Tab. I. As an example, the physical
link eg ,, with propagation delay 5 is transformed to the
queue-level topology links eg and el S with worst-case
delays of respectively 5 + 1 = 6and 5+ 2 = 7. This example
also highlights the larger search space between nodes: in the
physical topology, there are 2 paths between S and 7, while
in the queue-level topology, there are 8 possible paths with a
variety of worst-case delays.

D. Resource Reservation and Admission Control

Resource reservation ensures that no contention-related
delay violations or packet losses occur. Thus, when a flow
f with arrival curve Oy (t) is assigned to a queue efj, e.g.,
by a routing algorithm, then resources must be reserved for
the flow at that queue. Resource reservation in this context
consists of adding the arrival curve of the flow Oy (t) to the
aggregated arrival curve in the assigned queue A ed (t), and
updating the service curves in the lower queues. If, in the new
configuration, the queueing delay budgets and buffer sizes are
respected, then the flow can be admitted. Whenever a flow is
admitted to a link efj, its arrival curve changes according to
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Eq. (3), using A4 as the maximum queueing delay:
ag(t) =of t+ A4, ®)

Note that this admission control system always makes sure that
the queueing delay budgets are never violated. Thus, the worst-
case delay of a path for a flow, which is computed based on
the queueing delay budgets, will never be violated regardless
of other traffic flows in the network. Indeed, this means that
routing decisions in the past will never have to be revisited.

E. Control Channel

Using the principles of Section III-D, resources can also
be reserved for control traffic on every physical link, i.e., the
control traffic on every link is modeled by an arrival curve.
By assigning those resources to QO, control traffic has high
priority such that the control protocols can operate reliably
without interfering with data traffic. The exact modeling of
the control traffic is beyond the scope of this work.

IV. CONTROL PLANE ARCHITECTURE
A. Link-State Routing Protocol

The link-state (LS) routing protocol proposed in this sec-
tion is heavily inspired by OSPF-TE. OSPF-TE specifies
mechanisms to build an extended view of the network at
every router for traffic engineering purposes through opaque
Link-State Advertisements (LSAs) [17]. These LSAs contain
Type-Length-Value (TLV) triplets describing, e.g., reserved
bandwidth at a link. The LS protocol leverages these principles
to flood LSAs that contain the latest queue information:
QLSAs. A QLSA specifically contains the propagation delay
and bandwidth of the physical link, and the aggregated arrival
curves of the flows installed at every queue-level topology link
that belong to that physical link. By flooding QLSAs, every
router builds the queue-level topology, including all arrival
and service curves. Therefore, upon a flow request, the source
router acts as a PCE and computes a full path for the flow.
After computing this path, resources are reserved at every node
along the path through a signaling and resource reservation
mechanism. The next paragraphs provide additional details on
the protocol.

1) Distributing QLSAs: Ideally, every router has a perfectly
accurate view of the network topology and the available
resources. However, this requires very frequent updates, which
is not scalable. Therefore, as proposed in [31], a hybrid system
of event-based and time-based updates is used to distribute
QLSAs. The idea is to make a trade-off between accuracy and
efficiency. Generally, time-based updates provide a reasonably
accurate view of the network with low overhead. However,
when certain flows require lots of resources, that assumption
is not valid anymore. Therefore, event-based updates are
used to account for rapid and significant changes of the
available resources. They are triggered if the allocated (or
freed) bandwidth (given by the aggregated arrival curves) at a
physical link since the last update surpasses a certain threshold.

2) Routing Algorithm: The routing algorithm to compute a
path for a new flow is based on Dijkstra’s shortest-path algo-
rithm, run on the queue-level topology using the worst-case
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delays as link costs. The idea is to keep the worst-case burst
increase low by finding minimum delay paths. However, the
basic algorithm is slightly adjusted to ensure that the resulting
path has sufficient resources. This is done by taking the burst
increase at every hop into account and by incorporating an
admission control mechanism (based on Section III-D) into the
algorithm. This ensures that the resulting path has sufficient
resources for the flow.

3) Signaling & Resource Reservation: After a path has
been computed for a new flow f at the source, a scheme similar
to RSVP-TE is used for signaling and resource reservation
at every node on the path. The idea is that a reservation
message travels from the source to the destination along the
computed path, carrying the flow arrival curve oy (t) and the
computed queue-level topology path. At every hop, resources
are reserved at a queue based on the computed path and o (t)
(as described in Section III-D). Importantly, o (t) must be
updated in the reservation message according to Eq. (5) before
relaying it to the next hop on the path. Note that this update
is already taken into account by the routing algorithm. At the
next hops, the same steps should be taken until the destination
is reached, before signaling a confirmation message back to the
source. However, as discussed in Section IV-A1l, the view that
every router has of the global queue-level topology contains
inaccuracies. Therefore, a router could compute a path for
a flow that does not have sufficient resources in reality. If
insufficient resources are detected at a node along the path,
this is signaled back to the source router, which may opt to
compute a new path and try again. The router with insufficient
resources will also send out a new QLSA, such that a future
inaccuracy failure is less likely to happen. This can also be
seen as an event-based update.

4) Example: Given the example network in Fig. 2, the
operation of the routing and signaling and resource reservation
principles of the protocol can be seen in Fig. 3. Consider
a flow request for fy (cf. Tab. I). Given that QLSAs are
already distributed, the source node acts as PCE and therefore
computes a full path on the queue-level topology. In this case,
the resulting path is (eg,m'e?u,T) using the blue dashed
queue-level topology links, resulting in a worst-case end-to-
end delay of 6 4+ 3 = 9. This computed path is the one with the
lowest delay following the Dijkstra-based routing algorithm
(cf. Section IV-A2). Then follows the signaling and resource
reservation, as described in Section IV-A3, where a reservation
message ‘rsv_msg’ travels from the source to the destination
along the path and resources are reserved locally. Finally, a
confirmation message ‘confirm_msg’ is signaled back to the
source, since no intermediate failures happened.

B. Exploration-Based Routing Protocols

While an LS routing protocol relies on a global view of the
network and its available resources, exploration-based routing
protocols take a radically different approach. The main idea
is to actively explore the network by sending exploration
packets upon a flow request. When a router receives such an
exploration packet (probe), it tries to forward the probe to
the destination using only information inside the probe packet
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Fig. 3. Example link-state route computation and signaling upon a flow
request for f1 (cf. Tab. I), applied to the toy network in Fig. 2.

and router-local information. A forwarding test (FT) decides
through which link(s) an incoming probe is forwarded, after
which resources are reserved on-the-go. This fully distributed
approach eliminates the need to maintain a global view of the
network and the available resources. When a probe reaches
the destination, a path from the source to this destination has
been fully established, since resources are already reserved.
Note that exploration-based protocols are only concerned with
installing paths for specific flows. Therefore, the exploration
mechanisms are employed on top of a best-effort routing
protocol like OSPF or EIGRP. The proposed exploration-based
protocols exploit the fact that this best-effort routing protocol
provides valuable information, such as the cost (hop count) to
the destination. This information can be used to guide and/or
optimize the exploration process. Besides probes, two other
types of packets are used for signaling purposes, both of which
can be seen as a response to a probe. On the one hand, the
prune packets signal that a path could not be found (due
to, e.g., insufficient resources). Whenever a router receives
a prune packet for every probe it has sent out, it knows
that no path could be found through any of its links, so it
returns a prune as well. On the other hand, the confirmation
packets signal that a path was found. Once a probe reaches
the destination, a confirmation packet is sent back. Upon
reception of a confirmation, the router frees unnecessarily
reserved resources, while also sending a confirmation back to
the source. The following sections provide more information
about the FT and different exploration flavors.

1) Forwarding Test (FT): In this case, the FT is specialized
for guaranteeing queueing and end-to-end delay bounds, and
contains some additional measures to try and keep the over-
head low. Besides the flow parameters, a probe also carries
additional statistics, as listed in Tab. II. The local information
that router i disposes of is listed in Tab. IIL.

The queue-level topology link eij will now pass the FT if

1) dgec+d el < dy (delay guarantee), and

2) The flow can be admitted to e iqj (cf. Section III-D), and

5265

TABLE II
EXPLORATION DATA: PROBE DATA

Name | Meaning

dace Accumulated worst-case delay

H Max. hop count

h Accumulated hop count

srcy Flow source

desty | Flow destination

dy Flow end-to-end delay requirement
ay(t) | Flow arrival curve

TABLE III
EXPLORATION DATA: ROUTER-LOCAL DATA

Name | Meaning
d.a. Worst-case link delay of egj
ij
hea. Min. hops to the flow destination through egj
ij
o4 Aggregated arrival curve at egj
ij
: q
el Service curve at e J

3) No prune was received earlier from €j;, and

4) The probe did not come from €ji and

5) The flow is not already assigned to a queue-level

topology link that also belongs to e;;, and

6) h+h K < H (path pruning), and

7) The pr(J)tocol allows it.

Rule 5 specifies that only one queue-level topology link can
be used per probe per physical link, which can be chosen
heuristically. Here, the available queue with the lowest delay
budget is chosen. Rule 6 tries to keep the overhead low by
not exploring links that are too far away. Given the info of
the best-effort routing protocol, this rule can cut off certain
paths earlier, compared to the basic rule &7 + 1 < H. Since the
worst-case burst increases at every hop (Eq. (5)), traversing
long paths wastes lots of resources, so cutting these out is a
good idea. Rule 7 provides flexibility to implement different
exploration flavors. When a probe is to be forwarded through
a link, its statistics are updated accordingly: % is increased by
1, dgce is increased by d e and 0y (t) is updated according
to Eq. (5). '

2) Depth-First (DF) Exploration: The idea of depth-first
(DF) exploration is to only explore a single path at a time.
Therefore, the FT needs to decide which link to explore first.
In this case, the FT always prefers the link with the lowest cost
(hop count) to the destination, which is provided by the best-
effort routing protocol. If two links are tied for the lowest hop
count, a decision is made randomly. Given the toy network
of Fig. 2 and flow f1 (cf. Tab. I), a simple example of DF
exploration is depicted in Fig. 4. Note that only one link passes
the FT, and that there is a tie for lowest hop count between the
links to n1 and ny. In the example, the source router S makes
a bad decision by forwarding the probe (‘probe_msg’) to
intermediate node N2 as N2 cannot forward the probe without
violating the maximum end-to-end delay. Therefore, Ny sends
a prune (‘prune_msg’) back to S. Since S receives a prune
back, it frees up the previously reserved resources, runs the FT
again, and forwards the probe now to ni. After n1 forwards
the probe to the destination, a confirmation (‘confirm_msg’) is
signaled back to the source.
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Fig. 4. Exploration-based depth-first routing process and signaling upon a
flow request for fy (cf. Tab. I), applied to the toy network in Fig. 2.

3) Breadth-First (BF) Exploration: When using a breadth-
first (BF) exploration scheme, a probe will be forwarded
through all links that pass the FT in parallel. This means that
lots of paths can be explored simultaneously, at the risk of
over-reservation. A fast-prune mechanism, similar to [29], tries
to counter this. It works as follows:

- If a probe arrives at a node while this node already
received a probe for this flow, then a prune is sent back
immediately.

< When a confirmation packet is received at a node, a
prune-forward packet is sent through every link where
a response was not yet received. Upon reception of a
prune-forward packet, all resources are cleared and it is
forwarded again through every link where a response was
not yet received.

Given the example flow fy (cf. Tab I) in the toy network

from Fig. 2, Fig. 5 shows a simple example of BF exploration.
Here, multiple links can pass the FT and the source router S
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Fig. 5. Exploration-based breadth-first routing process and signaling upon a
flow request for f; (cf. Tab. I), applied to the toy network in Fig. 2.

sends out two probes (‘probe_msg’) in parallel to intermediate
nodes N and ny. Since Ny responds again with a prune
(‘prune_msg’), S frees the previously reserved resources on
the link to ny. At the same time, Ny explores further until the
destination is reached. Finally, a confirmation (‘confirm_msg’)
is sent back via ni.

V. EVALUATION
A. Experimental Setup

The routing protocols of this paper were evaluated in the
OMNeT++ simulation environment [32], extended with the
INET framework [33]. The basic experiments are performed
on 4 networks: Polska, NSFNET, COST266, and Germany50,
provided by SNDLIib [34]. Their characteristics can be seen in
Tab. IV. For the experiments, all of the links are bidirectional
and have a bandwidth of 1 Gbps, and the propagation speed is
set to 200,000 km/s. The routers are equipped with 8 priority
queues for real-time traffic, and the delay budgets are set
according to the ‘Base’ configuration, as listed in Tab. VI.
Every priority queue has a fixed buffer size of 97kB. The
experiments were conducted on a laptop using Ubuntu 20.04
with an Intel COREvPro i7 CPU. The C++4 implementation
of the protocols is available as open source [35]. The traffic
characteristics can be seen in Tab. V. New flows are requested
at a rate of 10 flows per 10ms during a period of 10s,
resulting in a total of 10,000 requested flows. The source and
destination of a flow are always chosen randomly out of the
possible source-destination pairs in the network. The traffic
characteristics are also uniformly distributed based on Tab. V.
Unless stated otherwise, the event-based update threshold of
the LS protocol is 10% of the link bandwidth.

B. Routing Performance

The routing performance of the different protocols is eval-
uated in terms of accepted flows and network utilization. The
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Fig. 6. Routing performance results. (a) In terms of accepted flows. (b) In terms of network utilization.

TABLE IV
BASELINE NETWORKS

Network name | Nodes | Links | Density

Polska 12 18 0.27

NSFENET 14 21 0.23

COST266 37 57 0.08

Germany50 50 88 0.07
TABLE V

TRAFFIC CHARACTERIZATION, BASED ON [28]

Application Deadline Burst Rate

Database [80-120] ms [100-400] B [300-550] Kbps

SCADA [150-200] ms [100-400] B | [150-550] Kbps

Production [10-20] ms [100-400] B | [100-500] Kbps

Control [10-20] ms [80-120] B [1-100] Kbps

Video [50-200] ms | [140-1800] B [4-16] Mbps
TABLE VI

DELAY BUDGET CONFIGURATIONS (IN MS)

Name Q0 | QI | Q2 | Q3 | Q4 | Q5| Q6 | Q7
Base 0.1 | 05 |1 2 4 8 16 32
Chameleon 0.1 0.5 1 1.5 | 3 6 12 24
Const 051050505 |05(05]| 05/ 0.5
Exp 01 | 02|04 ] 08| 16| 32| 64| 128
Gap 05|10 | 15| 2 8 85 1| 9 10

Increasingl | 0.1 | 03 | 0.6 | 1 1.5 21| 28 | 3.6
Increasing2 | 0.1 | 0.5 | 1.1 19 129 | 41| 55|71

Simplel 05 | 1 152 25 | 3 35 | 4
Simple2 1 2 3 4 5 6 7 8
Simple3 05 |2 35 |5 6.5 | 8 95 | 11

network utilization is here defined as the amount of bandwidth
that has been reserved for flows, divided by the total available
bandwidth. While the number of accepted flows is the simplest
metric for performance, network utilization is also interesting,
as the admission control component makes sure that flows are
admitted in a queue only if there are enough resources. Thus,
the more bandwidth is reserved, the more efficiently queue
resources are used, resulting in more critical traffic that can
flow through the network. The results can be seen in Fig. 6.
For both the number of accepted flows and network utilization,
the LS protocol performs better than the exploration-based
protocols in the bigger and less dense networks (COST266
and Germany50). This can be explained from the fact that the
LS protocol is globally aware of the least-filled queues, given
a reasonable accuracy. For the other networks, the number of
accepted flows are somewhat similar, while the LS protocol
typically has an edge regarding the network utilization. The

smaller networks highlight the biggest problem of the BF
exploration protocol: over-reservation. Since it explores (and
reserves resources) in parallel, over-reservation is more likely
to happen in a small, dense network with a limited amount of
links.

Therefore, DF exploration is a more sensible choice in
such networks. However, in the other networks, BF and DF
exploration have similar results. Exploration-based protocols
are also a bit more variable, while the performance of the
LS protocol is more consistent. The reason for this is that
the exploration-based protocols are more susceptible to the
network conditions (background traffic, other requested flows,
queueing delays, etc.) when a new flow is requested, since
they require a lot of packet exchanges. However, since the
control traffic is allocated to a high priority queue, as explained
in Section III-E, the effects of background traffic are largely
mitigated.

C. Control Overhead

Since both control architectures are fully distributed, every
protocol sends control packets to operate properly. This sec-
tion evaluates this control overhead in terms of packets sent,
and in terms of bandwidth. The results regarding the number
of control packets can be found in Fig. 7(a). Exploration-based
protocols send significantly more packets into the network than
the LS protocol. This could be expected, as lots of packet
exchanges are inherent to their design. Since the LS protocol
relies on flooding to distribute information, it also sends a fair
amount of packets, although not as much as exploration-based
protocols. Fig. 7(b) shows that the exploration-based protocols
are actually more efficient in terms of bandwidth when looking
at the bigger networks. While the exploration-based protocols
send more packets, the data in those packets is relatively
small compared to the packet data of QLSAs that include
detailed link information, such as the available resources. The
reservation messages of the link-state protocol also carry the
full path of the flow in order to reserve resources along the path
to the destination. Exploration packets only include the flow
identification and some light-weight statistics, which really
makes the difference here. Finally, note that exploration-based
protocols pose a higher burden on links in smaller, denser
networks, since links are more likely to be used for multiple
exploration processes.
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D. Memory Footprint

Memory footprint estimates are computed at runtime by
traversing a set of fundamental data structures of the protocols.
This set includes the state that is necessary to route flows.
For the LS protocol, the queue-level topology view and
QLSA database are counted. Exploration-based protocols do
not maintain a queue-level topology, but require some state
while exchanging exploration packets with neighbors and
waiting for responses. This state overhead is also added to
their memory footprint estimates. All of the protocols are
built on top of a best-effort routing protocol, but the state
overhead of this protocol is not counted. Fig. 8 shows the
results of this experiment. For all networks, the LS protocol
requires significantly more memory than the exploration-based
protocols. This is of course due to the fact that the LS
protocol maintains a global (big) view, while exploration-
based protocols require only local state. The exploration-based
protocols even manage to keep their memory overhead almost
constant, independent of the network.
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Fig. 11. Path dissemination times for varying network sizes.
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Fig. 12.  Denied flows due to inaccuracy failures in the LS protocol for

varying network sizes.

E. Path Dissemination Time

The path dissemination time is defined as the time between
an application sending out of the flow request into the network
and the response thereof, i.e., after the network has installed a
full path or concluded that this was not possible. Fig. 9 shows
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similar performance for the BF exploration and LS protocols,
but the DF exploration protocol performs not as well and
has many more outliers. Since DF exploration only explores
one path at a time, it can take a very long time to revisit
a bad decision, which results in big outliers. The outliers of
the LS protocol are a consequence of the retry mechanism
to counter inaccuracies. In the worst-case, if there is a spike
of inaccuracies, multiple retries can be triggered, contributing
significantly to the path dissemination times. Finally, it can
be observed that, although COST266 and NSFNET have
fewer nodes than Germany50, the path dissemination times are
higher in these networks. This is because they cover a larger
geographical area, resulting in higher path dissemination times
due to higher link delays.

FE. Scalability

To evaluate the scalability of the protocols, several large-
scale networks were generated using the Igen topology
generator [36]. These networks range from 100 to 1000
nodes, all covering the geographical area of Australia. Every
experiment is repeated 3 times. For the LS protocol, two
event-based thresholds are compared: 5% and 10% of the
link bandwidth. Fig. 10 depicts the number of accepted flows
for varying network sizes. The main observation here is that
the performance of the LS and DF exploration protocol is
declining linearly. For the LS protocol, this is due to the
inaccuracies of its global topology map. In a bigger network,
it is harder to keep this up-to-date, resulting in more bad
routing decisions. Although increasing the update frequency
helps the routing performance, the number of denied flows
due to inaccuracies still rises, which can be seen in Fig. 12.
The reason is that the physical link propagation delays still
incur significant delays to every update, resulting in inevitable
inaccuracies. As depicted in Fig. 11, the DF exploration-based
protocol suffers from high path dissemination times, which
significantly impacts its performance. Again, since the DF
exploration protocol only explores one path at a time, the
more choices it can make in a bigger network, and if it makes
a bad decision early on, then it can take a very long time
to revisit this. Ultimately, this hurts its performance. This is
in contrast with the BF protocol that seems to find a good
balance between exploring multiple paths and not exploring
too much. Fig. 11 depicts all path dissemination times for
increasing network sizes. In general, the path dissemination
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times don’t go up for increasing network size, but heavy
outliers can be expected, especially for the DF exploration-
based protocol. The BF exploration variant is faster than
the DF variant, which can be expected given its parallel
exploration process. The outliers of the LS protocol are a
direct cause of the inaccuracy mechanism that will retry to
find a route when an inaccuracy failure happened. Fig. 13
depicts the control overhead both in packets and data sent
into the network, averaged per link. It can be observed
that the LS protocol sends significantly more packets for
bigger topologies. This can be expected, since it relies on
flooding to distribute queue state information. The same trend
can also be seen by looking at the overhead in terms of
bandwidth, as the LS protocol distributes notably more data
across the network. This is again because QLSAs contain
a lot more data than simple exploration packets. Moreover,
increasing the number of event-based updates has the logical
effect of introducing additional overhead. Interestingly, the
control overhead of the DF exploration protocol is higher
than the overhead of the BF wvariant, both in terms of
packets and bandwidth. This means that the added efficiency
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measures (fast-prune and path prune) of the BF exploration-
based protocol work well for countering overhead due to
parallel exploration. Memory footprint estimates for increasing
network sizes are shown in Fig. 14, which are derived in
the same way as in Section V-D. Because the queue-level
topology grows as the network topology becomes bigger,
the LS protocol (regardless of its update frequency) requires
significantly more and more memory as the scale of the
network increases. For the exploration-based protocols, the
memory footprints are even decreasing for bigger networks.
This is due to the fact that 10,000 flows are requested in
every network. A big contributor to the memory footprint
of exploration-based protocols is the state that they need
to keep between exploration packet exchanges (e.g., probes
sent out, links not tried, flow parameters, etc.). For a bigger
network and the same number of flows, it is less likely that
a node needs to handle multiple flows at the same time,
therefore the memory footprint decreases. Finally, Fig. 15
depicts the runtime performance of the LS routing algorithm,
compared to the standard shortest-path algorithm (Dijkstra).
As explained in Section IV-A2, the LS routing algorithm is a
modified version of the standard algorithm that incorporates
an admission control mechanism. It can be observed that
this modification adds a lot of extra runtime. However, it
does follow the trend of the standard algorithm. Since the
admission control system needs to check every queue for
violated bounds when expanding a node in the algorithm, a
constant factor is expected to be added, since the number
of queues is a small constant (e.g., 8). For bigger networks,
the total runtime overhead reaches several milliseconds, which
also contributes significantly to the path dissemination times
of the LS protocol.

G. Delay Budget Configurations

The delay budgets are an integral factor in guaranteeing
bounded end-to-end delay, which can be configured in differ-
ent ways. Consider the delay budget of QO. If set to 100us,
very tight queueing delay bounds can be accommodated,
which might be necessary for some flows. If this delay budget
would be 500pus, the worst-case queueing delay bound is
higher, which could negatively impact certain flows. However,
more resources are available in this queue for flows to
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reserve as per NC. Therefore, different configurations might
influence overall routing performance. To this end, 10 different
queueing delay budget configurations for 8 priority queues
were evaluated regarding routing performance. The specific
configurations are listed Tab. VI, and the results are depicted
in Fig. 16. From this figure, significant differences between
certain configurations are observed, as some configurations
are clearly better than others. It is also noticeable that the
same performance patterns arise per protocol, which could
be a sign that there exist an ‘optimal’ configuration of
the delay budgets for a given network and traffic matrix.
Finding such an optimal configuration lies outside the scope of
this work.

VI. CONCLUSION

This paper presented three different distributed control
architectures exploiting queue state information and NC for
deterministic networking in L3 networks. These architectures
do not rely on time synchronization among involved nodes,
which makes deployment in large-scale L3 networks more
feasible compared to TSN mechanisms. The use of queueing
delay budgets in this paper enables a flexible way to accom-
modate dynamic flows with diverse latency requirements in
the network. Multiple architectures were proposed and evalu-
ated: an LS protocol extended with queue-level information,
as well as two exploration-based protocols. The LS proto-
col requires adequate and timely dissemination of network
topology and queue-level information in order to calculate
fulfilling delay-constrained paths. On top of that, a signaling
mechanism is required to effectively reserve the resources in
the network. This combination proved to provide adequate
results w.r.t. acceptance rate and network utilization in smaller-
scale networks. However, in larger-scale networks, it suffers
from incoherent network views in nodes resulting from the
QLSA flooding and associated lag. As a result, the acceptance
rate decreases for larger-scale networks, while the cost in terms
of control overhead and memory footprint (at least) linearly
increases at steep rates. Exploration-based protocols produce
different trade-offs. Their topology view is limited, resulting
in a DF or BF exploration strategy from the initiating (source)
node. In smaller-scale networks this comes at the cost of
potentially selecting non-optimal paths satisfying the required
delay constraints, resulting in sub-optimal acceptance rates and
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network utilization, but with the benefit of very limited control
and memory overhead. The true value of these protocols is that
the overhead in terms control messaging and memory contin-
ues to scale very well (i.e., linear increase with minimal slope),
while still providing adequate — near stable — performance
in terms of acceptance rate, network utilization and path
dissemination times in larger-scale networks. This makes them
very well-suited for routing in larger L3-based deterministic
networks.
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