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Abstract

In the rapidly evolving digital era of the 21st century, language and technol-
ogy are growing closer together than ever. Language technology tools have
become particularly adept at performing so-called “transactional” language
operations. Translating text from one language into another, for example,
is a transaction that machine translation tools such as DeepL and Google
Translate will generally perform well. A direct result of this ever-improving
technological support for language tasks is that the main reasons for people
to learn a foreign/second language (L2) – such as travelling or boosting one’s
career opportunities – become less incentivising.

Yet, human conversations and social interactions in foreign languages do
not exclusively revolve around performing practical language transactions, but
also around establishing relationships. For technological applications to assist
in building these relationships, they face tasks that appear much more difficult
to achieve, such as interpreting facial expressions. It is therefore likely that
relying on technological tools alone will not suffice for anyone who wants to
establish sustainable international contacts and fully engage in a foreign cul-
ture: being able to understand and speak foreign languages remains – even in
the current digital era – an indispensable human skill.

What language technology tools do possess, however, is the ability to play
the role of a valuable assistant in the L2 learning process. It is this research
area, the interface between L2 learning and computer assistance, to which
the present PhD dissertation will contribute. More specifically, we conduct
research into how relevant vocabulary items and example sentences (that il-
lustrate how these vocabulary items are used) can be automatically selected
from large collections of texts (“corpora”) to facilitate the development of
learning materials for L2 Spanish. To perform these operations in an “intelli-
gent” way (i.e. more efficiently and more tailored to the needs of L2 learners),
we resort to natural language processing (NLP) techniques as our source of
“intelligence”, making this research fall in the scientific domain of “Intelligent
Computer-Assisted Language Learning” (ICALL).

Our research into vocabulary retrieval from corpora departs from the
following two principles: (1) vocabulary items do not necessarily correspond to
single words and (2) the same word form can represent different meanings. For
the former principle, we analyse the automatic retrieval of inherently reflexive
verbs (a quasi-universal type of multiword expression) in Spanish. For the lat-
ter, we tailor the NLP technique of word sense disambiguation to L2 learning as
the target setting. Since different target audiences require different selections
of vocabulary, in a next step we need to filter the list of retrieved vocabulary
items. To this end, we conduct research into topic-based and difficulty-based
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vocabulary selection methods. As practising vocabulary in authentic con-
texts has shown to be beneficial, we go on to analyse how NLP-driven example
selection methods can help provide a set of usage examples for each selected
vocabulary item. Finally, we use the selected vocabulary items and example
sentences to create learning materials and make them available in a tailor-
made online learning environment (called an “ICALL ecosystem”). By
means of three case studies, we gauge students’ attitudes towards working in
this ecosystem.

In our experiments, we show (1) that computer-assisted methods for vocab-
ulary retrieval are highly performant but require further research to ensure the
error-free output necessary in pedagogical settings; (2) that automatic vocabu-
lary selection methods show moderate to strong correlations with L2 learners’
intuitions and needs; and (3) that artificially generated example sentences are
found more suitable by L2 learners than sentences retrieved from corpora.
Regarding difficulty-based vocabulary selection, we present LexComSpaL2, a
first-of-its-kind dataset that can be used to train individualised vocabulary
difficulty classifiers. Finally, the user attitude case studies reveal that working
in the ecosystem does not necessarily lead to a better user experience or an
increased interest in language technology, but that it does enhance students’
insights into NLP and increase their confidence in the computer as a learning
assistant.
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Samenvatting

Te midden van de razendsnelle evoluties in het 21ste-eeuwse digitale tijdperk
groeien taal en technologie steeds meer naar elkaar toe. Vandaag de dag
zijn taaltechnologietools erg performant geworden in taken waarbij een soort
van “transactie” met taal plaatsvindt. Machinevertalingtools zoals DeepL en
Google Translate zijn bijvoorbeeld in staat om vertaaltransacties (waarbij tekst
vanuit de ene taal omgezet wordt naar de andere) doorgaans tot een goed einde
te brengen. Een direct gevolg van deze steeds betere technologische ondersteu-
ning bij taaltaken is dat de beweegredenen om een vreemde/tweede taal (L2)
te leren – zoals reizen of carrière maken op het werk – aan aantrekkelijkheid
inboeten.

Nochtans is het uitvoeren van praktische taaltransacties niet het enige waar
menselijke conversaties in vreemde talen rond draaien, deze sociale interacties
dienen namelijk ook vaak om relaties op te bouwen. En wanneer we met
technologische toepassingen een bijdrage willen leveren aan het bouwen van
dit soort relaties, blijkt dit veel moeilijker te verwezenlijken (denk maar aan
de correcte interpretatie van gelaatsuitdrukkingen). De kans is dan ook groot
dat uitsluitend vertrouwen op technologische tools onvoldoende zal blijken
voor iedereen die duurzame internationale contacten wil leggen en zich ten
volle wil ontplooien in een vreemde cultuur. In staat zijn om vreemde talen
te begrijpen en spreken blijft dus ook in het huidige digitale tijdperk een
onmisbare menselijke vaardigheid.

Wat taaltechnologietools echter wél te bieden hebben, is de mogelijkheid
om tijdens het L2-leerproces de rol van waardevolle assistent op zich te nemen.
Het is aan dit onderzoeksgebied, het raakvlak tussen L2-verwerving en com-
puterondersteuning, dat deze doctoraatsstudie wil bijdragen. Ons onderzoek
spitst zich specifiek toe op de automatische selectie van relevante woorden-
schatitems en voorbeeldzinnen (die illustreren hoe de woordenschatitems ge-
bruikt worden) uit grote verzamelingen teksten (“corpora”), met als doel om
de ontwikkeling van leermaterialen voor L2 Spaans te vereenvoudigen. Om
deze selectie op een “intelligente” manier te laten verlopen (d.w.z. efficiën-
ter en meer op maat van de noden van L2-leerders), doen we een beroep op
technieken uit de natuurlijke taalverwerking (afgekort in het Engels als NLP)
als bron van “intelligentie”. Hierdoor landen we met deze doctoraatsstudie in
het wetenschappelijke domein van “Intelligent Computer-Assisted Language
Learning” (ICALL).

Ons onderzoek naar woordenschatretrieval1 uit corpora vertrekt vanuit
de volgende twee principes: (1) woordenschatitems komen niet noodzakelijk
1Retrieval kan in deze context het best vertaald worden als woordenschat “herkennen en uit
de corpusteksten halen”.
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overeen met losse woorden en (2) eenzelfde woordvorm kan verwijzen naar ver-
schillende betekenissen. Wat betreft het eerste principe analyseren we de au-
tomatische retrieval van inherent reflexieve werkwoorden (een quasi-universele
soort samenstelling) in het Spaans. Voor het tweede principe stemmen we de
NLP-techniek van word sense disambiguation (het automatisch toekennen van
woordbetekenissen) af op L2-verwerving als de doelcontext. De volgende stap
bestaat erin de lijst met herkende woordenschatitems te gaan filteren, aange-
zien verschillende doelpublieken nood hebben aan verschillende woordenschat-
selecties. Hiervoor voeren we onderzoek naar methodes voor woordenschat-
selectie op basis van thema en moeilijkheidsgraad. In een derde stap gaan we
na hoe NLP-gestuurde methodes voor voorbeeldenselectie kunnen helpen
om voor elk van de geselecteerde woordenschatitems een reeks gebruiksvoor-
beelden te voorzien. De achterliggende gedachte hierbij is dat authentieke con-
texten een positief effect hebben op de inoefening van woordenschat. Ten slotte
gebruiken we de geselecteerde woordenschatitems en voorbeeldzinnen om leer-
materialen te maken en stellen we deze beschikbaar in een aangepaste online
leeromgeving (een zogenaamd “ICALL-ecosysteem”). Via drie casestudies
peilen we naar de attitudes van studenten tegenover dit ecosysteem.

In onze experimenten tonen we aan (1) dat computerondersteunde metho-
des voor woordenschatretrieval erg performant zijn, maar dat verder onderzoek
noodzakelijk is om tot de foutloze output te komen die vereist is in een pedago-
gische context; (2) dat automatische methodes voor woordenschatselectie een
matige tot sterke correlatie vertonen met de intuïties en noden van L2-leerders;
en (3) dat artificieel gegenereerde voorbeeldzinnen geschikter worden bevonden
door L2-leerders dan zinnen uit corpora. Wat betreft woordenschatselectie op
basis van moeilijkheidsniveau stellen we LexComSpaL2 voor, een dataset die
– als eerste in z’n soort – gebruikt kan worden om gepersonaliseerde modellen
te trainen die de moeilijkheidsgraad van woordenschat kunnen voorspellen.
Tot slot geven de casestudies rond de gebruikersattitudes aan dat werken in
het ecosysteem niet noodzakelijk leidt tot een betere gebruikservaring of tot
een grotere interesse in taaltechnologie, maar dat de studenten op deze manier
wel verbeterde inzichten in NLP verwerven en meer vertrouwen krijgen in de
computer als leerassistent.
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Chapter 1

Introduction

As already hinted at in the title, this PhD dissertation is situated within the
domain of language learning. More in particular, we will conduct research
into how we can select relevant vocabulary items and pedagogically suitable
example sentences (that illustrate how these items are used) from a (large)
collection of texts, in order to facilitate the creation of learning materials
for Spanish as a foreign language. These operations should be performed
in an �intelligent� way, for which we will resort to computer-driven natural
language processing (NLP) as our source of �intelligence�. Put brie�y, we aim
to exploit the opportunities o�ered by NLP techniques to render the creation
of vocabulary learning materials more e�cient and more tailored to the needs
of the target learners. As will be motivated below, intelligent vocabulary and
example selection for foreign language learning purposes is a relevant task with
several pending challenges, especially for other languages than English.

1.1 Motivation

1.1.1 Topic: foreign language learning

With mother tongue(s) or native language(s)(L1 henceforth) being the lan-
guage(s) someone acquires during early childhood, aforeign or second lan-
guage (L2 henceforth) can be de�ned as any language that is not (one of)
that person's L1(s) (R. Ellis, 2014). Clément and Kruidenier (1983) identi�ed
four main orientations which lead people to wanting to learn an L2: travel,
friendship, knowledge, and instrumental orientations (e.g., boosting your ca-
reer or obtaining a course credit). In a world where technological support
for language-related tasks keeps improving at an exponential rate and starts
yielding human-like output (Else, 2023; Popel et al., 2020), some of these
orientations have been called into question, and with it also the very fact
of learning/teaching1 an L2 (Godwin-Jones, 2019). In particular, digital lan-
guage tools have become very adept at helping perform transactional language
operations, such as asking a question to someone who speaks another language
by means of an automatic translation tool.

1As learning and teaching can be considered two sides of the same coin, for the ease of reading
we will no longer explicitly add the term �teaching� in the remainder of this chapter.
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Chapter 1. Introduction

However, a considerable part of human conversations is not about practical
transactions of messages, but about establishing relationships, which can be
both of a non-professional (travel and friendship orientations) and a profes-
sional nature (instrumental orientations). And for technological applications
to assist in building these relationships, they face the considerably more chal-
lenging tasks of addressing the sometimes unpredictable development of human
conversations and of processing non-verbal means of communication such as
body language (Godwin-Jones, 2019). In other words, in the use of technology
there does not reside anydeus ex machinathat allows people to fully function
and engage in languages they do not master. This full immersion in foreign
languages and the cultures behind them also constitutes a decisive factor in
the knowledge orientation. As indicated by users of language learning applica-
tions such as Duolingo, one of the key reasons why they start to learn an L2 is
the ability to gain a better understanding of other cultures by directly talking
to other people and directly accessing source language content without having
to rely on (automatic) translations (Blanco, 2021). Finally, it is also worth
noting that speaking di�erent languages has proved to be a healthy cognitive
exercise, even to such an extent that bilingual adults may show a delayed onset
of dementia compared to monolinguals (Berkes et al., 2020).

1.1.2 Language learning aspect: vocabulary

The concept of human language has generally been viewed as a complex and
multifaceted communication system, consisting of syntax, morphology, phonol-
ogy, semantics, pragmatics, discourse, and lexis (vocabulary) as its subcom-
ponents (Mitchell et al., 2019). In the history of language learning research,
a wide variety of di�erent theories has been proposed, each one with a unique
take on the individual subcomponents (see R. Ellis [2021], Gass and Mackey
[2012], and Mitchell et al. [2019] for extensive overviews). The Universal
Grammar theory, for example, puts a strong emphasis on grammatical rules
and patterns (i.e. on syntax, morphology, and phonology), at the expense of
components such as vocabulary (Eyckmans, 2010; Zimmerman, 1996). Other
theories, however, do not prioritise the role of grammar, with the Input Hy-
pothesis (Krashen, 1989) and emergentism (N. C. Ellis, 1998) being two well-
known examples. Instead, these accounts focus on the incidental development
of linguistic competence by extensive exposure to comprehensible input (Input
Hypothesis) and on simple learning mechanisms � operating in and across hu-
man systems for perception, motor-action, and cognition � that are claimed to
propel the �coming into existence� of human language systems (emergentism).
Although the landscape of L2 learning research and theories leaves us with
a �continuing impression of great diversity� (Mitchell et al., 2019, p. 285),
it is fair to say that, over the course of history, the view on the individual
subcomponents of human language has shifted from a hierarchical conceptual-
isation (with grammar operating as the nucleus and other components being
of secondary importance) to a more balanced and interconnected construct.
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In this interconnected view on human language, vocabulary is one of the
aspects occupying a prominent position. With grammar and vocabulary being
considered �2 sides of the same coin� (Boers, 2021, p. 4), it is argued that
(1) grammatical knowledge also includes knowing whichwords the grammat-
ical patterns/rules can be applied to and that (2) word knowledge includes
knowing not only the form and meaning of words but also their grammati-
cal/phraseological constraints(e.g., whether a verb is followed byto + in�nitive
or by an -ing form). Furthermore, having an extensive vocabulary knowledge
has been identi�ed as an indispensable requisite to be able to function in an
L2 (Milton, 2013; Schmitt, 2010b; Zimmerman, 1996).

1.1.3 Target setting: pedagogical environment

Vocabulary can be learnt in various settings, from pedagogical environments
(i.e. at school under guidance of a teacher) to immersion (i.e. living in a
country where the L2 is spoken). Pedagogical settings have long been one
of the predominant environments where L2s were being taught and learnt (if
not the most predominant one), but recent research into informal language
learning through digital tools 2 indicates that the need for classroom-based,
explicit language instruction might be decreasing (Cole & Vanderplank, 2016;
Kusyk, 2017). This alternative out-of-class setting of informal learning has
been denominated �language learning in the digital wilds� (Sauro & Zourou,
2019). In accordance with the principles of implicit learning (N. C. Ellis,
1994; Reber, 1967), it departs from the notion that the abundance of widely
accessible digital tools provides su�cient opportunity and content to learn an
L2, thanks to the repeated exposure to patterns, vocabulary and language
structures (Godwin-Jones, 2019). A good case in point can be found in De
Wilde et al. (2020), who discovered that the use of English in informal settings
prior to classroom instruction (e.g., gaming or social media) can lead to large
increases in the language pro�ciency of 10- to 12-year-old children.

However, this way of language learning also comes with its limitations.
First of all, it assumes that learners have easy access to digital devices and a
stable internet connection, which is still a privilege in many parts of the world.
As for the learner pro�le, successful learning in the digital wilds requires a
large degree of intrinsic motivation and self-discipline (Hannibal Jensen, 2019),
and for learners of a beginner/lower-intermediate pro�ciency level it might be
(too) challenging to �nd enough understandable content, especially for less
commonly spoken languages. Finally, although they are often seen as two
of the major advantages of the digital wilds, the abundance of content/tools
and their �wild� (i.e. unstructured) character might also cause learners to feel
overwhelmed and lead to ine�ective learning. As a result, it is generally agreed
upon that well-designed explicit learning activities in pedagogical settings are

2Under �digital tools� we understand any type of technological application or environment
in which spoken and/or written language is used, ranging from television over games to
social media.
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still of great value, not in the least for the subcomponent of vocabulary learning
(Nation, 2022).

1.1.4 Method: computer-assisted learning

As motivated in Section 1.1.1 and 1.1.3, the use of digital language tools alone
will unlikely be su�cient for people to fully function and engage in an L2.
However, what these tools do possess is the ability to play the role of a valu-
able assistant in the process of learning an L2. In fact, the introduction of
technological tools in education (also referred to as educational technology or
EdTech) has opened a wide range of opportunities for language learning, from
automatic grammatical error correction (Bryant et al., 2023) to gami�cation
(Shortt et al., 2023). One of the main challenges lying ahead is the adequate
integration of EdTech into vocabulary learning courses and activities, to ensure
that a su�ciently high �return on investment� is obtained. In other words,
investing time and resources into digital tools for vocabulary learning purposes
should lead to an improved e�ciency of both the teaching process (e.g., facili-
tating the creation and correction of exercises) and the learning process (e.g.,
providing additional practice opportunities outside the classroom).

The domain which studies this integration of technology into language
learning is usually referred to as Computer-Assisted Language Learning or
CALL (although other terms such as Technology-Enhanced Language Learn-
ing or TELL are also used). In brief, CALL can be described as the area of
work concerned with theuseof technology (i.e. the computer-assisted methods
and applications that contribute to learning a language) and the development
of technology (i.e. the body of studies that analyse these methods and ap-
plications and/or help improve them) in language learning contexts (Levy &
Hubbard, 2005).

Recently, advances in the �eld of Arti�cial Intelligence (AI) and its sub-
domain of Natural Language Processing (NLP) led to an increased interest in
Intelligent CALL or ICALL. With NLP-driven methodologies as its source of
�intelligence�, ICALL seeks to � among other goals � facilitate and/or (par-
tially) automate the creation of language learning materials. Examples of
ICALL applications are sentence selection systems (Pilán et al., 2016), models
predicting the di�culty of words (Aleksandrova & Pouliot, 2023; Alfter, 2021;
Tack, 2021), and methods which create learning materials using generative AI
(Caines et al., 2023). However, as we will discuss in Section 1.2, many ICALL-
related grounds are yet to be explored and many of the existing applications
still show room for improvement.
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1.2 ICALL methods for vocabulary learning:
research gaps

As already brie�y mentioned above, a large majority of the available tech-
nological language tools focus on English as the target language. This trend
is also visible in the domain of (I)CALL, where most of the research being
conducted is focused on (learners of) English as an L2 (Choubsaz et al., 2023;
Römer, 2011). Given its status aslingua franca in large parts of the world,
there is an important di�erence in perspective between L2 English compared
to other languages. Put brie�y, the omnipresence of English provides exten-
sive opportunity to implicitly �acquire� the language, while for other languages
much more explicit �learning� e�orts will be required (see Section 2.1.1 for a
discussion on acquiring versus learning a language). In other words, the great-
est potential/need for further research can be said to lie with indigenous and
less commonly spoken languages, but also for more widely spoken languages
substantial progress can still be made (see Bhide et al. [2019] for Hindi).

In this thesis, we will focus on one of those more widely spoken languages,
namely Spanish. As appears from the Choubsaz et al. (2023) survey, L2 Span-
ish is less researched in (I)CALL compared to English (36 versus 150 times
on a total of 426 articles). Moreover, as one of the most frequently chosen
languages by L2 learners (Centro Virtual Cervantes, 2018), Spanish is also
o�ered as an L2 in many language careers in secondary and higher educa-
tion in Belgium (the country where the present PhD research was conducted),
which provides us with a suitable and easily reachable target audience. Finally,
Spanish includes some morphosyntactic features that raise speci�c challenges
from a computational linguistic point of view, such as the use of clitics (e.g.,
dámelo: `give it to me') and the absence of lexical compounding. Addressing
those challenges can yield valuable new insights into the domain of NLP.

A second important general observation concerns the theoretical founda-
tions of (I)CALL studies. With almost 20% of the high-impact CALL pub-
lications being entirely atheoretical (i.e. lacking the explicit adoption of a
theory to frame the research), Choubsaz et al. (2023) emphasise the need to
increase theoretical engagement in CALL-related scienti�c output. A similar
claim is made by Ruiz et al. (2023) for ICALL, stating that there is a �need
to [...] establish how one can operationalize and measure important SLA con-
cepts in ICALL systems in a real-life learning context�. As the integration of
NLP-driven methods gives ICALL a higher interdisciplinary nature than �reg-
ular� CALL, the need to underpin practical developments by relevant theory
becomes even more crucial. Therefore, in this PhD project we will pay par-
ticular attention to the theoretical foundations laid in the di�erent domains
which come together in the �eld of (I)CALL. By linking the practice-oriented
parts of our research to relevant theoretical frameworks, we aim to make a
substantial contribution to turning the interplay between the various domains
involved in (I)CALL into a virtuous circle.
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The concrete research activities to which the theory will be applied ad-
dress several of the remaining gaps for vocabulary learning in an ICALL set-
ting, which we will brie�y discuss below. The gaps are divided into four main
areas (vocabulary retrieval, vocabulary selection, example selection, and the
integration into an online learning environment), each of which will also con-
stitute a separate chapter in this dissertation. A more detailed discussion of
the related research will be presented in the literature review (Chapter 2) and
in dedicated subsections of the individual chapters corresponding to the four
main areas (Section 4.1.2, 4.2.2, 5.1.2, 5.2.2, 6.2, and 7.2).

1.2.1 Vocabulary retrieval

In the simplest terms, vocabulary retrieval processes start from a query that
de�nes which (type of) words qualify as vocabulary items, and then scan a
(collection of) text(s) in search of all words which match the prede�ned criteria.
The success of this operation largely depends on how the (collection of) text(s)
has been preprocessed. For example, if the query states that only content
words qualify as vocabulary items, the preprocessing should include a step
in which a part-of-speech (POS) tagger is applied to the text. As a result,
the retrieval method will be able to recognise nouns, verbs, adjectives, and
adverbs and thus also be able to recognise and retrieve all content words from
the (collection of) text(s). On a terminological note, in the remainder of this
dissertation we will use the term �corpus� to refer to this concept of a collection
of texts (see Chapter 3 for an extensive discussion on corpora).

1.2.1.1 Multiword expressions

Vocabulary items do not necessarily correspond to single words. On the con-
trary, the number of multiword expressions (e.g., darse cuenta: `to realise';
entrada en vigor: `entry into force') in a language is sometimes equally large as
the number of single-word vocabulary items (Jackendo�, 1997). Consequently,
a preprocessing component that is able to indicate which sequences of words
can be considered multiword expressions (MWEs) can provide a considerable
added value to vocabulary retrieval processes.

Given its highly complex nature, the task of MWE identi�cation is often
considered a research domain on its own. The Special Interest Group on the
Lexicon of the Association for Computational Linguistics (SIGLEX), for in-
stance, has a section which is exclusively dedicated to studying MWEs in all
their (computational) facets and which organises gatherings such as the Work-
shop on Multiword Expressions. Regarding the remaining challenges for MWE
identi�cation, the Ramisch et al. (2023) survey �rst of all identi�ed a lack of
systematicity in the methodological choices and descriptions of MWE studies
(e.g., concerning corpus selection, MWE encoding, and evaluation metrics).
Other challenges to be addressed include detecting and measuring idiomatic-
ity, increasing performance for specialised languages and domains, and explor-
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ing how MWEs are represented in pretrained (large) language models (Bhatia
et al., 2023).

Considering the scale and intricate nature of the MWE identi�cation prob-
lem, it would go beyond the scope of this PhD project to address (one of) these
major challenges. Therefore, we adopt a more narrow approach and aim to
�ll the lacunas for one speci�c MWE type in one speci�c setting: the retrieval
of inherently re�exive verbs through the automatic morphosyntactic analysis
performed by NLP taggers and parsers3. In fact, MWE annotation in the
resources used to train these NLP tools (e.g., Universal Dependencies [UD]
treebanks) is often inconsistent and incomplete (Martínez Alonso & Zeman,
2016), partly because translating continuous categories from the domain of
linguistics into binary/discrete annotation labels is far from self-evident.

1.2.1.2 Sense awareness

Secondly, when the same word form has multiple possible meanings (e.g.,fun-
ción: `function / theatre play'), a second challenge arises for automatic vo-
cabulary retrieval. The computational resolution of these lexical ambiguities
(commonly referred to as word sense disambiguation or WSD) is still an open
problem in NLP research (Blevins et al., 2021), especially for languages other
than English and for speci�c target audiences such as L2 learners. As a mat-
ter of fact, the distinction of word senses has received limited attention in the
design of vocabulary learning activities and graded word lists (Pilán et al.,
2016; Tack et al., 2018), even though mastering (the di�erent meanings of)
ambiguous items has been recognised as a non-negligible aspect of vocabulary
learning. Boers (2021), for instance, states that being able to make connections
between concrete and abstract uses of the same word can make the abstract
uses easier to remember.

Moreover, most corpus query tools and concordancers only allow perform-
ing queries on word forms, not on word senses. As a result, when looking
for usage examples for each sense of an ambiguous word, users of those tools
(which may refer to students, teachers, or coursebook designers) usually have
to manually select these examples from the corpus output. Similarly, it might
be necessary to manually �lter non-disambiguated concordance lines before
they become suitable as input for exercises which focus on speci�c and/or less
commonly used meanings of ambiguous words. To overcome these kinds of
limitations, in the present PhD project we will conduct research into develop-
ing a WSD methodology tailored to L2 learning as the speci�c target setting.
In summary, the vocabulary retrieval component of an ICALL system can be
visualised as in Figure 1.1.

3See Section 3.3.2 for more information on automatic morphosyntactic analysis. Examples
of tools which are able to perform this kind of analysis are spaCy and Stanza.
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Chapter 1. Introduction

Figure 1.1. Conceptualisation of vocabulary retrieval component.

1.2.2 Vocabulary selection

When the retrieval procedures as described above are completed successfully,
every retrieved vocabulary item should be a �lexical unit�, which can be de�ned
as a particular lexeme (consisting of one or several words) linked to a particular
meaning. However, this does not mean that every retrieved item is also relevant
to learn, as di�erent purposes and di�erent target audiences require di�erent
selections of vocabulary items. In a language for speci�c purposes (LSP) course
on tourism discourse, for example, it is essential to know which items in the
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retrieved vocabulary list are the most typical of the domain of tourism, so
that these items can be assigned a central place in the course materials. In
a similar vein, for a group of low-pro�ciency learners it would make sense to
�lter out all advanced and specialised items from the retrieved vocabulary list,
as classes for beginner-level learners should mainly focus on the most common
vocabulary (Leech, 2014; Nation, 2022).

1.2.2.1 Topic-based selection

A �rst approach to tailor vocabulary learning materials to a particular purpose
or target audience is to perform a topic-based or domain-speci�c selection.
This operation is usually performed by means of �keyness� (or �termhood�)
calculation, in which word frequencies from astudy corpus (i.e. a collection
of texts containing textual data for the target domain) are compared to word
frequencies in areference corpus (i.e. a collection of texts on a broad range
of topics, said to represent �general language�). Keyness analysis has a long
history of using statistical signi�cance as the go-to metric, but recent research
has questioned the appropriateness of statistical signi�cance as a measure to
determine keyness and advocated for a shift towards measuring e�ect size
(Gabrielatos, 2018) and including dispersion values (Gries, 2021). In this
dissertation, we will apply these alternative approaches for calculating keyness
to L2 learning as the target setting. To the best of our knowledge, this kind
of study has not been performed before.

1.2.2.2 Di�culty-based selection

Next, when learning materials need to be adapted according to the pro�ciency
level of the target audience, di�culty-based selection procedures come into
play. In essence, these procedures work towards building classi�ers � which
can be rule-based or driven by machine learning � that automatically assign
di�culty labels to vocabulary items. These predictions can follow a binary
(i.e. �di�cult� versus �non-di�cult�; Tack, 2021) or multi-category classi�-
cation system (e.g., the A1 to C2 levels of the Common European Frame-
work of Reference for Languages [CEFR]; Alfter, 2021). The personalisation
of di�culty classi�ers has been identi�ed as an important avenue for further
research (North et al., 2023), as personalised models showed signs of outper-
forming their generic counterparts (Gooding & Tragut, 2022; Tack, 2021). In
the present dissertation, we will continue this line of research by applying the
principles of lexical complexity prediction (LCP; Shardlow et al., 2020) � in
which the di�culty of words is evaluated on a �ve-point scale � to L2 learn-
ers as the target audience. We will construct a customised LCP dataset and
use it to develop personalised di�culty classi�ers. In conclusion, the vocab-
ulary selection component of an ICALL system can be conceptualised as in
Figure 1.2.
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Figure 1.2. Conceptualisation of vocabulary selection component.

1.2.3 Example selection

By concatenating vocabulary retrieval and selection procedures, it becomes
possible to extract customised vocabulary lists from corpora. However, from a
pedagogical point of view, it is recommended to practice vocabulary items in
well-formed and context-independent pieces of text that display how the items
are used in authentic contexts (Laufer & Shmueli, 1997). Later, these usage
examples can then be processed into actual vocabulary learning materials,
which can range from glossaries over �ashcards to �ll-in-the-blanks exercises.
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1.2.3.1 Non-manipulated example selection

To gather examples that illustrate the usage(s) of the selected target words,
corpora can again be used as the data source. It is only recently that the
extraction of pedagogically suitable examples from corpora has been consid-
ered from a (semi-)automatic and NLP-driven perspective, which leaves much
ground to be explored in this particular area. As for selection procedures that
do not apply any modi�cations to the raw corpus data, the foundations were
laid by Pilán et al. (2016), who established a sentence selection framework con-
sisting of 25 criteria grouped into six main categories (e.g., well-formedness and
context independence). In this thesis, we will take the methodology of Pilán
et al. (2016) as our starting point to study, among other topics, the cross-
lingual applicability of sentence selection frameworks and the role of typicality
as a selection criterion (e.g., by analysing the impact of prioritising sentences
which include frequent lemma and/or POS patterns around the target item).

1.2.3.2 Manipulated example selection

Next, there also exist procedures that alter parts of the raw corpus data to
arrive at pedagogically suitable examples. These procedures are mostly applied
to examples which have a limited number of aspects that make them less
suitable to be used in learning materials. For instance, an example sentence
may be well-formed, context-independent and full of frequent patterns, but
contain too many di�cult words for a given target audience. In this case,
the technique of lexical simpli�cation can be applied to replace the di�cult
words by simpler alternatives. However, the �eld of L2 learning has seen little
attention being devoted to automatic simpli�cation procedures (especially at
sentence level), despite having a long tradition in manual text simpli�cation
(Shardlow, 2014a; Siddharthan, 2014).

Apart from modifying existing sentences, recent developments in the �eld
of Generative Arti�cial Intelligence (GenAI) have uncovered another pathway
to obtain �manipulated� example sentences: the creation ofarti�cial, prompt-
based sentences. With a description that speci�es the target word and the
desired criteria for the example sentences (i.e. the prompt), GenAI systems are
able to return sentences which illustrate usages of the target word in question.
The pedagogical usability and validity of those arti�cially generated sentences,
however, is still to be corroborated. In summary, the example selection module
of an ICALL system could be depicted as in Figure 1.3.
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Figure 1.3. Conceptualisation of example selection component.

1.2.4 Integration into online learning environment

Finally, the abovementioned retrieval and selection procedures (both for the
vocabulary items and the usage examples) can be integrated into online learn-
ing environments, which should make the environments more �intelligent�.
Thanks to this added �intelligence�, end users (which may refer to students,
teachers, or coursebook designers) should be able to perform customised que-
ries and generate learning materials tailored to their personal needs (e.g., by
de�ning the desired degree of domain-speci�city and pro�ciency level). Exam-
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ples of non-commercial platforms that include �intelligent� functionalities for
the retrieval or selection of vocabulary items and usage examples are Lärka
(Alfter et al., 2019; Volodina et al., 2014) and Sketch Engine for Language
Learning (SKELL). However, many of these environments are relatively static,
in the sense that they do not exploit user activity data (e.g., performed queries
and exercise responses) to detect and resolve possible �aws on the platform.
Therefore, in this dissertation we will introduce the concept of �ICALL ecosys-
tems�. By this term, we refer to a type of interactive platform which enables
users to create learning materials and gain �technological metaskills� (Schwein-
berger, 2021), but which also collects user activity data to improve the NLP-
driven retrieval and selection procedures included in the environment.

Nevertheless, all of the above only makes sense if the users �nd working
in the environment a useful and enjoyable experience. A common way to
�measure� these aspects is analysing user attitudes (Afshari et al., 2013) by
means of speci�c questionnaires, such as A-CALL (Attitudes towards CALL;
Vandewaetere and Desmet, 2009) and Attrak-Di� (Lallemand et al., 2018).
Research into gauging attitudes towards ICALL in particular is, however, a
relatively new and unexplored area. With this PhD dissertation, we aim to
contribute to �lling this gap by developing a customised questionnaire and
using it to gauge students' attitudes towards working in the abovementioned
ICALL ecosystem.

1.3 Structure of the dissertation

As the structure of the dissertation, we take the �ow of an end-to-end ICALL
environment used in a pedagogical setting (Figure 1.4). After presenting the
literature overview in Chapter 2, we dedicate Chapter 3 to the concept of �cor-
pora�, which provide the input data that propel the entire environment. Next,
Chapter 4 and 5 include our contributions to the tasks of vocabulary retrieval
and vocabulary selection respectively. In Chapter 6 we discuss our work on
the selection of example sentences, after which we present the implementation
of the retrieval and selection methods in a real-life learning environment (and
its conversion into an �ICALL ecosystem�) in Chapter 7. Finally, the conclu-
sions and directions for further research drawn from this PhD dissertation are
discussed in Chapter 8.
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Figure 1.4. Conceptualisation of end-to-end ICALL environment.

1.4 Disclaimer on large language models

A few years before the start of this PhD project in October 2019, the introduc-
tion of static word embedding models (e.g., word2vec; Mikolov et al., 2013)
meant a major breakthrough in the domain of NLP. However, static word
embeddings were only just starting to be implemented in mainstream NLP
tools and applications when the rise of Transformers (Vaswani et al., 2017)
and Transformer-based word embedding models (e.g., Bidirectional Encoder
Representations from Transformers; BERT; J. Devlin et al., 2019) again shook
up the domain of NLP. As the period during which large part of the research
was conducted coincides with the period when Transformer-based (also called
�contextualised�) word embedding models started to replace static models as
the mainstream technique, this PhD project was following a similar �ow: some
research methods made use of static word embeddings while other methods
complemented or replaced static embeddings by contextualised ones.

Yet, the continued development of Transformer-based models rapidly evol-
ved into the birth of high-performing large language models (LLMs) including
groundbreaking generative capabilities, with OpenAI's launch of ChatGPT in
November 2022 often considered as the embodiment of this transition. Ar-
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guably, the rise of LLMs has led to some of the most radical and disruptive
changes the domain of NLP has seen to date, with implications far beyond the
�eld of NLP alone. We are well aware that this LLM revolution has caused
some parts of the PhD project to be �overtaken by time�, since it is more
than likely that several methods presented in this dissertation would greatly
bene�t from the use of LLMs to arrive at better results. At the same time,
however, the research experiment we conducted on comparing corpus-based
example sentences to arti�cially generated ones (Section 6.4) showed that the
pedagogical suitability of LLMs' output is not guaranteed. Research �ndings
such as these highlight the (current) limitations of LLMs for L2 learning pur-
poses, implying that the �non-LLM� contributions of this PhD project are still
of great value.

1.5 Overview of publications

To conclude the introductory chapter, we present the list of academic papers
that � at the time of writing � were published as a part of the PhD project:

ˆ Degraeuwe and Goethals (2020)

� Title : �Re�exive pronouns in Spanish Universal Dependencies�
� Short description : First version of annotation scheme to reannotate po-

tentially re�exive pronouns (and inherently re�exive verbs) in Universal
Dependencies treebanks.

ˆ Degraeuwe et al. (2021)

� Title : �Ampliar la caja de herramientas del análisis del discurso asistido
por el ordenador: El caso de los cinco sentidos en el discurso turístico�

� Short description : Application of keyness and word sense disambiguation
methods to tourism discourse and its references to �the �ve senses�.

ˆ Degraeuwe and Goethals (2022a)

� Title : �Re�exive pronouns in Spanish Universal Dependencies: From
annotation to automatic morphosyntactic analysis�

� Short description : Final version of annotation scheme to reannotate po-
tentially re�exive pronouns (and inherently re�exive verbs) in Universal
Dependencies treebanks and application of the annotation scheme to the
UD Spanish AnCora v2.6 treebank.

ˆ Degraeuwe and Goethals (2022b)

� Title : �ICALL ecosystems: Making ICALL's intelligence both accessible
and understandable�

� Short description : Re�ection on the design of an �Intelligent Computer-
Assisted Language Learning ecosystem�, carried out by means of a case
study with 32 L2 Spanish students.
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ˆ Degraeuwe and Goethals (2022c)

� Title : �Interactive word sense disambiguation in foreign language learn-
ing�

� Short description : Presentation of novel word sense disambiguation me-
thod for L2 Spanish which is based on a few prototypical example sen-
tences and contextualised word embeddings as input and integrates part
of the training data collection process into interactive vocabulary exer-
cises.

ˆ Degraeuwe and Saggion (2022)

� Title : �Lexical simpli�cation in foreign language learning: Creating ped-
agogically suitable simpli�ed example sentences�

� Short description : Presentation of lexical simpli�cation method for L2
Spanish and novel evaluation procedure with L2 teachers.

ˆ Degraeuwe and Goethals (2023)

� Title : �Making ICALL's intelligence accessible and understandable: Eval-
uation, validation, and future directions of ICALL ecosystems�

� Short description : Follow-up study on �Intelligent Computer-Assisted
Language Learning ecosystems�, carried out by means of a case study
with 22 L2 Spanish students.

ˆ Degraeuwe and Goethals (2024)

� Title : �LexComSpaL2: A lexical complexity corpus for Spanish as a
foreign language�

� Short description : Presentation of a novel corpus which can be employed
to train personalised word-level di�culty classi�ers for learners of L2
Spanish.
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Chapter 2

Related research

As mentioned in the introduction, the �elds of language learning/teaching and
NLP play an essential role within ICALL. In this chapter, we will present a
non-exhaustive overview of some of the main theoretical foundations laid in
those two domains (Section 2.1 and 2.3). Additionally, a separate section will
be dedicated to the state of the art in vocabulary learning/teaching, given the
particular focus of the PhD project on this language aspect (Section 2.2). In
the subsequent chapters, we will use these theoretical foundations to underpin
our research methods.

2.1 Foreign language learning and teaching

2.1.1 Introduction and terminology

To refer to the e�orts people undertake to master a language that is not
(one of) their L1(s), di�erent terms can be used. The two most commonly
used ones areforeign languageor FL (with foreign language learningor FLL
becoming the name for the domain) andsecond languageor L2 (with second
language acquisitionor SLA as the name for the domain). Although these
terms are often used interchangeably, the concepts they comprise have di�erent
nuances. A �rst di�erence in nuance can be found in the wordsforeign versus
second, more particularly in the type of ties with the L1 community they
express. While foreign languages are said to lack any substantial local uses
or groups of speakers,second languages co-occur with the L1 in the local
region or community (Mitchell et al., 2019). Secondly, also the wordslearning
and acquisition carry slightly di�erent meanings, a di�erence which can be
traced back to the speci�c way in which people develop their knowledge of a
foreign/second language (Lichtman & VanPatten, 2021). If learners perform
authentic, spontaneous activities with the sole purpose of bringing them to a
good end (e.g., reading a book as the activity and understanding the plot as the
purpose), any language knowledge gainedincidentally is said to beacquired. In
other words, language acquisition refers to the increase in language knowledge
obtained as a kind of by-product when undertaking real-life activities in a fo-
reign/second language. Conversely, if learners perform exercises in which they
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have to pay deliberate attention to certain linguistic phenomena1, they are
said to be learning the target language. In this case, an increase in language
knowledge is not a by-product of the activities, it is their main goal.

Although most researchers in the �eld do not sustain a hard distinction
between the concepts of acquisition and learning (Mitchell et al., 2019), the
spontaneous character of the former versus the deliberate approach of the latter
does bring us to one of the most heavily debated dichotomies in the domain of
FLL/SLA, namely the one between implicit-incidental and explicit-intentional
learning (R. Ellis, 2015). Coined by Reber (1967), implicit learning refers to
the natural, unconscious process of acquiring knowledge about the underlying
structure of a complex stimulus environment (in this case, a foreign/second
language). Explicit language learning, on the other hand, can be considered a
more conscious operation where the individual develops metalinguistic knowl-
edge by looking for structural elements such as rules and patterns (N. C. Ellis,
2015). Implicit and explicit learning/knowledge have been conceptualised as
two independent constructs (Paradis, 2004) and as a continuum (Dienes &
Perner, 1999). Furthermore, some researchers have also decoupled the con-
cept of learning from that of knowledge, arguing that implicit learning does
not necessarily result in implicit knowledge and explicit learning not per se in
explicit knowledge. R. Ellis (2015, p. 419), for instance, states that learners
�may learn implicitly but still acquire explicit knowledge if they re�ect on
their use of speci�c linguistic forms�, a scenario which frequently occurs with
cognitively-mature adult learners.

The most signi�cant point of discussion, however, is which type of learn-
ing/knowledge is the best way to acquire/learn a new language. In general,
�there is broad consensus that the acquisition of an L2 entails the development
of implicit knowledge� (R. Ellis, 2005, p. 143). For the language aspect of vo-
cabulary, previous studies revealed large e�ects for implicit-incidental vocab-
ulary learning, with mean proportions of target words learnt from meaning-
focused activities ranging from 9-18% on immediate and 6-17% on delayed
post-tests (S. Webb et al., 2023). Nevertheless, L2 acquisition by implicit
means alone has been argued to be limited in its success (N. C. Ellis, 2015).
Although the degree of learning gains in explicit-intentional learning can di�er
considerably depending on the activity type (S. Webb et al., 2020), there is
ample empirical evidence showing that �focused L2 instruction results in large
target-oriented gains, that explicit types of instruction are more e�ective than
implicit types, and that the e�ectiveness of L2 instruction is durable� (N. C.
Ellis, 2002, p. 145). In this PhD project, we will mainly focus on activities
involving an explicit-intentional component, as a part of the language-focused
learning strand (Section 2.1.2).

For practical reasons, in the remainder of this dissertation we will use

1We interpret the term �linguistic phenomena� in its broadest possible sense. It
can refer to general linguistic concepts such as words or sentence types (declara-
tive/exclamatory/imperative/interrogative) as well as to more speci�c features such as
passive voice, irregular verbs, or the structure of relative clauses.

18



2.1 Foreign language learning and teaching

�second language/L2� and �second language acquisition/SLA� as our default
terms to refer to, respectively, the concept of a non-mother tongue and the (im-
plicit and explicit) processes/knowledge involved in its acquisition. The terms
�acquisition/to acquire� and �learning/to learn� will be used interchangeably.
Whenever more �ne-grained analyses are required, we will mention this explic-
itly and resort to the di�erent terms and their speci�c nuances in the way they
are explained above. Finally, it should be noted that Spanish (i.e. the tar-
get language in this PhD project) is usually the fourth L2 being learnt in the
Dutch-speaking part of Belgium (i.e. the target region of this PhD project),
behind French, English, and German.

2.1.2 Language learning and teaching frameworks

As described in the introduction, human language is a multifaceted construct
consisting of subcomponents such as lexis (i.e. vocabulary), phonology, and
syntax. This implies that, to fully master a language, the activities performed
by L2 learners should pay attention to all these di�erent subcomponents. A
useful resource that can help �nd a balance in distributing this attention is
the LIST framework (Table 2.1), which summarises the learning objectives of a
language course into four main goals linked to speci�c subgoals (Nation, 2022).
The separate listing into main goals and subgoals is not meant to promote a
rigid approach in which all course components can only contribute to one
particular goal; rather, it aims at making teachers/language course designers

General goal Speci�c subgoals

L anguage items

Spelling and pronunciation

Vocabulary

Grammatical constructions

I deas (content)
Subject matter knowledge

Cultural knowledge

Skills

Language skills: reading, writing, listening, and speaking

Accuracy

Fluency

Strategies

Process skills or subskills

T ext (discourse)
Conversational discourse rules

Text schemata or topic type scales

Table 2.1. LIST framework based on Nation (2022, p. 2) and Nation and Newton
(2009, p. 15).
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more analytical about the techniques used to achieve the goals (e.g., choosing
techniques which can contribute to multiple goals) and about the design of
language learning programmes in general (Nation & Newton, 2009).

To translate the goals of the LIST framework into concrete types of activ-
ities, the �four strands of language learning� (Nation, 2007; Table 2.2) can be
taken as a starting point. Over the years, this framework has become a widely
used resource in (research on) the design of language learning courses (Funk,
2012; Han, 2015; Robb, 2022). Drawing on a large and growing body of SLA
research, the four-strand framework brings together insights on the roles of
input, output, and form-focused instruction, both for the receptive language
skills (i.e. listening and reading) and the productive ones (i.e. speaking and
writing). As was the case with the LIST framework, the activities performed
by the learners should dedicate an approximately equal amount of attention
to all four main components of the framework.

Strand Description Examples

Meaning-focused
input

Learning through listening and reading (i.e.
receptive skills). The learners' main focus
should lie on understanding the content of
what they are hearing/reading.

Extensive reading;
listening to conver-
sations; watching
TV

Meaning-focused
output

Learning through speaking and writing (i.e.
productive skills). The learners' main focus
should lie on conveying a given message.

Participating in
conversations;
giving a speech;
writing a letter

Language-focused
learning

Deliberate learning of language features
such as pronunciation, spelling, vocabu-
lary, and grammar. The long-term goal
of language-focused learning is also to help
learners understand or convey messages (see
meaning-focused strands above), but its
short-term objective is to learn individual
language items (e.g., learning the pronun-
ciation, spelling, and meaning of a word or
learning the usage of a grammatical con-
struction).

Learning vocab-
ulary from word
cards; translat-
ing pieces of text;
memorising dia-
logues

Fluency develop-
ment

Helping learners make the best use of what
they already know, with activities on all
four skills (i.e. listening, speaking, read-
ing, and writing). The strand is meaning-
focused: the aim of �uency development ac-
tivities is to understand and convey mes-
sages.

Speed reading;
repeated retelling;
ten-minute writing

Table 2.2. Four strands of language learning based on Nation (2007). The lists of
examples are non-exhaustive.
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2.2 Vocabulary learning and teaching

2.2.1 Developing vocabulary knowledge: core character-
istics and principles

Arguably, the most crucial step in any vocabulary learning/teaching activity is
establishing a �rm connection between wordform and word meaning (Schmitt,
2008). The stronger these connections, thedeeperone's vocabulary knowledge
is said to be. This concept of vocabulary depth � introduced by Anderson and
Freebody (1981) � brings us to a �rst important distinction in the domain of
vocabulary learning/teaching, as vocabularydepth is often compared to vocab-
ulary breadth or size (Qian, 1999; Schmitt, 2014; Wesche & Paribakht, 1996).
Although there are no clear-cut de�nitions which are widely agreed upon, it
is safe to say that vocabulary breadth refers to the number of words for which
a learner has a minimum knowledge of form (i.e. spelling and pronunciation)
and meaning, whereas vocabulary depth can be said to represent a learner's
level of knowledge of the various aspects of a given word (S. Webb, 2012).
Next to meaning(s) and form, these aspects include morphological properties,
syntactic properties, discourse features such as register, and word frequency
awareness (see Nation [2001] and Qian [1999] for comprehensive overviews).
Besides vocabulary breadth and depth, some researchers proposestrength (i.e.
how �uently and systematically a learner knows each of the abovementioned
aspects) andintegration (i.e. how well a learner is able to relate knowledge of
di�erent words) as additional components of vocabulary knowledge (Nation &
Webb, 2011).

As already touched upon above, another important distinction to make
when discussing the concept of vocabulary knowledge is the di�erence be-
tween receptive (or passive) and productive (or active) knowledge. In brief,
receptive knowledge entails �knowing a lexical item well enough to extract
communicative value from speech or writing�, while productive knowledge
can be de�ned as �knowing a lexical item well enough to produce it when it
is needed to encode communicative content in speech or writing� (Schmitt,
2019, p. 269). For the aspect of pronunciation, for example, receptive knowl-
edge involves being able torecognise the correct word form when hearing it
whereas productive knowledge entails being able toproduce the correct pro-
nunciation of the word form. The receptive/productive distinction applies to
all components of vocabulary knowledge (see above) and is usually not con-
ceptualised as two closed categories but rather as a continuum ranging from
no knowledge over receptive mastery to productive mastery. Importantly, the
continuum should not be considered at the wordform level, but rather at the
word meaning level: for words with multiple meanings, it is perfectly possible
(even highly plausible) that one meaning will be known productively, while
others are known only receptively or not known at all (see also Section 4.2
on lexical ambiguity and word sense disambiguation). To test receptive and
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productive knowledge, Schmitt (2019) argues in favour of using, respectively,
meaning recall and form recall formats. For meaning recall, learners are asked
to provide the correct meaning of a given L2 form (for example by giving the
L1 translation). For form recall, learners are given the L1 translation (or an
L2 synonym/description) and are asked to provide the correct L2 form.

To conclude this introductory part, we will brie�y discuss some of the ef-
forts which have been undertaken to �operationalise� vocabulary knowledge
components. First, to evaluate a learner's vocabulary depth, the Vocabulary
Knowledge Scale (VKS; Wesche and Paribakht, 1996; Table 2.3) can be used.
The VKS consists of �ve self-report categories and integrates several of the
core aspects of vocabulary depth: categories III and IV assess the learner's
knowledge of meaning and form, while category V can be said to evaluate, to
a limited extent, the learner's knowledge of morphological properties, syntactic
properties, and discourse features. Additionally, the VKS takes into account
the di�erence between receptive mastery (through the meaning recall assess-
ment in categories III and IV) and productive mastery (through the in-context
usage example requested in category V). Nevertheless, it should be emphasised
that the primary focus of the VKS � and of other similar instruments such as
the Word Associates Test (Read, 1998) � remains on the receptive mastery
of meaning and form. Separate evaluations examining the strength of knowl-
edge of individual aspects will likely provide a more accurate measurement of
vocabulary depth (S. Webb, 2012; see S. Webb [2007] for an example).

Category Description

I I don't remember having seen this word before.

II I have seen this word before, but I don't know what it means.

III I have seen this word before, and I think it means _____ . (syn-
onym or translation)

IV I know this word. It means _____ . (synonym or translation)

V I can use this word in a sentence: _____ . (If you do this section,
please also do Section IV.)

Table 2.3. The Vocabulary Knowledge Scale as proposed by Wesche and Paribakht
(1996).

The component of vocabulary breadth can be operationalised in a number
of di�erent ways as well. Assuming that the provided set of vocabulary items
is a representative sample, vocabulary depth tests such as the VKS can also
provide some insights into vocabulary breadth (in the case of the VKS, by
summing up the number of words for which the learner indicated III, IV, or
V). However, it makes more sense to test vocabulary breadth using dedicated
instruments such as the Vocabulary Levels Test (VLT; Nation, 1983; Schmitt
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et al., 2001; S. Webb et al., 2017). The VLT is divided into di�erent levels
based on word frequency, with ten clusters (noun, verb, and adjective clusters
in a 5:3:2 ratio) to be assessed per level. Each cluster consists of six words
(three keys and three distractors) and three de�nitions/synonyms. The learner
is asked to link the correct word to each of the three provided de�nitions. In
the example included in Figure 2.1, the learner would be asked to link the
three synonyms (choice, job, and test) to one of the six words (with option,
career, and exam being the keys andcapital, committee, and fence being the
distractors).

Figure 2.1. Example of cluster in Vocabulary Levels Test for L2 English, taken
from the 2,000 word level of S. Webb et al.'s (2017) updated version of the test.

2.2.2 Situation within language learning frameworks

Within the LIST framework, vocabulary has been identi�ed as a speci�c sub-
goal within the general goal of �language items� (Table 2.1). To translate this
subgoal into concrete activity types, we apply the four-strand framework to vo-
cabulary learning as the speci�c context based on Nation (2022), the overview
of which is presented in Table 2.4. More detailed information for each of the
strands is provided in separate subsections below.

Strand Description

Meaning-focused
input

Learning new words through listening and reading activities
where the focus of attention lies on understanding the mes-
sage of the input text.

Meaning-focused
output

Developing vocabulary knowledge through speaking and
writing activities where the main focus lies on the message
to be conveyed.

Language-
focused learning

Deliberate learning of vocabulary through activities which
require paying close attention to speci�c words.

Fluency develop-
ment

Repetition exercises with vocabulary items that are already
known, to make them more readily available for normal use.

Table 2.4. Four strands of language learning based on Nation (2007), applied to
vocabulary learning.
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2.2.2.1 Meaning-focused input

In the meaning-focused input strand, the degree of comprehensibility of the
input materials plays a crucial role. In essence, the main underlying idea of
this strand is that learners acquire vocabulary when the input they are ex-
posed to is comprehensible but slightly beyond their current knowledge, the
so-called �i +1� level (Krashen, 1985; Lichtman & VanPatten, 2021). Impor-
tantly, as detailed in Table 2.2, the concept of �knowledge� as used in this
context has to be understood in terms of receptive knowledge (i.e. listening
and reading). The comprehensible input hypothesis is closely related to the
concepts of comprehension thresholds, which indicate the minimum proportion
of running words readers should understand to be able to learn from a given
input text. The exact percentage of words to be known is subject to debate,
but generally ranges between 95% (Laufer & Ravenhorst-Kalovski, 2010) and
98% (Nation, 2022).

To increase the chance that learners acquire new words, speci�c modi�ca-
tions can be applied to the input text, such as input �ooding (i.e. including
repeated instances of a given linguistic phenomenon; Trahey and White, 1993)
and input enhancement(i.e. strategies drawing the learner's attention to spe-
ci�c words, such as highlighting words in bold or o�ering de�nitions by means
of glosses; Sharwood Smith, 1993). These modi�cation techniques are inex-
tricably linked to SLA insights such as the noticing hypothesis (i.e. learners
have to consciously notice the input before they can advance their language
abilities; Schmidt, 1990) and the positive correlation between the incidental
acquisition pace of words and their frequency in the input text (Uchihara
et al., 2019; Waring & Takaki, 2003). However, two important observations
should be made with regard to input modi�cation. First, the impact of these
techniques is generally larger when they are used in conjunction than when
they are used in isolation (Boers, 2021). Second, even when supportive con-
texts containing clues are provided, the crucial step of meaning inferencing
in �ooded/enhanced texts is not error-free (Bensoussan & Laufer, 1984; Van
Zeeland, 2014).

2.2.2.2 Meaning-focused output

As the meaning-focused output strand is of less relevance in the context of this
PhD project, we will limit ourselves to summarising this strand into a few key
observations. In activities for this strand, the focus lies on learners express-
ing themselves (�output hypothesis�; Swain, 1995) and interacting with other
people (�interaction hypothesis�; Long, 1996) to expand and perfect their lan-
guage skills. In other words, the strand revolves around the development of
productive knowledge skills (i.e. speaking and writing). At the heart of the
strand are SLA research �ndings showing that the usage of newly encountered
items and patterns in production enhances learning and strengthens vocabu-
lary knowledge (DeKeyser & Sokalski, 1996; Joe, 1995). Additionally, research
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into meaning-focused output activities has shown that they can help learners
become aware of which parts of their L2 repertoire are still missing, which can
be an incentive to ��x� these de�ciencies (Swain, 1995). For example, if L2
learners are telling a story to an L1 interlocutor and notice from the reaction
of the interlocutor (e.g., facial expressions or requests for clari�cation) that the
way in which they formulated the message is odd or unclear, they are likely to
be incentivised to search for a better wording on the spot and/or to pay more
attention to the items and patterns they were unable to use adequately when
they encounter them later. In other words, meaning-focused output activities
can inform learners about what isnot done in the target language (i.e. based
on the teacher's or interlocutor's feedback), something that cannot be shown
by means of meaning-focused input activities (Boers, 2021; Kartchava, 2019).

2.2.2.3 Language-focused learning

Thirdly, the language-focused learning strand is tightly linked to the principles
of explicit, form-focused instruction (R. Ellis, 2015; see also concept of explicit-
intentional learning described in Section 2.1.1). Explicit vocabulary learning
activities can take many shapes and sizes, ranging from word/�ash cards to �ll-
in-the-blanks exercises. Although form-focused instruction has been subject
to extensive debate, �there is a very large amount of research [...] which
shows that the gradual cumulative process of learning a word can be given a
strong boost by the direct study of certain features of the word� (Nation,
2022, p. 3). A good case in point can be found in Vandenberghe et al.
(2021), who revealed that language courses including incidental learning from
communication-focused activities as well as deliberate learning result in a faster
vocabulary growth than courses relying only on incidental learning.

When designing language-focused activities, an important question to be
answered is �whether it is best to inform students straightaway of the mean-
ing and characteristics of items [...], or whether it is better to encourage the
students to apply their inferencing skills �rst� (Boers, 2021, p. 91). The
rationale behind this question is that the latter method can be expected to
lead to more robust learning outcomes, since it requires more cognitive ef-
fort. However, research results on this topic are mixed: while some studies
found inferencing to be bene�cial (Elgort et al., 2020), others arrived at the
conclusion that there is little to no di�erence between giving and inferencing
the meaning of words (Carpenter et al., 2012; Mondria, 2003). As inferencing
is much more time-consuming, we can conclude that clarifying word mean-
ings/patterns from the start is likely to be the most e�cient option, especially
when taking into account that wrong inferences can linger in memory and in-
terfere with the correct knowledge (Boers, 2021). Finally, it is worth noting
that corpora constitute an excellent data source for designing language-focused
vocabulary learning activities, irrespective of the approach adopted (inform-
ing versus inferencing). As they easily allow retrieving multiple in-context
instances of vocabulary items, corpora can be used to provide the �repeated
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instances� needed to start noticing and acquiring the usage characteristics of
vocabulary items (Marcos Miguel & Bonilla, 2022).

2.2.2.4 Fluency development

Lastly, the �uency development strand highlights the importance of practising
already known vocabulary items. On the one hand, this can be achieved by
performing activities from any of the three other strands, the only condition
being that textual data containing unknown vocabulary items are excluded
from the activities. On the other hand, it is also possible to apply methods
which have been speci�cally designed to develop �uency, such as speed reading
(Nation, 2005) or the 4/3/2 technique for speaking (i.e. giving a four-minute
speech to a peer and then reperforming the same speech to two other peers,
once with three and once with two minutes of allocated time; Maurice, 1983).

2.2.3 Selection, sequencing, and presentation of vocabu-
lary items

Using frameworks such as LIST and the four strands of language learning as
theoretical underpinnings is a �rst important step in the design of language
courses. However, these frameworks only provide information on how to bal-
ance language courses in terms of language subcomponents (LIST) and types
of activities (four strands); they do not provide detailed information on how
to decide which target items (i.e. vocabulary items in the case of a vocabulary
learning course) to include in the activities, nor on the order and lexical unit
the target items should be presented in.

To select vocabulary items, there is a large consensus that word frequency
and range of occurrence (also called �dispersion� in corpus linguistics, see Sec-
tion 3.3.2) should be used as one of the main selection criteria (Nation, 2022).
As a basis to make this frequency-based selection, several lists have been cre-
ated which contain extensive information on word frequency and/or range
of occurrence (e.g., West [1953] for English and Davies and Hayward Davies
[2018] for Spanish). With corpus-based research being identi�ed as the most
important procedure for specifying the content and sequencing of vocabulary
learning materials as early as the 1980s (Sinclair & Renouf, 1988), the fre-
quency information in these word lists is usually obtained by consulting large
corpora. In this regard, it should be emphasised that the choice of source cor-
pus is crucial (Frankenberg-Garcia et al., 2021). Pinchbeck et al. (2022), for
example, showed that correlations between word list and learner word knowl-
edge (in this case, of 625 Japanese learners of L2 English) show considerable
di�erences depending on the speci�c corpus the word list is retrieved from.

To sequence the activities, two di�erent approaches can be used. In aseries
approach, vocabulary items follow a �xed order according to a given principle.
As explained above, frequency and range of occurrence are most commonly
used, but other principles such as word complexity or communicative needs
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can also serve the sequencing purpose (Nation, 2022). In a�eld approach, a set
of vocabulary items is chosen (e.g., the 1,000 most frequent items according to
a word list) and then covered in an order that is considered to be convenient for
the particular context of the course unit (e.g., grouped into di�erent subsets
based on the semantic domain the words belong to). An important reason
not to rely exclusively on frequency as the ordering criterion is the �internal
consistency� of the learning materials: it is highly likely that sets of words such
asspoon, fork, and knife do not belong to the exact same frequency range, but
presenting them together in the activities does make sense.

The selection and sequencing principles described above are especially ap-
plicable to general-purpose vocabulary learning courses/resources for begin-
ning and intermediate L2 learners. In an LSP course as the target setting or
for more advanced learners as the target audience, however, relying exclusively
on general word lists will unlikely result in the creation of suitable vocabulary
learning materials. To overcome this limitation, tailor-made resources adapted
to the purpose and target audience in question need to be created, for example
based on specialised corpora (Nation and Meara, 2010; see Section 3.3.1 for
more details on specialised corpora). A good case in point is the English Aca-
demic Word List (Coxhead, 2000), which was constructed based on a corpus
of 3.5 million running words of written academic text.

A �nal important decision concerns the lexical unit the vocabulary items
should be presented in: word type/form, lemma, �emma (for �family lemma�),
or word family. To clarify the di�erence between the four classi�cations, let us
consider the wordaddressas an example:address, addresses, and addressedare
all separate word forms; the lemmaaddressas a noun brings together all nom-
inal in�ections ( address, addresses) and the lemma addressas a verb does the
same for all verbal in�ections (address, addresses, addressed, addressing); the
�emma does not distinguish between parts of speech and thus consists of the
nominal as well as the verbal in�ections; and the word family is made up of the
headword, its in�ections, and its derivations (e.g., unaddressedand addressee;
see Bauer and Nation [1993] for a six-level taxonomy of word families).

The choice of lexical unit has important pedagogical consequences: a course
unit including 1,000 word families to be learnt will entail considerably more
word forms than a unit including 1,000 lemmas. As a result, it is not surprising
that the choice of lexical unit in pedagogy has been the subject of �erce debate.
S. Webb's (2021a) critical commentary on �the lemma dilemma�, for example,
triggered the publication of six more commentaries on this topic, some in
favour of (f)lemmas (Brown et al., 2021), some in favour of word families
(Laufer, 2021). In his concluding commentary on these responses, S. Webb
(2021b) argues that lemmas and word families are not dichotomous options:
depending on the speci�c purpose (e.g., pedagogical versus research purposes),
the most appropriate lexical unit will di�er. Until further research brings
more substantial evidence, an important step to include in any methodology
is thus to list the advantages and disadvantages of each lexical unit, analyse
the di�erences between them, and base the �nal decision on this analysis.
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In this PhD project, we will use the lemma as the default lexical unit. The
lack of an established classi�cation system for word family levels in Spanish
(Bauer and Nation [1993] is only applicable to English)a priori excludes the
word family as a potential lexical unit, because it is crucial to be able to adjust
the choice of word family level based on the pro�ciency level of the target audi-
ence (Nation, 2016). Moreover, since we will work with (large) corpora as our
input, we need a lexical type that can be derived from some kind of automatic
morphosyntactic analysis (Section 3.3.2), which is not (yet) possible for word
families. Word types/forms are also unlikely to serve our pedagogical pur-
pose, since learners quickly gain control of the most evident in�ectional a�xes
of a language (e.g., plural form of nouns or verb conjugations). Furthermore,
the morphological richness of Spanish would result in a vast number of target
items, which would, for example, have an undesired e�ect on methods to select
the most typical items from a specialised corpus (Section 5.1). From the two
remaining options, lemma and �emma, we consider lemmas to be the most
�tting for our purpose. Although in some cases the meaning of two �emma
items is relatively easy to derive (e.g.,industrial as the noun �industrialist�
and the adjective �industrial�), there is an equally large number of cases where
this meaning derivation is much less self-evident (e.g.,fresco as �fresco, wall-
painting� and as the adjective �fresh�; presenteas �present day / gift� or as
the adjective �present�), often also because of a speci�c nuance that is added
(e.g., trabajador as �worker� and as the adjective �hard-working�).

2.3 Natural language processing

As explained in the introductory paragraph of this chapter, NLP is the sec-
ond major domain integrated within ICALL next to SLA. Particularly, it is
the addition of NLP-driven methods to a CALL environment which provides
ICALL its �intelligence� and distinguishes it from �regular� CALL. We will
open this section by brie�y presenting the history of NLP (Section 2.3.1), after
which we will introduce several concepts central to the �eld (Section 2.3.2).
To conclude the section, we will zero in on how the abovementioned interface
between NLP and CALL looks like (Section 2.3.3).

Although the term NLP is sometimes used to refer to the automated pro-
cessing of both spoken and written text, in this dissertation we will separate
both formats: natural language processingwill be used exclusively for the au-
tomatic processing of written text, while (natural) speech processingwill be
the designated term for the automatic processing of spoken text. What distin-
guishes NLP applications from other data processing tools is the integration
of linguistic knowledge. A computer program that counts the number of lines
in a text document is a regular data processing tool; a computer program that
counts the number of words in a text document can be considered an NLP
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tool, as this task requires knowledge on what it means to be a word2 (Jurafsky
& Martin, 2009).

2.3.1 History of the domain

The rise of the domain of NLP coincides with the development of the �rst
computers in the 1940s and 1950s. Most of this foundational work revolved
around two paradigms: the automaton and probabilistic/information-theoretic
models. Among other studies, the former includes the research conducted on
regular expressions (Kleene, 1956) and �nite-state grammars to de�ne the cre-
ation of language (Chomsky, 1956). The latter paradigm encompasses research
on the noisy channel model (i.e. a framework used to �nd the intended word
given a word for which the letters have been scrambled) and the application
of the entropy measure to linguistic data (Shannon, 1948). From this founda-
tional period onwards, the domain of NLP has passed through several di�erent
phases. Below, we will brie�y discuss the main characteristics of each of those
phases, together with some of the milestones which marked the history of
NLP. More detailed overviews can be found in Jurafsky and Martin (2009)
and Nadkarni et al. (2011).

The �eld of NLP during the 1960s can be summarised in two major para-
digms as well, namely symbolic (i.e. based on logic and rules) and stochas-
tic (i.e. including a certain degree of randomness) approaches. The former
paradigm built upon Chomsky's formal language theory and generative syn-
tax, but also borrowed insights from the emerging �eld of AI, which dedicated
considerable attention to the integration of reasoning and logic into computer
programs. Stochastic approaches, on the other hand, were mainly concerned
with applying Bayesian statistics to solve language tasks, with the Mosteller
and Wallace (1964) study on authorship attribution of The Federalist papers
being a well-known example. Finally, the 1960s were also the phase that wit-
nessed the launch of ELIZA (Weizenbaum, 1966), an NLP program which
assumed a given role (e.g., of a psychotherapist) and was able to have a (lim-
ited form of) conversation with a human user.

During the 1970s, work on stochastic techniques was continued, with a lot
of research focusing on the use of hidden Markov and noisy channel models.
Furthermore, as appears from Bresnan and Kaplan's (1984) work on the Lex-
ical Functional Grammar, also the symbolic paradigm remained an important
area of NLP research during that period. Finally, increasingly more attention
was being devoted to natural language understanding (NLU; the NLP sub�eld
which speci�cally focuses on syntactic and semantic analyses to determine the
meaning of textual input) and discourse modelling.

Next to a renewed interest in the �nite-state automata from the 1960s, the
1980s were mainly marked by a beginning paradigm shift towards more em-

2Note that the recognition of words is one of the most straightforward types of linguis-
tic knowledge. More advanced forms of knowledge include � among many others � the
recognition of di�erent POSs, named entities, and word senses.
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pirical approaches. Propelled by increasing computing speed and power, this
empirical shift persisted during the 1990s, with probabilistic and data-driven
models becoming the standard in a wide range of NLP applications (from POS
tagging over co-reference resolution to spelling and grammar correction). Fi-
nally, it is worth noting that the rise of the world wide web at the end of the
millennium highlighted the need for performant NLP tools more than ever.

The empirical trails blazed during the 1980s and especially 1990s were fur-
ther explored in the following decade. In fact, with large quantities of (digital)
data becoming available at an unprecedented pace (e.g., through the Linguis-
tic Data Consortium), data-driven approaches were able to make considerable
progress. Also the more profound integration of statistical machine learning
(ML) models played an important role in the continued success of empirical
methods within NLP (e.g., support vector machines and logistic regression
classi�ers). While most of the adopted ML methods were of a (semi-)super-
vised nature, a considerable body of research also focused on unsupervised
techniques such as clustering, departing from the notion that it is often not
feasible to arrive at the large high-quality annotated datasets required for su-
pervised learning (see Section 2.3.2 below for more details on the di�erent ML
techniques).

During the 2010s, the main breakthrough was arguably the rise of word
embedding models, whose creation also follows a largely data-driven approach.
In essence, word embeddings are mathematical (vector) representations which
re�ect how words are �embedded� in the contexts they appear in. To obtain
su�cient contextual information, large corpora are gathered (e.g., Wikipedia
data), on which the models are then trained. The �rst generation of word
embedding models generated static embeddings, meaning that for each token
(i.e. word form) in the model's vocabulary one unique but �xed vector value
could be retrieved (e.g., word2vec; Mikolov et al., 2013). These static models
were quickly succeeded by contextualised word embedding models or large
language models (LLMs), which take raw text as input and generate a unique
vector for each token in the input, based on the context it appears in (e.g.,
BERT; J. Devlin et al., 2019). In other words, the vector value for token
t in sentence s1 will be di�erent from the vector value of the same token
t in sentences2. In the present PhD project, word embedding models will
occupy a central place. As the period during which large part of the research
was conducted coincides with the period when contextualised word embedding
models started to replace static word embedding models as the mainstream
technique, the project will follow a similar �ow: some methods will make use
of static word embeddings, but in other parts of the dissertation they will be
replaced by LLMs and their contextualised word embeddings.

Finally, the �rst part of the 2020 decade has witnessed perhaps the most
groundbreaking advances made in the �eld of NLP so far. With Transformer-
based architectures (which are able to pay �attention� to contextual clues;
Vaswani et al., 2017; see also Section 2.3.2), vast amounts of digitally available
data, billions of di�erent parameters, and unprecedented computing power as
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their main ingredients, LLMs are starting to yield output that can sometimes
be indistinguishable from human-produced materials (Else, 2023; Kreps et al.,
2022). Especially in the generative branch of NLP astounding progress is be-
ing made, with Google's Gemini models and OpenAI's Generative Pre-trained
Transformer (GPT) models as two of the most well-known (proprietary) exam-
ples. Based on these so-called �foundational models�, a wide range of targeted
applications can be created (e.g., chatbots such as OpenAI's ChatGPT or
Google's Gemini Chatbot).

2.3.2 Core concepts

In this section, we will brie�y discuss some of the most important NLP-related
concepts used in this PhD dissertation, beginning with the di�erent ML types:

ˆ Supervised machine learning

� Description : Machine learning technique in which an algorithm (i.e. a
sequence of mathematical functions) is trained on a set of labelled items
for which a series of features have been gathered. The goal is that the
algorithm learns to establish links between the features and the labels.
If we then introduce the feature values of an unseen item (i.e. for which
we do not have but want to know the label) into the trained algorithm
(i.e. the classi�er or model), those established links can be invoked by
the algorithm to arrive at a sensible prediction.

� Example: To obtain a simple word di�culty classi�er, we could train
a logistic regression function (i.e. the algorithm) on a dataset of 1,000
words (i.e. the items) linked to CEFR categories (i.e. the labels). For
each of the words, we could collect the following easy-to-calculate data
(i.e. the features): word length, number of senses, and word frequency
in a corpus. By putting together the features and the labels, the algo-
rithm should learn to establish certain links (e.g., �long words with a
low frequency are usually labelled as C2�). Finally, the trained logistic
regression algorithm should serve to estimate the di�culty of new words,
for which we only have to gather their feature values and introduce these
values into the classi�er.

� Additional observations : The dataset on which the algorithm is trained is
usually divided into a training , validation , and test (or holdout) set. The
training data represent the data used by the algorithm to �learn� (i.e. to
�nd patterns in the data) while the test data refer to the dataset instances
that are being kept apart (or �held out�) as unseen data to assess the
model's overall performance. The validation data are used in training
procedures consisting of di�erent epochs, in which they serve to evaluate
the model's intermediate performance after each epoch and change the
parameters used by the algorithm accordingly. Splitting the dataset into
a training, validation, and test set is one of the measures which can be
undertaken to limit the chance of over�tting (i.e. the situation where the
algorithm has learnt to model the training data really well but performs
badly at classifying unseen data).
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ˆ Unsupervised machine learning

� Description : Machine learning technique that consists of training an al-
gorithm on a set of unlabelled items for which a series of features have
been collected. The algorithm will try to divide the items into di�erent
groups based on patterns in the features. With the features of an unseen
item as its input, the trained model will then assign the item to one of
these groups.

� Example: Sticking to the example of the word di�culty classi�er, we
could train a clustering algorithm on a larger dataset of 10,000 words for
which we again collect information on word length, number of senses and
word frequency (but without linking the words to any di�culty label).
Based on patterns in the data, the clustering algorithm will try to divide
the words into di�erent groups. Finally, the trained model can take the
word length, number of senses, and frequency of an unseen word as its
input to assign it to one of these clusters.

� Additional observations : To give meaning to the clusters distinguished by
the algorithm, a human being would still need to interpret the underlying
data. For example, if the algorithm grouped together long words with
one sense and a low frequency, we could label this group as infrequent,
specialised words which are likely to be di�cult for L2 learners.

ˆ Semi-supervised machine learning

� Description : Machine learning technique in which an algorithm is trained
on a set of items linked to a series of features but in which only a limited
number of the items has been labelled. The algorithm uses the labelled
instances to �structure the data� (e.g., identify the number of classes and
their basic characteristics) and the unlabelled instances to �nd patterns
which can complement these basic characteristics.

� Example: To obtain a semi-supervised word di�culty classi�er, we could
train an algorithm on a dataset consisting of 100 words linked to a CEFR
label and 5,000 unlabelled words. We again collect data on their length,
number of senses and frequency as our features. Based on the 100 la-
belled words, the algorithm will learn that there are six possible CEFR
labels and establish some basic links with the features (e.g., �words with
a higher level tend to have a lower frequency�). Based on the 5,000 un-
labelled items and their features, these basic links can be optimised. In
the end, we can again use the trained algorithm to get the CEFR label
of an unseen word by introducing the feature values for that word into
the model.

A second NLP concept occupying a central role in this thesis is that of
word embeddings, which are inextricably linked to (large) language models:

ˆ Language model : a purely statistical model of natural language working
on probabilities obtained from large corpora. Using statistical techniques,
language models predict the likelihood of a word (or phrase) by looking at the
context of previously observed words. Well-known types of purely statistical
language models includen-gram and skip-gram models.

32



2.3 Natural language processing

ˆ Large language model : a model of natural language based on arti�cial
neural networks such as recurrent neural networks or Transformers. In their
pre-training phase, LLMs learn language representations based on a large set of
parameters (i.e. numerical values which are adjusted to optimise the model's
predictions) and (hundreds of) billions of texts as training data (e.g., Com-
mon Crawl and Wikipedia data). Typically, the model will try to predict the
next word in a given training sequence, check whether this prediction matches
the actual text, and adjust the parameters accordingly. This self-supervised
process is repeated for the billions of tokens in the training data, leading to
increasingly more accurate predictions (and increasingly more accurate lan-
guage representations). Next, the �base� LLM can be tailored to a given task
in a �ne-tuning phase . For example, a supervised approach can be adopted to
�ne-tune the model on a dataset containing text samples labelled with their
corresponding sentiment for the purpose of sentiment analysis.

ˆ Transformer : a type of arti�cial neural network which processes sequential
data (in this case, words in sentences) as they come in and transforms one
sequence into another sequence. Transformers resolve one of the main prob-
lems associated with recurrent neural networks, namely that for longer input
sentences the gap between what is relevant and the model's ability to use this
information becomes (too) large. As a result, the recurrent model will likely
encounter di�culties in successfully predicting the next word in the sequence.
Transformers solve this problem by using a technique called �self-attention�
(Vaswani et al., 2017), which allows the model to focus on di�erent parts of the
input text during each processing step and assign weights to the signi�cance
of each part of the input sequence.

ˆ Word embedding : a mathematical representation of a word in the form of
a real-valued vector3 , which can be obtained by means of (large) language
models. The idea is that the vector encodes how the word is �embedded� in
the contexts it appears in, which should lead to words with similar or related
meanings being situated close to each other in the vector space. Word em-
beddings also allow �calculating� with words: subtracting the vector for man
from the vector for king and adding woman to the resulting vector has shown
to result in a vector that is closest to that of queen (Mikolov et al., 2013).

ˆ Static word embedding : with static word embeddings (e.g., word2vec em-
beddings; Mikolov et al., 2013), each token is linked to one unique vector value.
As a result, the di�erent meanings of ambiguous words are con�ated into the
same vector representation. Let us consider the following two phrases as an
example: �I went to the bank to open an account� and �they jumped o� the
boat and swam towards the bank�. When using static word embeddings, the
vector value for bank in the �rst phrase will be exactly the same as the one
for bank in the second phrase, even though the two phrases refer to di�erent
meanings of the word.

ˆ Contextualised word embedding : with contextualised word embeddings
(e.g., BERT embeddings; J. Devlin et al., 2019), each token receives a di�erent

3Vectors represent coordinates in an n-dimensional space. For example, in a two-dimensional
space, an example of a vector would be [1, 8], where 1 corresponds to the value on the x-axis
and 8 to the value on the y-axis. The actual dimensions of word embeddings are, however,
much larger (e.g., BERT embeddings consist of 768 dimensions).
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vector value based on the context it appears in. As a result, the vector values
of bank in the preceding example would be di�erent in each of the two phrases.
This characteristic makes contextualised word embeddings more suitable than
static ones for many NLP tasks, with word sense disambiguation being one of
them (see Section 4.2).

2.3.3 Application to CALL

Up to the 1990s, CALL methods were generally limited to providing manually
created language learning materials in a digital environment or using digital
means (e.g., email and chat applications) to have students engage in com-
municative activities (Borin, 2002). However, the progress being made in the
�eld of NLP during the empirical shift towards the end of the 20 th century (see
Section 2.3.1) started to open up an entirely new range of opportunities for
CALL systems, ranging from sentence selection systems (Pilán et al., 2016)
to models predicting the di�culty of words (Aleksandrova & Pouliot, 2023;
Alfter, 2021; Tack, 2021). It is this application of NLP to CALL which has led
to the existence of Intelligent CALL or ICALL, with the term �intelligence�
referring to the linguistic knowledgewhich can be captured by means of the
NLP techniques.

One of the possible categorisations of NLP for L2 learning purposes is the
classi�cation into NLP for the analysis of learner language (or L2 language)
and NLP for the analysis of native language (or L1 language) (Meurers, 2021).
For the former type of analysis, well-known techniques are automated essay
scoring (AES) and grammatical error detection/correction (GED/GEC). The
NLP-driven analysis of authentic L1 data, on the other hand, encompasses
applications such as automatic input enhancement and the automated gener-
ation of exercises (Heck & Meurers, 2022). As the focus of this dissertation
lies on ICALL systems using native corpora as input, only the use of NLP
for the analysis of L1 language data will be discussed in further detail. More
comprehensive overviews of the integration of NLP in CALL and SLA in gen-
eral can be found in Heift (2017), Meurers (2021), and Nerbonne (2012), while
the proceedings of the NLP4CALL4 and BEA5 workshops provide an excellent
source for identifying the concrete research topics being tackled in the �eld.

On a conceptual level, the main opportunities created by using NLP to
analyse authentic L1 data lie in providing automatic feedbackand personal-
ising or adapting learning materials according to a given �eld of interest, L2
4As stated on its website, the NLP4CALL workshop series aims to be �a meeting place
for researchers working on the integration of Natural Language Processing and Speech
Technologies in CALL systems and exploring the theoretical and methodological issues
arising in this connection�, with special attention being dedicated to insights from the
domain of SLA.

5As explained on its website, the BEA workshop is organised by the Special Interest Group
on Building Educational Applications (SIGEDU), which operates under the Association
for Computational Linguistics (ACL). The BEA workshop is a leading venue for NLP
innovation in the context of educational applications, focusing on topics ranging from game-
based instruction over educational data mining to annotation standards and schemas.
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pro�ciency level, or learning goal. Since environments which are able to per-
form this kind of customisation are usually designed with L2 learners and
teachers as the main target users in mind, they are often referred to as Intel-
ligent Language Teaching/Tutoring Systems (ILTSs). However, in this disser-
tation we will adopt the broader term �ICALL environment�, as this allows
us to also include researchers and coursebook designers � two other important
stakeholders of �ICALL ecosystems� (Chapter 7) � as potential target users of
the environment.

As for output formats, NLP techniques are usually applied to L1 data
with the goal of automatically arriving at personalised reading materials or
exercises/tests. For the former, the NLP methods that can be applied to select
the most suitable L1 texts for a given target user range from straightforward
readability formulas based on average sentence and word length (e.g., Flesch
Reading Ease; Flesch, 1951) to full-�edged machine learning systems including
a wide range of di�erent features (e.g., Coh-Metrix; Graesser et al., 2004).
Some ICALL systems even go a step further and also take into account the SLA
principles of input �ooding (Section 2.2.2.1) to help L2 learners and teachers
�nd web texts containing a high number of instances of user-selected linguistic
phenomena, such as phrasal verbs orwh-questions (e.g., the FLAIR search
engine; Chinkina et al., 2016). Yet another group of ICALL systems departs
from the noticing hypothesis together with the principle of input enhancement
(Section 2.2.2.1) to highlight user-selected linguistic phenomena in web texts
(e.g., the WERTi system; Meurers et al., 2010).

For the second output format (i.e. the automatic generation of exercises
and tests from authentic L1 data) NLP techniques are used to scan L1 texts
(usually corpora or web texts) for suitable exercise/test input data. The grow-
ing body of work on automatic exercise generation (AEG) �rst of all includes
the use of POS taggers and dependency parsers to create exercises targeting
a speci�c linguistic phenomenon (e.g., Bodnar [2022] on grammatical gender
in French and Heck and Meurers [2022] on conditionals and relative clauses).
Apart from the integration of taggers and parsers, other systems also exploit
lexical resources and parallel corpora to arrive at the exercises (e.g., Alfter
and Graën [2019] on gami�ed exercises for learning particle verbs in English,
French, and Swedish). Finally, it should be noted that some systems o�er an
all-in-one experience. The abovementioned WERTi system (Meurers et al.,
2010), for example, not only highlights the linguistic phenomena selected by
the user in the target texts, but also converts the identi�ed phenomena in the
input-enhanced texts into actual language learning exercises.
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Corpora

3.1 Introduction

3.1.1 (Linguistic) corpora: a de�nition

In its broadest sense, a corpus can be conceptualised as a collection of texts
containing recorded instances of written or spoken language, potentially in a
multimodal format (e.g., sign language corpora or corpora containing video
recordings combined with transcriptions). More concrete de�nitions of a cor-
pus exist, but vary according to the speci�c discipline they are used in (Egbert
et al., 2022). In the �eld of literature studies, for example, a corpus is tradition-
ally de�ned as the collection of works of a particular author, or the collection
of works belonging to a particular genre published in a particular period of
time (e.g., �Italian non-�ction books written during the Renaissance period�).
In the �eld of theology, however, a corpus tends to refer to one particular
(translated) version of a religious text such as the Bible or the Quran. Other
examples of corpus de�nitions can be found in McEnery and Hardie (2013),
who provide an extensive overview of the use of corpora in linguistics.

In this dissertation, we will depart from the de�nition of a corpus as
adopted in (applied) corpus linguistics, since the use of corpora in language
learning/teaching can be considered a subdomain of this particular �eld (see
also Section 3.1.2). A �linguistic corpus� (i.e. a corpus as it is used in corpus
linguistics) can be de�ned as anauthentic, representative, and large collection
of samples of language use (Egbert et al., 2022; Stefanowitsch, 2020). Below,
these three core characteristics will be discussed in further detail, based on the
exhaustive discussions on the properties of corpora presented in Egbert et al.
(2022), Gabrielatos (2005), and Stefanowitsch (2020).

The term authentic (or real-life) is used to indicate that the samples in-
cluded in the corpus have been originally produced in genuine communicative
situations (McEnery & Wilson, 2011). In this description, the use of the
word �originally� is crucial, as the mere fact of including a text in a corpus
can be said to decontextualise the text, and therefore also remove part of its
authenticity (Widdowson, 2000). In other words, the real-life aspect of lin-
guistic corpora should be interpreted as an �approximate authenticity�, since
texts are only fully authentic as long as they are produced in an authentic
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communicative situation. Nevertheless, corpus data are generally recognised
as a legitimate (and even preferred) source for performing linguistic analy-
ses, as invented/intuited data provided by L1 speakers (which have long been
the predominant way of exemplifying linguistic phenomena) have been argued
to be �less reliable and less valid than corpus data� (Stefanowitsch, 2020, p.
16). This being said, well-designed invented/intuited examples should not be
banned from SLA altogether, since they can be used as a means to make
language learning lessons more customised and spontaneous, as a means to
promote noticing, and as mnemonics (by making the examples slightly bizarre
on purpose, which can foster retention). Furthermore, well-designed invented
examples can be pedagogically more bene�cial than corpus-based examples
(Cook, 2001; Laufer, 1992).

To conclude the discussion of the authenticity feature, it should be noted
that the rise of GenAI has ignited another debate on this topic: although
GenAI models have been trained on (extremely) large quantities of real-life
textual data, it is still an open question whether the texts they generate can
be classi�ed as authentic (in the way it has been de�ned above), and whether
corpora containing arti�cially generated texts can be considered authentic cor-
pora. As it is not unlikely to imagine that AI-generated texts will be published
online without an explicit reference to their AI-driven origin, an important ob-
servation to be made is that arti�cially generated texts are bound to end up in
(web-scraped) corpora even if corpus compilers had in mind to exclude them.

Regarding the representativenessof linguistic corpora, it should �rst of all
be noted that full representativeness is an ideal almost impossible to achieve.
If we de�ne a representative sample as a subset of a particular population
with the same distribution as the overall population, a corpus can act as a
representative sample of a language (or of a particular language variety, see
Section 3.3.1) on the condition that it has the same distribution of linguistic
phenomena as the language as a whole. However, it is virtually impossible
to determine the overall distribution of those phenomena. With words as the
linguistic phenomenon, this would mean we need to calculate their proportion
in all texts ever produced, then their proportion per text medium (written,
spoken, or sign language), their proportion per text genre (conversational,
academic, �ctional, etc.), and so on. Therefore, as was the case with the
authenticity feature, the representativeness of a corpus should be understood in
terms of an approximation e�ort: by clearly delineating the language (variety)
by means of an operational description (taking into account parameters such as
text medium, genre, or register) corpus creators can try to arrive at a �nite set
of texts that approximates the language (variety) as closely as possible (Egbert
et al., 2022). Furthermore, providing the corpus with detailed metadata (e.g.,
text source and period of publication) is another indispensable requisite of any
corpus that aims to be representative, as it provides crucial insights into which
type of language the corpus actually represents.

Another determining factor in this approximation of representativeness is
the corpus size, which is the reason whylarge is included as the third and
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�nal key property of a linguistic corpus. The underlying reasoning is simple:
the more texts the corpus contains, the closer it gets to the language (variety)
the texts are sampled from. However, the quality-quantity trade-o� should be
taken into account at all times: a web-scraped corpus containing billions of
texts may be impressive in terms of its size, unless it also includes detailed
metadata on every web page it contains, the corpus can hardly be considered
a proper linguistic corpus, because it is completely unknown what language
(variety) it should be a subset from in the �rst place. Conversely, text col-
lections containing only a few (hundred) thousand words may be considered
small-sized (which is often the case with specialised corpora, see Section 3.3.1),
if they have been compiled in a systematic and rigorous fashion they are likely
to be valuable linguistic corpora.

As a �nal remark, it should be noted that, given their usually large size,
corpora are generally accessed by means of dedicated computer software, such
as the AntConc concordancing and text analysis tool (Anthony, 2005). Com-
pared to human beings having to read corpus texts and do counting by hand,
the introduction of those tools led to a drastic increase in e�ciency: in just
a matter of (milli)seconds, corpus tools can calculate word frequencies (Fig-
ure 3.1), generate keyword lists (Figure 3.2), and retrieve instances of a word
from the corpus in the form of concordance lines (Figure 3.3).

Figure 3.1. Example of word frequency data yielded by the AntConc 4.2.4 corpus
query tool. The �gure presents the results of a word list query on the AntConc BE06
default corpus.
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Figure 3.2. Example of keyword list yielded by the AntConc 4.2.4 corpus query
tool. The �gure presents the results of a keyword list query comparing the �religion�
subsection of the AntConc BE06 default corpus to the �skills and hobbies� subsection.
�Keyness� is determined by looking up a word's frequency of occurrence in the two
subcorpora and then calculating the statistical signi�cance (�likelihood� column)
and e�ect size (�e�ect� column) of the corresponding frequency di�erence (see also
Section 5.1.2).

Figure 3.3. Example of concordance line output (also called �keyword in context�
or KWIC) yielded by the #LancsBox X 4.0.0 corpus query tool. The �gure presents
the results of a query for the word example in the #LancsBox demo corpus (1.0
CLAWS7).

3.1.2 (Linguistic) corpora: usages

Linguistic corpora were originally created to perform linguistic analyses, lead-
ing to the birth of the �eld of corpus linguistics. In brief, corpus linguistics
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can be de�ned as the �investigation of linguistic research questions that have
been framed in terms of the conditional distribution of linguistic phenomena
in a linguistic corpus� (Stefanowitsch, 2020, p. 56). Those linguistic research
questions can target a wide range of topics, from dialectal variation (�What
is the di�erence between football and soccer?�) to the structural variants
of a linguistic feature (�What linguistic factors motivate the choice between
which-relative clauses andthat-relative clauses?�). Although performing lin-
guistic analyses continues to be the predominant goal of linguistic corpora, the
corpora can also be used in other, more applied contexts. According to the
journal of Applied Corpus Linguistics, this discipline can be de�ned as follows:

`[A]pplied corpus linguistics' is understood to include the use of corpus
resources, techniques and tools in order to do something in a real-world
context such as to carry out authorship attribution in a legal setting,
or to identify the features of test-taker oral performances at di�erent
pro�ciency levels; to explore patterning in public discourses, or to ob-
tain fresh understandings of how language is used in speci�c contexts.
`Applied corpus linguistics' additionally covers research into how groups
of people (typically non-researchers) use corpus resources for their own
particular purposes, such as in data-driven language learning or in lexi-
cography. (Applied Corpus Linguistics, 2024)

One of the applied uses of corpora is their integration into SLA. The earliest
research activities on this topic date from the 1980s-1990s, with Johns (1991a,
1991b) introducing the concept of �data-driven learning� (DDL) and Sinclair
(1987) using the COBUILD resource for pedagogical purposes. Since then,
increasingly more researchers and language professionals started to acknowl-
edge that corpora can have an important role to play in SLA, leading to the
�normalisation� of corpora (Bax, 2003) in certain aspects of the everyday lan-
guage learning practice, such as the production of dictionaries, grammars and
coursebooks (Chambers, 2019; Hanks, 2008; Meunier & Gouverneur, 2009).
However, the implementation of corpora and corpus tools in a broader range
of pedagogical contexts proves to be a slow and challenging process (Römer,
2011), and solutions for bridging the gap between research and practice are
still lacking (Chambers, 2019). In Section 3.2, we will (1) present a more ex-
tensive overview of corpus applications in SLA and (2) elaborate on how the
present thesis will contribute to a more thorough implementation of corpora
in language pedagogy and how it aims to bridge part of the research-practice
gap in this particular domain.

3.2 Pedagogical corpus applications: state of
the art

Under the umbrella term �pedagogical corpus applications� we understand any
use of corpora, corpus tools (i.e. the computer software which enables access-

41



Chapter 3. Corpora

ing the corpora), and corpus methods (i.e. the analytic techniques used when
working with corpus data) in an L2 learning or teaching context (Römer, 2011).
Pedagogical corpus applications can be divided into two broad categories:in-
direct and direct applications (Leech, 2014; Römer, 2011). The former type
encompasses the use of corpora by researchers and coursebook designers as
a means to develop language learning resources; the latter category refers to
students and teachers �cutting out the middleman� (Johns, 1991a, p. 30) and
accessing corpora directly. In other words, indirect applications have an im-
pact on what is being learnt and taught, while direct applications in�uence
how the L2 is being learnt and taught.

3.2.1 Indirect applications

Indirect pedagogical corpus applications have been implemented to a larger
extent than direct applications (Chambers, 2019; Römer, 2011). In fact, the
examples included in many resources currently used in the L2 classroom have
been obtained on the basis of targeted corpus queries (Hanks, 2008). These re-
sources range from dictionaries (for which sentences containing speci�c words
or collocations must be retrieved) over grammars (for which sentences con-
taining speci�c grammatical patterns must be retrieved) to coursebooks (for
which sentences or paragraphs suitable for a speci�c pro�ciency level must
be retrieved). The Oxford Learner's Dictionary of Academic English, for in-
stance, contains example sentences retrieved from the 85-million-word Oxford
Corpus of Academic English. Arguably, the main advantage of these corpus-
based approaches is that they tend to give prominence to those words and
patterns which occur frequently in the language (as opposed to invented ex-
amples based on the intuition of the researcher/coursebook designer), and thus
present learners with items they are likely to encounter in real-life communica-
tive situations (Hymes, 1992).

Furthermore, corpora can also be used to detect mismatches between the
contents of L2 coursebooks and the actual usage of that language. For example,
to verify if notoriously di�cult linguistic phenomena for L2 learners (such
as passive voice, prepositions, or irregular verbs) were used di�erently in L2
syllabi compared to real-life situations, researchers compared the distribution
of those phenomena in a specialised corpus containing L2 coursebook materials
with their distribution in a large general corpus (e.g., Grabowski and Mindt,
1995; Jones, 1998, 2000). In many of these studies a mismatch was identi�ed,
based on which the L2 coursebooks could then be adjusted and �ne-tuned.

3.2.2 Direct applications

As far as direct pedagogical corpus applications are concerned, they mainly
take the shape of data-driven learning (DDL; Johns, 1991b) activities. In its
broadest sense, DDL has been de�ned as both learners and teachers �using the
tools and techniques of corpus linguistics for pedagogical purposes� (Gilquin &
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Granger, 2010, p. 359). In more concrete terms, it refers to learners exploring
corpora autonomously to detect patterns among the di�erent language sam-
ples they encounter, instead of being taught overt rules by a teacher (Boulton,
2010). Importantly, this does not mean that teachers are completely absent
from the learning context in DDL; their role just shifts from being an instruc-
tor to being a facilitator. After all, before learners can perform any DDL
activity, the very activities �rst need to be designed and prepared, something
which typically requires the expertise of a teacher. Since its introduction in
the 1990s, DDL has become a frequently studied topic within SLA, resulting
in a growing body of research which has been summarised and evaluated in
a series of (narrative) survey papers (e.g., Boulton, 2017; Chambers, 2010;
Römer, 2011) and meta-analyses (e.g., Boulton and Cobb, 2017; H. Lee et al.,
2019; Mizumoto and Chujo, 2015). As for the e�ectiveness of DDL as a learn-
ing/teaching method, the medium to large e�ect sizes found in most studies
(Boulton & Cobb, 2017) provide enough evidence for the general consensus to
be that �DDL works� (Boulton & Vyatkina, 2021, p. 83).

Prototypical examples of DDL activities would be exercises in which learn-
ers are asked to analyse concordance lines to discover collocations and/or col-
ligations for a series of vocabulary items, or to identify the di�erences between
a pair of near-synonyms (e.g.,speak and talk; Römer, 2011). The underly-
ing idea is that, by frequently encountering a given formulation/pattern in the
concordance lines, learners become aware of the phenomenon, a process also re-
ferred to as the �noticing hypothesis� (Schmidt, 1990; see also Section 2.2.2.1).
Although DDL exercises tend to involve the use of some kind of technology
(usually a computer), it should be noted that the eventual form of DDL ac-
tivities and materials does not per se have to be digital. In fact, paper-based
DDL (in which teachers use the output of corpus queries to prepare exercises
on paper) can �considerably reduce or completely remove a number of alleged
obstacles to the implementation of DDL� (Boulton, 2010, p. 559), such as be-
ing familiar with the concept of corpora, mastering the software used to access
them, or seeing the wood for the trees among the often large amount of out-
put data returned by corpus tools. Especially for novice learners, paper-based
DDL can prove to be a suitable �rst step in integrating direct pedagogical
corpus applications into the L2 classroom.

3.2.3 Future directions

From the above it can be concluded that both indirect and direct pedagogical
corpus applications have had and are having a positive impact on L2 learn-
ing/teaching practices. Yet, at the same time, considerable progress can still
be made, especially for languages other than English. For Spanish, the use of
corpora in the L2 classroom remains rare, and the development of corpus-based
learning materials has been identi�ed as an important line of future research
(Marcos Miguel & Bonilla, 2022). Furthermore, as pointed out in Section 1.2,
for the tasks of vocabulary retrieval, vocabulary selection, and example selec-
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tion (which all have an impact on the output of corpus queries) several research
gaps still need to be �lled in order to bring corpus-based learning materials
to a higher level. Herein lies a �rst contribution of this PhD dissertation to
improving pedagogical corpus applications for L2 Spanish.

Secondly, a gap has been identi�ed between research on corpus data in L2
learning and the in-practice use of corpus data in L2 learning. To bridge this
gap, several suggestions have been made, such as o�ering training sessions on
the use of corpus data (to both learners and teachers), encouraging teachers
who are not researchers to perform studies on corpus data in L2 learning,
developing a framework for the implementation of pedagogical corpus appli-
cations in the everyday teaching environment, and tailoring corpora to the L2
learning contexts and making them publicly available for consultation (Cham-
bers, 2019; Marcos Miguel & Bonilla, 2022; Römer, 2011). In this dissertation,
we will focus on the latter suggestion: by integrating our methodologies into a
real-life and publicly available language learning environment for L2 Spanish
(see Chapter 7), we aim to make a second contribution to improving pedagog-
ical corpus applications for L2 Spanish.

3.3 Pedagogical corpus applications: resources

As corpora constitute the core data source being used in the PhD project,
we will conclude this chapter with an overview of the di�erent types of cor-
pora (Section 3.3.1), the di�erent steps to be undertaken when compiling and
processing corpora (Section 3.3.2), the available corpora for L2 Spanish (Sec-
tion 3.3.3), and the corpora which will be used in this thesis (Section 3.3.4).

3.3.1 Types of corpora

Broadly speaking, two types of corpora can be discerned:general and spe-
cialised corpora. While general corpora aim to approximate alanguage as a
whole, specialised corpora try to capture a speci�clanguage variety. To avoid
any terminological confusion, under �language variety� we understand a form
of language delineated by one or several speci�c characteristics, which may be
linguistic (e.g., a speci�c medium, genre, or register) or sociolinguistic (e.g.,
produced by native versus non-native speakers). The most well-known (En-
glish) examples of general corpora are arguably the British National Corpus
(BNC) and the Corpus of Contemporary American English (COCA); exam-
ples of specialised corpora include the Cambridge Academic English Corpus
(CAEC) and Business English Corpus (BEC; Nelson, 2000).

Within SLA, a third type of corpus can be de�ned, unique to this particular
domain: the learner corpus. Broadly de�ned as �collections of texts produced
by foreign language learners� (Granger et al., 2007, p. 1), learner corpora play
an increasingly important role in pedagogical corpus applications, which is also
re�ected in their status as a separate resource family in the CLARIN digital
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infrastructure. Practical usages of learner corpora include the identi�cation of
distinctive features of learner language (Meurers, 2015), the improvement of
academic writing skills (Gilquin et al., 2007), and the testing and assessment
of L2 pro�ciency (Callies et al., 2014).

To be complete, it should be added that also in terms of content several dis-
tinctions can be made between corpora, for example between monolingual and
multilingual corpora. The latter type of corpus can, on its turn, be subdivided
into comparable(i.e. sametext types in di�erent languages) and parallel (i.e.
same texts translated into di�erent languages) corpora (Gabrielatos, 2005).
However, as the present dissertation will only make use of monolingual Span-
ish corpora, we will not go into further detail on these additional distinctions.

3.3.2 Corpus compilation and processing

The most important requirement of corpora is, naturally, textual data. In the
digital era, it is relatively easy to compile a large number of raw texts, for
example by retrieving them from existing databases or by crawling web pages.
However, these raw corpora still have to be converted into pedagogically usable
data sources, a process which usually requires time and extensive (automatic)
processing (Vázquez Rozas & Blanco, 2022). The �rst step of corpus processing
generally corresponds to tokenising, lemmatising, tagging, and parsing the
data (Table 3.1), for which NLP tools such as spaCy and Stanza can be used.
However, as the output of this automatic morphosyntactic analysis might not
be su�ciently consistent and/or error-free, a manual revision of (speci�c parts
of) the data can be added as an extra processing step.
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Sentence

Sólo guiándonos por valores podremos capturar todo el potencial de la tecnología
para construir una sociedad mejor y más justa. (`Only if we let values guide us we
will be able to capture the full potential of technology to build a better and more just
society.')

Index Token POS Lemma Deprel Head

0 Sólo ADV solo advmod guiándonos

1 guiándonos VERB guiar advcl capturar

2 por ADP por case valores

3 valores NOUN valor obl guiándonos

4 podremos AUX poder aux capturar

5 capturar VERB capturar ROOT capturar

6 todo DET todo det el

7 el DET el det potencial

8 potencial NOUN potencial obj capturar

9 de ADP de case tecnología

10 la DET el det tecnología

11 tecnología NOUN tecnología nmod potencial

12 para ADP para mark construir

13 construir VERB construir advcl capturar

14 una DET uno det sociedad

15 sociedad NOUN sociedad obj construir

16 mejor ADJ mejor conj sociedad

17 y CCONJ y cc justa

18 más ADV más advmod justa

19 justa ADJ justo conj sociedad

20 . PUNCT . punct capturar

Table 3.1. Example of tokenisation, POS tagging, lemmatisation, and (dependency)
parsing of a raw sentence. �Deprel� stands for dependency relation. The POS and
dependency labels follow the UD format.

After having performed an automatic morphosyntactic analysis on the cor-
pus data, di�erent measures of word frequency can be computed (illustrated
by means of a concrete example in Table 3.2). Thanks to the available morpho-
logical information, frequency values can be calculated for the lexical units of
word form/token, lemma, and �emma (Section 2.2.3). The calculations them-
selves can also be performed in di�erent ways. The most basic measure is the
calculation of raw or absolutefrequencies, which simply corresponds to adding
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up every occurrence of a target item in the corpus. However, if we want to
compare frequencies across corpora, raw frequencies are only informative if the
corpora have (roughly) the same size. To overcome this limitation,normalised
frequencies can be computed by dividing the raw frequency values by the to-
tal frequency count of the corpus. Optionally, to enhance interpretability, the
resulting value can be brought to a larger denominator (usually one million).

Level POS Word form RawFreq NormFreq Dispersion # AdjFreq

Token

NOUN

trabajador 258 23:92 0:1 21:53

trabajadora 23 2:13 0:58 0:89

trabajadores 3;575 331:41 0:04 318:15

trabajadoras 30 2:78 0:33 1:86

ADJ

trabajador 2 0:19 0:89 0:02

trabajadora 17 1:58 0:4 0:95

trabajadores 38 3:52 0:18 2:89

trabajadoras 22 2:04 0:52 0:98

Lemma
NOUN trabajador 3;886 360:24 0:04 345:83

ADJ trabajador 79 7:32 0:18 6

Flemma trabajador 3;965 367:56 0:03 356:53

Table 3.2. Real-life frequency data of trabajador in the SCAP-spec-busin-1 corpus
(Appendix A). Trabajador can refer to both the noun �worker� and the adjective
�hard-working�. �Word form� refers to the lowercased form, �RawFreq� stands for
raw frequency, �NormFreq� refers to the normalised frequency per million, and �Adj-
Freq� stands for adjusted frequency. Dispersion values are calculated according to
the DP norm metric (Gries, 2008; Lij�jt & Gries, 2012). Adjusted frequency values
are calculated as follows: NormF req � (1 � dispersion ).

Although they are more informative than raw frequencies, normalised fre-
quencies do not provide any insights into how the occurrences of the target
item are distributed across the corpus (�the range of occurrence�). To illus-
trate this limitation, Gries (2020) refers to the frequencies of enormous and
staining in the Brown corpus. Both words have a frequency of 37 per million
words, but while enormous occurs once in 35 corpus parts and twice in one
corpus part, all 37 instances ofstaining are found in one single corpus part.
In other words, while enormous can be considered a rather common word,
staining appears to be highly specialised, an indispensable piece of informa-
tion when it comes to, for example, compiling frequency-based vocabulary
lists. To overcome this problem, normalised frequencies can be �adjusted� by
combining them with a value that re�ects the degree in which words are dis-
tributed across the di�erent parts of a corpus, resulting in so-called adjusted
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frequencies. The measures used to determine this degree of distribution are
denominated dispersion metrics. Comprehensive overviews of dispersion and
adjusted frequencies can be found in Gries (2008, 2020).

Finally, we can determine the lexical unit and frequency measure of our
choice and use the corresponding frequency data as input features for the ded-
icated methods that should retrieve and select vocabulary items and example
sentences from the corpus (see Chapter 4 to 6). Eventually, based on the
output of these dedicated methods, the corpus can be converted into a truly
pedagogically usable data source.

3.3.3 Corpora for L2 Spanish

This section presents an overview of the most important corpora used in SLA
for L2 Spanish. First, regarding general corpora, theCorpus del Español(CdE;
`Corpus of Spanish'), the Corpus de Referencia del Español Actual(CREA;
`Reference Corpus of Contemporary Spanish'), and theCorpus del Español
del Siglo XXI (CORPES; `Corpus of Spanish of the 21st Century') are three
well-known examples. Contrary to the general trend (see Section 3.2), indirect
pedagogical applications based on these general corpora are rather rare for L2
Spanish: apart from the creation of standalone resources such as frequency lists
(Davies & Hayward Davies, 2018) and vocabulary pro�lers (Finlayson et al.,
2023), the in�uence of corpora in the development of L2 learning materials for
Spanish is relatively limited (Marcos Miguel & Bonilla, 2022). Direct usages
of general corpora, however, are more established; they include checking if
grammatical rules taught in a textbook correspond to the patterns found in
concordance lines (Paz, 2013), learning lexical bundles (Colmenares López,
2018), and identifying the di�erences between near-synonyms (Abad Castelló,
2019).

Next, also specialised corpora can be integrated into L2 Spanish classes,
with resources such as the HARTA Corpus (academic texts), COR.E.M.A.H.
(transcriptions and recordings of role plays), C-Or-DiAL (transcriptions and
recordings of di�erent kinds of oral communication), COSER (transcriptions
and recordings of interviews with people living in Spanish rural enclaves), ES-
LORA (transcriptions and recordings of semi-structured interviews and con-
versations in Spanish with people from Galicia), and the IULA Technical Cor-
pus (written texts from the �elds of law, economy, genomics, medicine, and
environment). Nevertheless, despite this relatively wide range of available re-
sources, specialised corpora are still far from being widespread in L2 Spanish
learning/teaching practices. For direct pedagogical applications, one of the few
attempts in this direction can be found in the work of Hernández Alcaide and
Vacas Matos (2019), who conducted a preliminary empirical study on students
using COR.E.M.A.H. to improve their pragmatic skills. As for indirect appli-
cations, Nicolás Martínez (2014) formulates a didactic proposal for creating
corpus-based pronunciation exercises, while Albelda Marco and Briz Gómez
(2017) propose a series of guidelines for creating corpus-based activities which
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should help develop pragmatic skills in colloquial conversations.
Regarding learner corpora, the Corpus de aprendices de español como

lengua extranjera (CAES; `Corpus of learners of Spanish as a foreign lan-
guage') and the Corpus Escrito del Español como L2(CEDEL2; `L2 Spanish
Written Corpus') are two well-known resources. Learner corpora for L2 Span-
ish have been used in an indirect fashion to inform the design, modi�cation,
and �ne-tuning processes of L2 materials by comparing L1 corpus data to
learner corpus data. This information can range from di�erences in learners'
and native speakers' use of collocations (García Salido & Garcia, 2018) to
di�erences in communicative strategies (Caballero Benavente et al., 2012).

3.3.4 Corpora used in PhD dissertation

The research we aim to conduct requires us to process and manipulate raw
corpus data in speci�c ways. However, most of the corpora mentioned above
are only available for consultation through an online interface, not for down-
load. Therefore, in this dissertation we will make use of the general and
specialised corpora compiled within the Spanish Corpus Annotation Project
(SCAP). Thanks to a research collaboration, we have full access to both the
raw data and to the tokenised, POS-tagged, lemmatised, and parsed versions
of the corpora.

The SCAP initiative also includes an in-house ICALL environment in which
students and teachers of L2 Spanish can consult the corpora and create a wide
range of corpus-based learning materials such as vocabulary lists and �ll-in-
the-blanks exercises (Goethals, 2018). In the publicly accessible demo version
of the environment, the full set of functionalities can be explored. The avail-
ability of this learning environment constitutes the second main reason for
working with the SCAP corpora, since it allows us to seamlessly integrate the
methods studied in this dissertation (Chapter 4 to 6) into a real-life learn-
ing environment and analyse how students and teachers make use of them
(Chapter 7).

An overview of the SCAP corpora is provided in Appendix A. In total,
18 di�erent corpora will be considered in the present dissertation, both gen-
eral corpora (e.g., containing adult prose and youth literature) and specialised
ones (e.g., on law, business, health, migration, and tourism as the topic areas).
The corpora contain texts in European (Peninsular) Spanish and their sizes
range from 20,000 to 44 million words. By adding extensive information on the
compilation process (medium, genre, etc.) and providing detailed metadata
(source, time span, etc.), we aim to adhere to the principles of representa-
tiveness outlined in Section 3.1.1. Finally, it should be highlighted that all
examples used in this dissertation are authentic sentences retrieved from one
of the SCAP corpora.
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Chapter 4

Vocabulary retrieval

In an end-to-end ICALL environment (see Figure 1.4 in the introduction), the
vocabulary retrieval component takes the preprocessed corpus as input and
passes the retrieved vocabulary items to the vocabulary selection component.
Our research into vocabulary retrieval departs from two fundamental lexico-
graphic principles which are also crucial for SLA: (1) vocabulary items do
not necessarily correspond to single words and (2) the same word form can
represent di�erent meanings.

With regard to the former principle, we will study the retrieval of one spe-
ci�c type of multiword vocabulary item: inherently re�exive verbs. In this
kind of multiword expression, a lexical element (i.e. the verb) is combined
with a lexicogrammatical element (i.e. the re�exive pronoun). Apart from
distinguishing them from truly re�exive uses, the main challenge for the au-
tomatic retrieval of inherently re�exive verbs in Spanish lies in the use of the
pronoun se, as this highly frequent morpheme can also function as an imper-
sonal or passive marker. As for the lexicographic principle of the same word
form representing di�erent meanings, we will study the development of a word
sense disambiguation method for L2 learning purposes. Our method exploits
the possibilities o�ered by LLMs, relies on a customised and learner-centred
sense inventory, and requires only a very limited number of labelled example
sentences as input.

4.1 Multiword expressions: the retrieval of in-
herently re�exive verbs

The content of this section is based on the studies performed in Degraeuwe
and Goethals (2020, 2022a).

4.1.1 Introduction

As noted by Jackendo� (1997), the number of multiword expressions (MWEs)
in a language is sometimes equally large as the number of single-word vo-
cabulary items. In other words, a full-�edged vocabulary retrieval method
must be able to retrieve not only single-word but also multiword vocabulary
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items from corpora, a need which has also been identi�ed in the �eld of SLA
(Heid, 2008; Martinez & Schmitt, 2012; Nation, 2016; Tschichold, 2008). One
possible MWE retrieval approach could consist of using existing lexicographic
resources (e.g., Penadés Martínez, 2002, 2005) to (semi-)manually compile
lists of MWEs and then evaluate whether an NLP-driven methodology can
correctly identify instances of those MWEs in running text. However, this
knowledge-based approach is limited to the availability of resources and the
MWEs included in them. Therefore, alternative compilation methods have
been proposed which take a large corpus as input, extract from it a list of
MWE candidates based on co-occurrence frequencies and then use statistical
association measures to select only those candidates that show strong mutual
association. Although this knowledge-poor approach does not yet obtain very
high performance results (Mitkov, 2016), it has the advantage that it can de-
tect any (type of) MWE, as long as it occurs in the corpus. Finally, it is also
possible to annotate a set of MWE instances and use these annotated data
to train machine learning models which should then identify MWEs in unseen
input data (Ramisch et al., 2020; Schneider et al., 2016). However, with top
macro F1 scores around 0.4 on the PARSEME 1.2 shared task on multilingual
verbal MWE identi�cation (Ramisch et al., 2020), it is clear that also in this
approach there is still much room for improvement.

Taking into account the magnitude of the task (see Section 4.1.2.1 for
an overview of all possible MWE types), our contribution to MWE retrieval
will target one speci�c MWE type in one speci�c setting: the retrieval of
inherently re�exive verbs (IRVs) through automatic morphosyntactic analyses
performed by NLP tools (see Section 3.3.2 for the full details on this type
of analysis). The choice for IRVs is motivated by three main reasons: (1)
they have been identi�ed as a �quasi-universal� MWE type (Section 4.1.2.3);
(2) as already mentioned in the introductory paragraph, the presence of the
highly frequent se as one of the potential pronouns turns the correct retrieval
of IRVs into a both challenging and highly relevant task; and (3) IRVs are
an excellent example that MWEs are not an exclusively lexical phenomenon,
since the partly grammaticalised function of the pronoun puts them slightly
more towards the grammar end of the lexicon-grammar continuum.

The decision to study the retrieval of IRVs in the context of automatic mor-
phosyntactic analysis by means of NLP tools is rooted in the ever increasing
range of text-based applications these tools are integrated into. In fact, also
for a non-expert audience, NLP tools are becoming more and more accessible
(Altinok, 2021; Vasiliev, 2020): through an application programming inter-
face (API) or a simple programming script, raw corpora can be transformed
into intelligent resources containing morphosyntactic information. From an
ICALL perspective, these �enriched corpora� can then be used as input for
corpus query tools or language learning environments, enabling their users to
perform much more �ne-grained queries.

In summary, the research question to be answered in this section is de�ned
as follows:
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RQ4.1.1 Can the MWE type of inherently re�exive verbs be retrieved
through automatic morphosyntactic analysis performed by NLP
tools?

In Section 4.1.2 we present a brief literature overview on MWEs and their
role in SLA and language annotation frameworks, with special attention be-
ing devoted to the MWE type of IRVs. Section 4.1.3 presents our annotation
scheme for potentially re�exive pronouns in Universal Dependencies (UD) to-
gether with the application of the scheme to the UD Spanish AnCora v2.6
treebank, by which we aim to provide an important empirical contribution to
the automatic retrieval of IRVs. In Section 4.1.4, we analyse the performance
of NLP tools trained on the reannotated treebank and analyse whether their
automatic morphosyntactic analysis of potentially re�exive pronouns and IRVs
is usable for pedagogical purposes. Finally, Section 4.1.5 presents a discussion
of the results, after which we provide a conclusion together with a series of
suggestions for future research in Section 4.1.6.

4.1.2 Related research

4.1.2.1 De�ning multiword expressions

In their broadest sense, MWEs can be considered an umbrella term for a
wide range of idiomatic linguistic phenomena (i.e. word combinations with
properties that cannot be predicted from the properties of the individual words
alone; Odijk, 2013). This idiomatic character can manifest itself on a lexical,
morphological, syntactic, semantic, pragmatic, as well as a statistical level
(Baldwin & Kim, 2010). Sag et al. (2002) classify MWEs into two main
categories: lexicalised and institutionalised phrases (see also Bauer [1983]).
The former type is characterised by its at least partially idiosyncratic syntax or
semantics and can be subdivided into �xed expressions, semi-�xed expressions
(e.g., idioms and compound nouns), and syntactically �exible expressions (e.g.,
phrasal verbs and light verb constructions). The complete overview of Sag et
al.'s (2002) classi�cation system of lexicalised MWEs is presented in Table 4.1.

Institutionalised phrases are syntactically and semantically compositional,
but occur with markedly high frequency in a given context (i.e. they are
�statistically idiosyncratic�; Sag et al., 2002). A good case in point would
be the phrasetra�c light , which � despite its full compositionality � cannot
be replaced by semantically equivalent expressions such astra�c director or
intersection regulator (so-called �anti-collocations�; Pearce, 2001). Other ex-
amples of institutionalised (or conventionalised) phrases aretelephone booth
and fresh air.

53



Chapter 4. Vocabulary retrieval

Subtype (1) Subtype (2) Examples (EN) Examples (ES)

Fixed expressions by and large; in
short

de vez en cuando (`from
time to time'); tal y como
(`just as')

Semi-�xed
expressions

Non-
decomposable
idioms

to kick the bucket ;
to wet oneself

estirar la pata (`to die');
recogerse (`to go home')

Compound
nominals

car park ; peanut
butter

crema de cacahuete
(`peanut butter'); entrada
en vigor (`entry into force')

Proper names Loch Ness; New
Hampshire

A Coruña ; Sierra Nevada

Syntactically
�exible expres-
sions

Verb-particle
contructions

to brush up on ; to
write up

contar con (`to count on /
to rely on'); tratar de (`to
try')

Decomposable
idioms

to let the cat out
of the bag; to spil l
the beans

no dejar rastro (`to leave no
trace'); ser más viejo que
un camino (`to be as old as
the hills')

Light verb
constructions

to give a demo; to
make a mistake

dar miedo (`to frighten');
hacer una acusación (`to
make an accusation')

Table 4.1. Overview of lexicalised MWE types based on Sag et al. (2002).

4.1.2.2 Multiword expressions in SLA

In SLA, there is a rapidly growing body of research on MWEs (Boers et al.,
2017; Martinez & Schmitt, 2012; Nation et al., 2016). MWEs have shown to
be a clear distinctive feature between L1 and L2 speakers (N. C. Ellis et al.,
2008) and are a major challenge even for pro�cient L2 learners. Next to ex-
hibiting a slow acquisition pace (Ferraro et al., 2014; Peters, 2014), they have
also proven to be challenging for both form-focused instruction (due to the
large number but low generalisability of the items to be taught) and incidental
learning (due to the low frequency of MWEs in natural discourse) (Garnier
& Schmitt, 2015). As a consequence, �whilst concepts such as frequency, sta-
tistical co-occurrence, variability, idiomaticity, patterns and phraseology are
becoming increasingly familiar to researchers [...], MWEs still have a long way
to go to reach the classroom� (Granger et al., 2007, p. 248). In fact, the
majority of the standardised vocabulary measurement tests (e.g., Dialang or
LexTale) still mainly work with single-word items. Recently, however, the �rst
attempts have been undertaken to develop digital vocabulary learning mod-
ules for MWEs including concordance information as well as to build writing
assistants for MWEs (Ferraro et al., 2014; Simpson-Vlach & Ellis, 2010). Fur-
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thermore, another emerging �eld of MWE research focuses on the construction
of frequency-based word lists for MWEs (Martinez & Schmitt, 2012), which
can be used to complement single-word-based lists (Nation et al., 2016).

4.1.2.3 Multiword expressions in language annotation frameworks

As we aim to study the retrieval of MWEs using the (morphosyntactic) taggers
and (syntactic) parsers of NLP toolkits, we need to analyse how MWEs are
annotated in the reference data the tools are trained on. Usually, these train-
ing data are gathered in so-called treebanks, which are constructed following
a certain language annotation framework. Treebanks are not only growing
in number, but also becoming more and more standardised and comparable
within and across languages (see Figure 4.1 for a treebank data example).

Figure 4.1. Excerpt from the UD Spanish AnCora treebank (training set) in the
column-based CoNLL-U format. The columns contain the following data: ID (word
index), FORM (token), LEMMA, UPOS (POS tag from UD tagset), XPOS (optional
language-speci�c POS tag), FEATS (additional morphosyntactic features), HEAD
(index of the head), DEPREL (dependency relation), DEPS (enhanced dependency
graph), and MISC (any other annotation). Translation: `Alcan is one of the biggest
companies worldwide dedicated to the production of aluminium.'

Launched in 2014, the Universal Dependencies project (De Marne�e et al.,
2021; Nivre et al., 2016) plays a crucial role in this context, as it seeks to de-
velop �cross-linguistically consistent treebank annotation for many languages,
with the goal of facilitating multilingual parser development, cross-lingual
learning, and parsing research from a language typology perspective� (Uni-
versal Dependencies, 2024). Together with the growing number of languages
included in the project (v2.13 contains 259 treebanks in 148 languages), the
standardised, cross-linguistically consistent approach of UD has led to increas-
ing usage of UD treebanks not only for the development of NLP tools, but also
for research purposes (see De Marne�e et al. [2021, p. 304] for an overview).

As for MWE annotation in particular, an important initiative to present is
the PARSing and Multi-word Expressions project (PARSEME; Ramisch et al.,
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2020; Savary et al., 2018). Originally organised as a COST Action from 2013
to 2017, PARSEME has evolved into a full-grown scienti�c community which
develops and maintains multilingual corpora annotated for MWEs (Savary,
Ben Khelil, et al., 2023) as well as the guidelines to perform these MWE
annotations. Recently, Savary, Stymne, et al. (2023) have undertaken a �rst
major e�ort to start aligning the UD and PARSEME frameworks with regard
to MWE annotation, resulting in a roadmap towards the gradual uni�cation of
both frameworks to obtain more consistent treebanks and higher universality
in modelling idiosyncrasy.

Importantly, both this uni�cation of UD and PARSEME and the two
frameworks as such are �living objects�, meaning that annotation guidelines
are constantly being updated and �ne-tuned over the successive releases of the
annotated datasets (Martínez Alonso & Zeman, 2016). Part of the reason why
regular changes are necessary is that several annotation issues, which may be
problematic from both a cross-linguistic and an intra-linguistic perspective,
are still being discussed and solved.

At the start of this PhD project, one of the remaining issues for Spanish
was the annotation of inherently re�exive verbs (IRVs), which fall under the
MWE category of �non-decomposable idioms� (Table 4.1). The PARSEME
framework considers IRVs as a �quasi-universal� MWE type (i.e. occurring in
many but not all languages) and describes them as verb - re�exive pronoun
combinations in which the verb never occurs without the pronoun (e.g.,atre-
verse: `to dare') or in which the pronoun distinctly changes the meaning or
valency of the verb (e.g., recogerse: `to go home' versusrecoger: `to gather')
(Savary, Stymne, et al., 2023). The UD guidelines adopt a similar de�nition,
by stating that IRVs �cannot exist without the re�exive clitic, and the clitic
cannot be substituted by an irre�exive pronoun or a noun phrase�. To this
main claim, the guidelines add that � in case an irre�exive counterpart of the
verb exists � �its meaning is di�erent because it denotes a di�erent action
performed by the agent�. Importantly, the �inherent� aspect of IRVs is also
re�ected in lemmatisation: as the pronoun is inextricably linked to the verb,
instances of IRVs should not be lemmatised as the in�nitive of the verb (e.g.,
recoger) but rather as in�nitive + clitic (e.g., recogerse).

The annotation of Spanish IRVs thus entails checking all instances of the
potentially re�exive pronouns me, te, nos, os, and se (Markovi¢ & Zeman,
2018; Silveira, 2016). These are very frequent items in Spanish, withse alone
occurring in almost 30% of the sentences in the UD Spanish AnCora treebank
(Section 4.1.3.1) and being ranked 11th in the list of most common lemmas in
the CORPES XXI corpus (see Section 3.3.3). These statistics highlight the
relevance of an adequate annotation of these items and of the inclusion of IRVs
in vocabulary learning courses.
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4.1.2.4 Re�exive pronouns and inherently re�exive verbs: a non-
computational perspective

When assessing the quality of PARSEME- and UD-based annotations, we
should not only take into account annotation consistency and accuracy rates
obtained by NLP tools, but also the (cross-)linguistic analyses made in linguis-
tics and SLA (Croft et al., 2017). As NLP tools become more accessible, more
L2 teachers and theoretical linguists will use them and evaluate their (linguis-
tic) accuracy and granularity. In this regard, it should be highlighted that the
di�erent uses of potentially re�exive pronouns in Spanish (especially ofse) are
a heavily debated subject in linguistics, with many studies focusing on both
the syntactic and semantic characteristics of the constructions (Maldonado,
2008; Mendikoetxea, 1999; Otero, 1999).

Recently, Markovi¢ and Zeman (2018) and Silveira (2016) have formulated
several proposals for improving and re�ning the annotation of potentially re-
�exive pronouns. As a synthesis of these proposals, it can be concluded that
at least the following categories can and should be distinguished:

1. Non-coreferential indirect objects wheresesubstitutes le when it is com-
bined with accusative lxs1, as in se lo pago(`I pay it to him|her').

2. True re�exives and reciprocals, which can be expanded by a focal re-
�exive ( a/para sí mismxs) or can take other non-coreferential objects
(e.g., le). In these cases, the re�exive acts as a direct object (los partici-
pantes tienen que inscribirse: `participants have to register themselves')
or indirect object ( se reservan el derecho a intervenir: `they reserve for
themselves the right to intervene').

3. Passive constructions (e.g.,la noticia no se publicó: `the news was not
published'; se recaudan los ingresos �scales: `tax revenues are collected'),
where there is verbal concordance with the original object of the corre-
sponding non-re�exive transitive verb and where a transitive process is
evoked in which the grammatical subject is the a�ected participant.

4. Impersonal constructions, whereseis combined with an intransitive verb
(en Europa se trabaja mucho: `in Europe a lot of work is being done')
or with a transitive verb and a nominal that is explicitly marked as
accusative (se condena a los culpables: `the culprits are convicted').

In the last three categories, the pronominal use of the construction activates
the same event conceptualisation as the non-re�exive counterpart, withse
acting as (indirect) object and/or blurring the agent role (in the case of passive
and impersonal constructions). However, not all re�exives can be classi�ed into
one of these mostly uncontroversial categories. Therefore, all proposals also
include at least a �fth category (which is then often divided into more speci�c
subtypes):

1This neutral notation refers to all possible gender forms: lo, la, los, and las.
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5. Inherently re�exive verbs (often without a clear transitive counterpart),
such asdesmayarse(`to faint'), parecerse a(`to resemble'), or negarse a
(`to refuse'). It is these constructions which can be categorised as a type
of MWE.

Finally, it is important to note that in Spanish linguistic tradition re�ex-
ives are also assigned the property of activating a so-called �middle voice�, in
between the active and passive voice. This use can be considered a sixth and
�nal possible category:

6. Re�exives representing a middle voice. One of the most prototypical
middle voice contexts are spontaneous processes such asel problema se
mani�esta cada vez más claramente(`the phenomenon continues to be-
come clearer'). These utterances do not carry a truly re�exive (active)
meaning and exhibit a clear di�erence with passive constructions, since
the agent role has not �faded away� from the pro�led event, but is really
absent from it. In fact, the middle voice is even considered to be the core
value of se. As argued by Maldonado (2008, p. 155), �the analysis of the
clitic se as a re�exive pronoun misrepresents the overall functions that
the clitic displays�. Instead, he postulates that �while having a reduced
number of re�exive uses the clitic se is a middle voice marker�.

4.1.3 Annotation scheme for potentially re�exive pro-
nouns in Universal Dependencies

With our research, we aim to make a contribution at three di�erent levels.
First, we will contribute to the annotation of potentially re�exive pronouns
and IRVs in Spanish by presenting an annotation scheme which can be used
to (re)annotate the potentially re�exive pronouns in Spanish UD treebanks
(Section 4.1.3.2). Our annotation scheme aspires to adhere to the PARSEME
and UD guidelines (Section 4.1.2.3), as well as to take into account the more
linguistically-oriented considerations we have just discussed in Section 4.1.2.4.
Second, we will evaluate the real-life implementation of the annotation scheme:
we will use the scheme to reannotate the UD Spanish AnCora treebank (Sec-
tion 4.1.3.1), the results of which are presented in Section 4.1.3.3. Finally, we
will assess to which extent automatic NLP tools are able to exploit the knowl-
edge included in those treebanks for the automatic morphosyntactic analysis of
potentially re�exive pronouns in general and IRVs in particular. These results
are presented separately in Section 4.1.4.

4.1.3.1 Data sources

Our study makes use of the AnCora dataset, which predates the launch of
the UD project but has been converted into the UD formalism afterwards
(Martínez Alonso & Zeman, 2016; Taulé et al., 2008). Statistics on the UD
Spanish AnCora treebank (AnCora henceforth) are presented in Table 4.2.
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The annotation scheme (Section 4.1.3.2) was applied to v2.6 of the treebank
(Section 4.1.3.3), meaning that from v2.7 onwards the annotations of poten-
tially re�exive pronouns in AnCora are based on our annotation scheme.

Set Sentences Tokens
Potentially re�exive pronouns

me te se nos os

Test 1;721 55;621 24 2 609 35 0

Training 14;287 469;667 332 68 5;016 284 6

Development 1;654 55;518 29 9 591 51 0

Table 4.2. General statistics and statistics on potentially re�exive pronouns in
AnCora v2.13.

4.1.3.2 Design of annotation scheme

The UD framework provides three main annotation layers by which linguistic
constructions can be progressively de�ned and di�erentiated: a morphosyn-
tactic POS tag (limited to a universal set of 17 tags), a syntactic dependency
relation, and a feature set containing additional morphosyntactic properties
not covered by the POS tags (see Figure 4.1 above and Table 4.3 for concrete
examples). From a typological perspective, it is important to highlight that
the UD framework deliberately limits the number of labels in order to ensure
high cross-lingual annotation consistency.

The set of POS tags consists of the following possible labels:ADJ (adjec-
tive), ADV (adverb), INTJ (interjection), NOUN (common noun), PROPN
(proper noun), VERB, ADP (adposition), AUX (auxiliary verb), CCONJ (co-
ordinating conjunction), DET (determiner), NUM (numeral), PART (parti-
cle), PRON (pronoun), SCONJ (subordinating conjunction), PUNCT (punc-
tuation), SYM (symbol), and X (other). As for the syntactic dependency rela-
tions, they include � among other labels � nominal/clausal subject, (in)direct
object, expletive/pleonastic nominal, nominal/adverbial/adjectival modi�er,
auxiliary/copula verb, determiner, conjunct, and coordinating conjunction (for
the full list, see the UD website). The feature set, �nally, includes � among
other properties � pronominal type (e.g., demonstrative, personal, and rela-
tive), re�exive character (Boolean feature), gender (common, feminine, mas-
culine, and neutral), number (e.g., singular and plural), case (e.g., nomina-
tive, accusative, and ergative), tense (future, imperfect, past, pluperfect, and
present), and voice (e.g., active and passive).

As PRON is the only possible POS tag to annotate potentially re�exive
pronouns, we can leave the �rst annotation layer out of the discussion. For the
second and third layer, however, di�erent annotations are required to distin-
guish re�exive from non-re�exive uses and to di�erentiate between the di�erent
roles the re�exive uses can assume, with an inherently re�exive role being one
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of them. In Table 4.3, an example is given of which information the annotation
scheme needs to capture.

Sentence

Pocos se habrían atrevido con un tema tan metafísicamente imposible. (`Few would
have dared to tackle such a metaphysically impossible subject.)

Token POS Deprel Features

Pocos PRON nsubj Gender=Masc
Number=Plur
NumType=Card
PronType=Ind

se PRON ? ?

habrían AUX aux Mood=Cnd
Number=Plur
Person=3
VerbForm=Fin

atrevido VERB root Gender=Masc
Number=Sing
Tense=Past
VerbForm=Part

con ADP case �

un DET det De�nite=Ind
Gender=Masc
Number=Sing
PronType=Art

tema NOUN obl:arg Gender=Masc
Number=Sing

tan ADV advmod �

metafísicamente ADV advmod �

imposible ADJ amod Number=Sing

. PUNCT punct PunctType=Peri

Table 4.3. Real-life example of annotations to be covered by the annotation scheme
(indicated with � ?�), taken from AnCora v2.13. �Deprel� stands for dependency
relation.

The annotation scheme is presented in Table 4.4. We �rst of all disam-
biguate the pronouns according to their general re�exive character, distin-
guishing between the re�exive me veo en el espejo(for translations see the
caption of Table 4.4) and the reciprocalPedro y María se vieron en la calle
on the one hand, and the non-re�exiveme ven on the other. These instances
are assignedobj (for �direct object�) as the dependency label and Acc (for
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�accusative�) as the value for the Case feature. Re�exive and reciprocal uses
receiveYes as the value for theRe�ex feature, while for non-re�exive uses the
Re�ex value is excluded. In a similar vein, we distinguish between re�exive
and non-re�exive indirect objects: me quito la ropa (re�exive) and María y
Pedro se dieron la mano(reciprocal) on the one hand; me lo dijeron on the
other. The latter type also encompasses instances ofse substituting le(s) as
a non-coreferential indirect object (se lo dijeron). As for the feature values,
the same principles apply, the only di�erence being that Dat (for �dative�)
is taken as the Case value. In summary, these annotations cover categories
1 and 2 presented in Section 4.1.2.4 and allow distinguishing between truly
re�exive/reciprocal uses and non-re�exive/reciprocal uses.

The remaining re�exive uses are assigned one of the following dependency
labels: expl:impers (for �impersonal expletive�), expl:pass(for �passive exple-
tive�), or expl:pv (for �pronominal verb expletive�). With the term �expletive�
indicating that the pronoun does not play the role of a normal object (i.e. it
cannot be substituted with an irre�exive pronoun or other nominal), these
three labels correspond to categories 3, 4, and 5 discussed in Section 4.1.2.4.
As far as the impersonal marker function is concerned, the following examples
taken from the AnCora treebank provide a good overview of its usage:se tra-
baja mucho(`a lot of work is being done'), se juega al todo o nada(`it is going
to be all or nothing'), and se trata de documentos bancarios(`it is about bank
documents'). Importantly, given the complete lack of semantic role played by
the pronoun se when it is used as an impersonal marker, we do not assign any
value to the Case feature of expl:impers instances.

For the passive marker role, the following examples illustrate its usage:
la noticia se publicó (`the news was published'),las o�cinas se abren por las
tardes (lit. `the o�ces are opened during the afternoon'), and la iniciativa se
inició a �nales de agosto (`the initiative was launched at the end of August').
Important to note is that the expl:passcategory captures the regular passive
constructions with se but not the �mediopassive� middle voice instances (cat-
egory 6 in Section 4.1.2.4) such asel problema se mani�esta más claramente
(`the problem becomes clearer') orel evento se acabó a medianoche(`the event
ended at midnight'), which are labelled asexpl:pv (see below).

Finally, the umbrella category of expl:pv � which thus encompasses the
MWE type of IRVs � is divided into three main subgroups: (1) construc-
tions with corresponding transitive verbs, (2) constructions showing an alter-
nation with intransitive verbs, and (3) constructions without corresponding
(in)transitive verbs. The �rst group of �transitivity-based� re�exive construc-
tions is further subdivided by assigning di�erent combinations of feature sets.
These feature sets overlap with other �non-expl:pv� constructions, showing
their shared characteristics. By combining theexpl:pv dependency label with
unique feature values, our annotation scheme provides an additional layer of
granularity in the analysis of IRVs.
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Deprel
Features

Examples

Case Re�ex

REFLEXIVE USES

obj Acc Yes (4a) me veo en el espejo

(4b) Pedro y María se vieron en la calle

iobj Dat Yes (4c) me quito la ropa

(4d) María y Pedro se dieron la mano

expl:impers � Yes (4e) se trabaja mucho

expl:pass Acc Yes (4f) la noticia se publicó

expl:pv With corresponding non-re�exive transitive verb

Acc Yes (4g) el problema se mani�esta

(4h) la gente se mani�esta

(4i) Pedro y María se ponen de acuerdo

Dat Yes (4j) Pedro se da cuenta de que ...

Com Yes (4k) María se llevó el regalo

expl:pv With corresponding non-re�exive intransitive verb

� Yes (4l) Pedro se muere

expl:pv Without corresponding non-re�exive verb

Acc Yes (4m) María se atreve a ...

NON-REFLEXIVE USES

obj Acc � (4n) me/te/nos/os/lxs ven

iobj Dat � (4o) me/te/nos/os/se lo dijeron

Table 4.4. Annotation scheme for potentially re�exive pronouns in UD treebanks.
�Deprel� stands for dependency relation. Translations: (4a) `I see myself in the
mirror'; (4b) `Pedro and María saw each other on the street'; (4c) `I take o� my
clothes'; (4d) `María and Pedro shook hands' (lit. `María and Pedro gave each other
the hand'); (4e) `a lot of work is being done'; (4f) `the news was published'; (4g)
`the phenomenon becomes clear'; (4h) `people are demonstrating'; (4i) `Pedro and
María agree'; (4j) `Pedro realises that ...'; (4k) `María took the present with her'; (4l)
`Pedro dies'; (4m) `María dares to ...'; (4n) `they see me/you/us/you/him|her|them';
(4o) `they said it to me/you/us/you/him|her|them'.
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First, the expl:pv instances in the accusative case can be said to show
similarities with regular re�exives as a direct object (e.g., la gente se mani�-
esta [`people are demonstrating'] andse encuentran en el edi�cio [`they are in
the building']), regular reciprocals as a direct object (e.g.,se ponen de acuerdo
[`they agree'] andse llevan bien[`they get along well']), or passive markers (i.e.
middle voice instances, examples see above). Second, theexpl:pv instances in
the dative case can be argued to correspond to regular re�exives as an indirect
object: se dieron cuenta de la presencia del tigre(`they became aware of the
tiger's presence'), el tenista se perdió el partido(`the tennis player lost the
game'), and mi amiga se hacía cargo de la operación entera(`my friend took
care of the entire operation'). Thirdly, we also introduce Com (for �comita-
tive�) as a possible value for the Case feature. Particularly in the case of the
verb llevar (llevarse algo consigo: `to take something with oneself'), this seems
semantically more appropriate than the dative value. Moreover, it can avoid
having to identify two dative arguments in examples such asel Boca se le llevó
un punto al Deportivo (`Boca took a point from Deportivo with them').

For the second main subgroup (IRVs with a corresponding non-re�exive
intransitive verb), some good examples aremorirse/morir (`to fall dead / to
die'), caerse/caer (`to fall [accidentally] / to fall'), pararse/parar (`to stop
[unexpectedly] / to stop'), dormirse/dormir (`to fall asleep / to sleep'), and
irse/ir (`to leave / to go'). Given the intransitive character of the correspond-
ing non-re�exive verb, we also do not assign any Case value to these kind of
instances. Lastly, examples of the third and �nal subgroup (IRVs without cor-
responding non-re�exive verb) would be atreverse a (`to dare'), acordarse de
(`to remember'), abstenerse de(`to refrain from'), arrepentirse de(`to regret'),
and adentrarse en(`to enter').

4.1.3.3 Application of annotation scheme

Next, we applied the annotation scheme to the 7,298 potentially re�exive pro-
nouns present in the test, training, and development sets of AnCora v2.6. The
annotations were performed independently by two linguists involved in the
PhD project. In case the two independent annotations di�ered, the linguists
discussed their annotations to arrive at one �nal label.

Since the taxonomy used for potentially re�exive pronouns in AnCora v2.6
encompassed a considerable number of limitations, it was impossible to iden-
tify IRVs in the morphosyntactic output of NLP tools trained on the treebank.
For example, expl:impersand expl:pv did not occur among the possible depen-
dency labels and theCasefeature value did not distinguish between accusative
and dative. Moreover, the 2.6 version of the treebank contained a consider-
able number of annotation errors and inconsistencies, with 30% and 60% of
the, respectively, expl:passand iobj being false positives and non-coreferential
indirect objects such asse in el PP no se lo perdona(`the PP does not forgive
him|her this') being labelled as re�exive. Below, we provide a comprehensive
overview of the changes made to the treebank during the reannotation.
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Since all Case values of pronouns were labelled as{Acc, Dat} in AnCora
v2.6, all 7,298 items received a newCase value: 5,933 instances were reanno-
tated as Acc, 893 instances asDat and 472 instances as �N/A� (not applica-
ble, for non-cased instances). The comitative case (Com) did not occur in the
data. The Re�ex value of 7,108 pronouns (97%) remained unaltered: 6,483
instances maintained their re�exive annotation (Yes) and 625 instances their
non-re�exive character (�N/A�). However, 49 pronouns were changed from re-
�exive to non-re�exive, while the value of 141 instances was modi�ed from
non-re�exive to re�exive.

The most important contribution of applying the annotation scheme, how-
ever, resided in the reannotation of the dependency relations, with 6,322 of
the 7,298 potentially re�exive pronouns (almost 87%) receiving a new label.
A detailed, quantitative overview of the corresponding changes is presented in
Table 4.5 (recall that expl:impers and expl:pv do not occur in the v2.6 tree-
bank). The statistics show a fundamental shift from obj as the predominant
label to a more dispersed distribution, with expl:pv and expl:passbeing the
most important labels. In other words, the reannotation shows that re�ex-
ive pronouns usually express an expletive use, more speci�cally an inherently
re�exive use (expl:pv) or a passive one that blurs the subject role (expl:pass).

In summary, besides resolving many errors and inconsistencies, the reanno-
tation provided a more �ne-grained and informative categorisation, since the
previous taxonomy (AnCora � v2.6) did not allow distinguishing between pas-
sive (en este volumen se ofrecen textos académicos: `in this volume academic
texts are provided') and truly re�exive uses (María se ofrece para hacerse cargo
del bebé: `María o�ers her services [lit. herself] to take care of the baby') of
the same verb, or between passive (se incautaron las armas: `the guns were
seized') and inherently re�exive constructions (la policía se incauta de las ar-
mas: `the police seized the guns'). In all these cases,se was labelled asobj,
and no di�erences could be found between the feature sets of these instances.

AnCora � v2.7 ! expl
iobj obj Total (v2.6)

AnCora v2.6 # impers pass pv

expl:pass 301 159 35 1 6 502

iobj 1 17 253 152 43 466

obj 54 2;052 2;927 628 665 6;326

Other 0 3 0 1 0 4

Total ( � v2.7) 356 2;231 3;215 782 714 7;298

Table 4.5. Changes in dependency relation after applying annotation scheme to
AnCora v2.6.
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4.1.4 Automatic morphosyntactic analysis of potentially
re�exive pronouns

4.1.4.1 Background and setup

To the best of our knowledge, there have not yet been performed any studies
which focus on the performance of machine learning (ML) models at tagging
and parsing potentially re�exive pronouns and IRVs in Spanish based on UD
treebank data. Regarding experiments carried out on non-UD data, Aldama-
García and Barbero Jiménez (2021) adopted an ML approach to predict the
dependency label ofse in a one-per-sentence setup (i.e. with exactly one in-
stance of se in each sentence of the dataset). To this end, they compiled a
custom �se corpus� containing 2,140 sentences from the CORPES XXI cor-
pus. The (closed-access) dataset was annotated according to a four-category
annotation scheme, consisting ofse-mark (for cases of valency reduction, such
as passive and impersonal constructions),expl (for pure pronominal predicates
or emphatic contexts), iobj (for indirect objects) and obj (for direct objects)
as its labels. Next, nine di�erent ML classi�ers were evaluated on the test
set of the corpus, with pretrained language models based on a Transformers
architecture obtaining the best performance (macro F1 score of 0.7).

Results such as these indicate that, to a certain extent, recent ML meth-
ods are able to successfully distinguish di�erent uses of the potentially re�ex-
ive pronoun se. To implement them in real-life scenarios, approaches as in
Aldama-García and Barbero Jiménez (2021) � which are based on a language-
speci�c setup and require a self-compiled and annotated set of training and
test data � can be integrated as a custom component for that speci�c language
in NLP tools such as spaCy and Stanza. This way, the morphosyntactic in-
formation o�ered by the tool's tagger and parser can be complemented by the
output of the task-speci�c model.

Ideally, however, the output of the taggers and parsers is qualitative and
informative enough on its own, rendering the development of a complementary
model unnecessary. This is the starting point of our research: with the default
taggers and parsers included in spaCy and Stanza using UD data as their train-
ing input, we can assess their performance when trained on a UD release that
includes the reannotations presented in Section 4.1.3.3. To this end, we apply
the large pretrained Spanish model of spaCy v3.2.2 (�es_core_news_lg�) and
the default pretrained Spanish model of Stanza v1.3.0 � both trained on the
UD Spanish AnCora v2.8 training and development sets � to the correspond-
ing AnCora v2.8 test set. Based on the results, we can go on to analyse if
there is still a need to complement the default morphosyntactic output by a
task-speci�c model and where exactly (i.e. for which labels) issues arise.

The test data include 668 potentially re�exive pronouns, of which 127 in-
stances are clitic forms such asse in la gente va a la calle a manifestarse
(`people go to the streets to demonstrate'). As spaCy does not include a mul-
tiword tokeniser (which is required to split words with clitics into so-called
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�subword tokens� and then analyse these separate tokens instead of the en-
tire word form), clitic forms will be excluded from the evaluation in order to
obtain comparable results. Finally, some architectural characteristics of the
NLP tools should be highlighted: in the spaCy pipeline, the tagger and parser
components listen to the same word embedding component but do not share
any information between them, implying that the features and dependency
relations are predicted independently of each other. Stanza, however, does
take into account information from the tagger when training its dependency
parser, which means that the Stanza dependency relation predictions partially
depend on the feature predictions.

4.1.4.2 Results

Table 4.6 presents a detailed overview of the morphosyntactic analysis, with
the number of instances for each label included in the �#instances� row. As
our evaluation method, we use the F1 metric, which yields scores within the
0-1 range (the higher, the better) and represents the harmonic mean of pre-
cision (i.e. the number of true positive predictions divided by the number of
true positive and false positive predictions) and recall (i.e. the number of true
positive predictions divided by the number of true positive and false nega-
tive predictions). More extensive information on this measure is presented in
Appendix B.1. When we discuss the results for IRVs (which constitute the
primary category of interest in our vocabulary learning setting), these refer to
the results for the expl:pv dependency label.

Case Re�ex Dependency relation

Acc Dat N/A Yes N/A expl:impers expl:pass expl:pv iobj obj

#instances 452 47 42 504 37 30 171 254 36 50

spaCy

F1 0.94 0.62 0.57 0.99 0.88 0.51 0.75 0.8 0.6 0.37

Avg-M 0.71 0.93 0.6

Avg-W 0.88 0.98 0.71

Stanza

F1 0.9 0.46 0 0.98 0.78 0.5 0.75 0.76 0.56 0.23

Avg-M 0.45 0.88 0.56

Avg-W 0.79 0.97 0.68

Table 4.6. Results (F1 scores) of automatic morphosyntactic analysis of poten-
tially re�exive pronouns in AnCora v2.8 test set using spaCy v3.2.2 and Stanza
v1.3.0. �Avg-M� and �Avg-W� stand for �macro average� and �weighted average�
respectively .

For the Caseand Re�ex features, good results are obtained, especially with
spaCy (weighted F1 scores of 0.88 forCaseand 0.98 forRe�ex ). Stanza, how-
ever, does not seem to be able to recognise non-cased uses (�N/A� column),
which correspond to re�exive pronouns with expl:impers as the dependency
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label and to IRVs for which a corresponding non-re�exive intransitive counter-
part exists (see Example (4e) and (4l) in Table 4.4). As far as the dependency
relations are concerned, the automatic morphosyntactic analysis achieves rela-
tively good results as well, with weighted F1 scores of 0.71 for spaCy and 0.68
for Stanza. For IRVs in particular, good F1 scores of 0.8 (spaCy) and 0.76
(Stanza) were obtained, indicating that NLP tools possess the potential to
successfully retrieve IRVs from corpus texts. The correct test set predictions
in Table 4.7 illustrate the models' capabilities.

Sentence Case Re�ex Deprel

(4p) [...] ahora se hablará de inversión [...] N/A Yes expl:impers

(4q) También con�ó en que, durante su
mandato, se aprueben las leyes de la Seguri-
dad Social [...]

Acc Yes expl:pass

(4r) [...] La tranquilidad de los días previos se
convirtió en gran preocupación [...]

Acc Yes expl:pv

(4s) [...] también a nosotros nuestra democracia
nos parece tan �rme y tan segura [...]

Dat N/A iobj

(4t) La candidatura a vicepresidente hizo que
Cheney se inscribiera como elector de
Wyoming [...]

Acc Yes obj

Table 4.7. Selection of correct predictions in automatic morphosyntactic analysis of
potentially re�exive pronouns in AnCora v2.8 test set using spaCy v3.2.2. �Deprel�
stands for dependency relation. Translations: (4p) `[...] now there will be talked
about investing [...]'; (4q) `He|she also hoped that, during his|her mandate, Social
Security laws would be passed [...]'; (4r) `[...] The peace of the previous days turned
into great concern [...]'; (4s) `[...] also to us our democracy seems so �rm and secure
[...]'; (4t) `The vice president candidacy prompted Cheney to register himself as a
voter in Wyoming [...]'.

Compared to the top macro F1 score of 0.7 reached in Aldama-García and
Barbero Jiménez (2021), both spaCy (0.6) and Stanza (0.56) perform worse, al-
though it should be observed that Aldama-García and Barbero Jiménez (2021)
distinguish only four instead of �ve categories and exclusively focus onse as
potentially re�exive pronoun (and not on me, te, nos, and os). Next, the low
scores for theexpl:impers and especiallyobj category have to be highlighted.
A �rst possible explanation for this lower performance could be the limited
number of training instances in the training and developments sets: 268 for
expl:impers (5.07%) and 444 forobj (8.4%). To gain more in-depth insights
into these issues � and into the errors made for IRVs � an additional analysis
is performed based on the contingency tables included in Table 4.8 to 4.10,
which zero in on the performance of spaCy, the best-performing tool. The
error analysis also includes a qualitative component, with special attention for
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the generalisation potential of the tool (i.e. if it has learnt to make predictions
based on patterns, not just to predict the most frequent label for each word
form).

Predicted !
Acc Dat NA Total

Correct #

Acc 435 14 3 452

Dat 19 28 0 47

NA 23 1 18 42

Total 477 43 21 541

Table 4.8. Contingency table results for Case feature at morphosyntactic analysis
of potentially re�exive pronouns in the AnCora v2.8 test set using spaCy v3.2.2.

Predicted !
Yes NA Total

Correct #

Yes 496 8 504

NA 2 35 37

Total 498 43 541

Table 4.9. Contingency table results for Re�ex feature at morphosyntactic analysis
of potentially re�exive pronouns in the AnCora v2.8 test set using spaCy v3.2.2.

Predicted ! expl
iobj obj Other Total

Correct # impers pass pv

expl:impers 14 9 5 1 1 0 30

expl:pass 7 138 24 1 0 1 171

expl:pv 4 39 201 7 3 0 254

iobj 0 5 3 25 3 0 36

obj 0 7 16 14 13 0 50

Total 25 198 249 47 21 1 541

Table 4.10. Contingency table results for dependency relations at morphosyntactic
analysis of potentially re�exive pronouns in the AnCora v2.8 test set using spaCy
v3.2.2.
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For the Caseerrors, three main �ndings can be extracted from the results:

1. Predicting the correct case ofme, te, nos, and os when they are used in
accusative case is challenging (see Example (4u) and (4x) in Table 4.11):
together, these pronouns account for 29 of the 452 accusative instances,
and 13 of those 29 cases received the wrongDat prediction (which corre-
sponds to 13 of the 17 errors made for the accusative label). Importantly,
12 of those instances also received a wrong dependency label (namelyiobj
instead of obj or expl:pv).

2. Predicting the correct case ofsewhen it is used in dative case also entails
challenges (see Example (4v) in Table 4.11):se accounts for 24 of the
47 dative instances, and 15 of those 24 cases were labelled wrongly as
accusative (corresponding to 15 of the 19 errors made for this label).

3. As for the non-cased instances, the errors seem to indicate that the model
does not just naïvely link labels to verbal heads2, since in sentences with
the IRV irse/marcharse (`to leave') � which frequently occur in the train-
ing data and under all circumstances receive the �N/A� label � �ve in-
correct but also four correct predictions can be found. This �nding can
be considered evidence that, for pronouns with the same verbal head, the
model has developed a kind of generalisation procedure, although it thus
results in the introduction of some errors forirse/marcharse. In a similar
vein, the generalisation for predicting morphological features across ver-
bal heads does not appear to be entirely successful either, since several
of the Caseerrors correspond to re�exive pronoun - verbal head combi-
nations which do not or barely occur in the training (and development)
data. With only one occurrence of the verbadvertir (`to warn') in the
training set, for example, the test sentence (4w) was wrongly predicted
as Acc, suggesting that the model was not able to generalise � in this
particular case � from similar examples with other verbal heads (e.g.,
contratar as in se contrata a alguien [`someone was given a contract'],
which occurs three times in the training data).

2Under �verbal head� we understand the verbal form on which the potentially re�exive
pronoun is syntactically dependent.
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Sentence
Case Re�ex Deprel

Corr Pred Corr Pred Corr Pred

(4u) [...] nos trataron muy
mal [...]

Acc Dat N/A N/A obj iobj

(4v) [...] las carreteras cata-
lanas se cobraron 16 vi-
das [...]

Dat Acc Yes Yes expl:pv expl:pass

(4w) Si se hubiera advertido a
la gente [...]

N/A Acc Yes Yes expl:impers expl:pass

(4x) [...] no me engaño a
creer en la existencia de
[...]

Acc Dat Yes N/A obj iobj

(4y) El mensaje no sólo se co-
munica verbalmente.

Acc Acc Yes Yes expl:pass expl:pv

(4z) [...] siempre nos hemos
presentado como una
fuerza política de oposi-
ción [...]

Acc Acc Yes Yes obj expl:pv

(4aa) [...] Beckenbauer se per-
mite bromear [...]

Dat Acc Yes Yes iobj expl:pass

(4ab) [...] el a�aire Cristo-Rey
se tomaba un respiro [...]

Dat Acc Yes Yes iobj expl:pass

Table 4.11. Selection of errors at automatic morphosyntactic analysis of potentially
re�exive pronouns in AnCora v2.8 test set using spaCy v3.2.2. �Deprel� stands for
dependency relation, �corr� for correct label and �pred� for predicted label. Trans-
lations: (4u) `[...] they treated us really badly [...]'; (4v) `[...] Catalan roads claimed
16 lives [...]'; (4w) `If people had been warned [...]'; (4x) `[...] I don't delude myself
into believing in the existence of [...]'; (4y) `The message is not only communicated
verbally.'; (4z) `[...] we always have presented ourselves as a political opposition
force [...]'; (4aa) `[...] Beckenbauer a�ords himself to make jokes [...]'; (4ab) `[...] the
Cristo-Rey a�air took a breather [...]'.

Next, the (few) errors made for the Re�ex feature (see Example (4x) in
Table 4.11) usually correspond to instances ofme, te, nos, and os for which
the model also wrongly predicted both the case (usually dative instead of
accusative) and the dependency relation (usuallyiobj instead of expl:pv or
obj). Especially the wrong iobj prediction provides a plausible explanation for
the error in the Re�ex label, as in the training data non-re�exive iobj instances
are twice as frequent as re�exiveiobj instances.

Thirdly, the error analysis of the dependency relation predictions led to
four main �ndings:

1. Errors in one of the expletive categories almost always correspond to
one of the two other expletive labels (14 of the 16 errors inexpl:impers,
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31/33 in expl:pass, and 43/53 in expl:pv). In other words, the ML model
has no problem in identifying expletive uses of potentially re�exive pro-
nouns, but assigning the right expletive subcategory seems to be less
straightforward (see Example (4v) , (4w), and (4y) in Table 4.11).

2. For the retrieval of IRVs, our primary category of interest, we calculate
the performance in terms of precision (i.e. the number of correctexpl:pv
predictions divided by total number of expl:pv predictions). This metric
can be said to be pedagogically more informative than recall (i.e. the
number of correct expl:pv predictions divided by total number of true
expl:pv instances) and the overarching F1 score, as it penalises wrong
predictions more heavily. From a pedagogical perspective, it is the in-
clusion of these wrong examples in learning materials which should be
avoided at all cost. With an 81% precision rate (48 of the 249expl:pv
predictions were errors), the model performs fairly well. As for the er-
rors, especially the use of potentially re�exive pronouns as a passive
marker (24 instances wrongly predicted as an IRV; see Example (4y)) or
as a direct object (16 instances; see Example (4z)) appears to be hard
to automatically distinguish from the inherently re�exive use in certain
cases.

3. For iobj, �ve of the 11 errors are expl:passpredictions. Looking at the
sentences, it seems that the model is not able to predict theiobj label
for re�exive pronouns which co-occur with an explicit subject and direct
object, as in Example (4aa) and (4ab) in Table 4.11.

4. Predicting the correct dependency label ofme, te, nos, and os when they
are used as direct object also poses challenges to spaCy's ML model (see
Example (4u) and (4x)): together, these pronouns account for 19 of the
50 obj instances, and 17 of those 19 cases received a wrong dependency
relation (which corresponds to 17 of the 37 errors made for theobj la-
bel). Moreover, all of the 14 cases where aniobj instance was predicted
instead of obj were to be found amongst those 17 errors, highlighting the
sometimes fuzzy boundary betweenme, te, nos, and os acting as direct
or indirect object.

Finally, as an overarching observation, it should be noted that the gener-
alisation potential of the model, which was already brie�y addressed in the
discussion of theCase errors, also comes to the fore with pronoun - verbal
head combinations that have multiple possible uses. A good case in point
is the combination with the verbal head tratar , which occurs 111 times as
expl:impers and two times asexpl:passin the training and development data.
Despite the imbalanced distribution in the training data, the test sentence
containing los temas se tratarán(`the topics will be treated') still got labelled
correctly as expl:pass, which hints at the fact that the model has leveraged
�knowledge� from other expl:passtraining examples to arrive at this correct
prediction. Still other evidence of the generalisation potential can be found in
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the accuracy rates the model obtains for the 35 pronoun - verbal head combi-
nations which do not occur at all in the training data: 73% for Case, 97% for
Re�ex and 54% for the dependency relations.

4.1.5 Discussion

To start the discussion of the results, we formulate an answer to RQ4.1.1,
which concerned the feasibility of retrieving the MWE type of IRVs through
automatic morphosyntactic analyses. With F1 scores of 0.8 (spaCy) and 0.76
(Stanza) on predicting the expl:pv dependency relation, it can be concluded
that automatic morphosyntactic analyses performed by NLP tools are able
to retrieve IRVs relatively well. Nevertheless, the error analysis showed that
the 81% precision rate obtained by the spaCy model does not make the mor-
phosyntactic analysis output directly usable for pedagogical purposes, as the
model wrongly predicts a non-negligible number of passive markers and direct
objects as IRVs.

Regarding the limitations of the present study, the size of the test set
on which the performance of the NLP tools was evaluated can be considered
rather limited (the set contained 541 instances of potentially re�exive pro-
nouns). Secondly, the � out of practical considerations � decision of having
the reannotation performed by two linguists involved in the PhD project put
some limitations on the error analysis. Suppose a larger group of linguists had
performed the reannotation, it would have been possible to compare the errors
made by the system to the agreement between the linguists. This would have
allowed us to gain deeper insights into how �understandable� the errors made
by the system were (e.g., an error for an instance to which not all linguists
assigned the same label should be evaluated di�erently compared to an error
for an instance on which all linguists agreed unanimously).

4.1.6 Conclusion and future work

In Section 4.1 we have looked into the retrieval of one speci�c type of mul-
tiword expression in one speci�c setting: the retrieval of inherently re�exive
verbs (IRVs) through automatic morphosyntactic analyses performed by natu-
ral language processing (NLP) tools such as spaCy and Stanza. To this end, we
developed an annotation scheme to (re)annotate the potentially re�exive pro-
nouns (me, te, nos, os, and se) in Spanish Universal Dependencies treebanks,
which are used as reference data to train the abovementioned NLP tools. The
annotation scheme allows for a �ne-grained analysis of IRVs, as it combines
the expl:pv dependency label with unique sets of feature values. Apart from
providing insights into the retrieval of IRVs in particular, our research made a
substantial contribution to improving the NLP-driven morphosyntactic analy-
sis of potentially re�exive pronouns in general and, in doing so, also to creating
higher-quality �enriched resources� that can be used as input for corpus query
tools and language learning environments.
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We used the annotation scheme to reannotate the potentially re�exive pro-
nouns included in the AnCora v2.6 treebank (7,298 items in total; changes vis-
ible from v2.7 onwards). This empirical contribution resulted in label changes
for all Case features, 3% of theRe�ex features and 87% of the dependency
relations. The application of spaCy v3.2.2 and Stanza v1.3.0 (both trained
on AnCora v2.8, and thus based on our reannotations) to the AnCora v2.8
test set yielded promising results, hinting at the potential of using NLP-driven
methods to retrieve IRVs from corpus texts and to perform �ne-grained mor-
phosyntactic analyses. Top overall weighted F1 scores corresponded to 0.88 for
Case, 0.98 forRe�ex , and 0.71 for the dependency relations. For the prediction
of IRVs in particular, a top F1 score of 0.8 was achieved by the spaCy model.
Finally, the error analysis on the spaCy results revealed some of the remain-
ing issues in the automatic morphosyntactic analysis of IRVs and potentially
re�exive pronouns in Spanish (e.g., determining the right subcategory of ex-
pletive dependency labels), but also underlined the (generalisation) potential
of the underlying model.

In summary, although satisfactory performance levels were achieved, our
research has shown that there is still room for improvement in the automatic
morphosyntactic analysis of potentially re�exive pronouns, especially regard-
ing the prediction of dependency relations. Future work could consist of study-
ing if a task-speci�c model (Aldama-García & Barbero Jiménez, 2021) can
complement the default taggers and parsers of NLP tools in order to push
performance. For the retrieval of IRVs, this complementary model would need
to counterbalance the tendency of the NLP model to wrongly label passive
markers and direct objects as IRVs. Furthermore, it is worth considering to
implement rule-based predictions for a �xed set of verbs that always yield the
same labels when functioning as the verbal head of a re�exive pronoun (e.g.,
for irse/marcharse) and to de�ne rules that determine the feature values for a
given dependency relation (e.g., theRe�ex feature value of IRVs should always
be Yes). With spaCy, such speci�c rules can be easily implemented thanks to
the �attribute ruler� component, which manages mappings and exceptions at
token level.
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4.2 Sense awareness: word sense disambigua-
tion in Spanish ICALL environments

4.2.1 Introduction

Next to MWEs, a second core aspect of vocabulary is its often ambiguous
character. This so-called �lexical ambiguity� can take many shapes and sizes,
from homonymy (i.e. words with the same spelling and pronunciation but a
di�erent and unrelated meaning; e.g., bat as a baseball stick andbat as a night
animal) to polysemy(i.e. words with the same spelling and pronunciation but a
di�erent though related meaning; e.g., the mouth of a person and themouth of
a river). In SLA, lexically ambiguous words have shown to be more challenging
to process and learn than single-meaning words (Bensoussan & Laufer, 1984;
Degani & Tokowicz, 2010), highlighting the need to devote su�cient attention
to ambiguous words in vocabulary learning courses. This need is also backed
by other SLA research �ndings, such as Boers's (2021, p. 162) claim that
being able to make connections between concrete and abstract uses of the
same word �can make the abstract uses more imageable and as a result easier
to remember�.

Nevertheless, the distinction of word senses has received limited attention in
the design of CALL-based vocabulary learning activities and graded word lists
(Nation & Parent, 2016; Pilán et al., 2016; Tack et al., 2018). Furthermore,
most corpus query tools only allow performing queries on wordforms, not
on word senses. As a result, when looking for usage examples for each sense
of an ambiguous word, L2 learners and teachers usually have to manually
select these examples from the corpus output. Similarly, it might be necessary
to manually �lter non-disambiguated concordance lines before they become
suitable as input for exercises which focus on speci�c and/or less commonly
used meanings of ambiguous words.

It is for these kinds of scenarios that ICALL and its NLP-driven methods
aim to o�er solutions. To tackle the lexical ambiguity issue, the NLP technique
of word sense disambiguation (WSD) can be applied (Kulkarni et al., 2008).
Although performance levels have recently breached the �80% glass ceiling set
by the inter-annotator agreement� (Bevilacqua et al., 2021, p. 4330), WSD for
language learning purposes is still an open problem, in particular for languages
other than English. Yet, given the recent advances within the �eld of NLP, we
are convinced that all necessary building blocks are available to successfully
develop a WSD method for SLA purposes.

In this section, we present a possible con�guration of those building blocks,
ready to be implemented in ICALL environments, corpus query tools, and
computer-readable pedagogical resources. Our methodology3 relies on a cus-
tomised and learner-centred sense inventory and requires only a few prototyp-
ical example sentences as labelled input. As our target setting, we envisage an

3The Python implementation of the methodology is made available in a separate repository.
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LSP course on business vocabulary in which a DDL approach (Section 3.2.2)
is adopted. The approach can be bothlearner-centred (e.g., with learners us-
ing the ICALL environment to analyse disambiguated concordance lines) or
teacher-informed (e.g., with teachers using the ICALL environment to cre-
ate meaning-based �ll-in-the-blanks exercises). The research questions to be
answered in this section are de�ned as follows:

RQ4.2.1 Can the NLP technique of word sense disambiguation be tailored
to SLA as the target setting?

RQ4.2.2 If so, can this adapted word sense disambiguation method be
made scalable and is its performance good enough for the method
to be used in real-life ICALL applications?

The remainder of Section 4.2 is structured as follows: after providing an
overview of the related research in Section 4.2.2, we present the methodology
in Section 4.2.3. Next, the performance of the WSD method is discussed in
Section 4.2.4 and 4.2.5, after which we present our conclusions alongside a
series of possible directions for future research in Section 4.2.6.

4.2.2 Related research

4.2.2.1 Lexical ambiguity in linguistics

Lexical ambiguity can manifest itself at di�erent levels. When two words share
the same written form but are pronounced di�erently, they are called homo-
graphs (e.g., bassas a range of musical notes andbassas a type of �sh). In
the opposite case, when two words share the same pronunciation but have a
di�erent spelling, they are called homophones(e.g., feet and feat). Finally,
when both the spelling and pronunciation of two words are identical they are
classi�ed as homonyms (when their meanings are unrelated; e.g.,bank as a
�nancial institution and bank as a river side) orpolysemes(when their mean-
ings are related; e.g.,eye as a body part and eye as the hole in a needle)4.
A schematic overview is presented in Table 4.12. On a terminological note,
the di�erent referents of homographs, homophones, and homonyms are often
referred to as di�erent meanings, while the di�erent referents of polysemes
are generally referred to as di�erent senses. However, in this dissertation we
make the pragmatic choice to use �meaning� and �sense� interchangeably, as
this avoids having to, for example, introduce the concept of �word meaning

4Less restrictive views on these concepts also exist: some de�nitions do not require ho-
mographs and homophones to di�er in, respectively, pronunciation and spelling, with
�homonymy� being adopted as an umbrella term encompassing the two concepts. Fol-
lowing a similar reasoning, the term �homonymy� is also used as a hypernym of �true
homonyms� (i.e. with unrelated meanings) and �polysemous homonyms� (i.e. with related
meanings). Still other de�nitions employ �polysemy� as the umbrella term for all types of
lexical ambiguity, as is the case within the domain of NLP (Bevilacqua et al., 2021).
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disambiguation� next to the commonly accepted term of �word sense disam-
biguation�.

Spoken Written Meaning Relatedness

Homograph Di�erent The same Di�erent N/A

Homophone The same Di�erent Di�erent N/A

Homonym The same The same Di�erent Unrelated

Polyseme The same The same Di�erent Related

Table 4.12. General overview of lexical ambiguity types as used in the present
dissertation. �N/A� stands for not applicable.

For our research, we will focus on homonyms and polysemes. Homographs
are excluded for the simple reason that in Spanish every spelling has only one
possible pronunciation. Homophones are excluded as well, since their di�er-
ent spelling makes it straightforward for computer-driven methods to retrieve
them as di�erent vocabulary items. On a lexical-semantic level, homonyms
are traditionally distinguished from polysemes based on the criteria of etymol-
ogy and �(un)relatedness�. The former criterion departs from the notion that
the same etymological origins will result in inherently connected meanings;
the latter from the notion that L1 speakers' intuitions contain information
about which meanings are related and which are not. As these intuitions have
shown to correlate with the etymology criterion (Klepousniotou, 2002), the
assumption is that they can serve as a proxy in cases where it is di�cult to
establish the etymological origins of a given word. While this two-criterion
system might seem relatively clear-cut, practice has shown that it is often
di�cult to apply. First of all, the historical derivation of many words is un-
certain, and even where su�cient information on the derivation is available, it
is hard to establish exactly how far to go back in tracing the history of words
(Lyons, 1977). Moreover, regarding, the (un)relatedness criterion, intuitions
of L1 speakers have shown to diverge as much as they have shown to converge
(Klepousniotou, 2002). Therefore, the concepts of homonymy and polysemy
are often placed on a continuum ranging from �pure� homonymy to �pure�
polysemy (Lyons, 1977), which avoids being forced to assign ambivalent cases
to one of the two categories.

Whereas homonyms (or at least the clear examples) are a relatively well-
delineated group, polysemes are much less so. In fact, the di�erent senses
of polysemous words are usually subdivided in at least two separate groups,
namely metonymsand metaphors(Table 4.13; Apresjan, 1974; Klepousniotou,
2002; Vicente, 2018). In the former type of polysemy, the relation between the
senses can be described as being contiguous, connected or near, with both
the basic and secondary sense(s) having a similar degree of concreteness or
abstractness. Prototypical examples of metonymic extensions are animal/meat
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senses (the sky was full ofdoves versus you should de�nitely try this dove
recipe) and tree/wood senses (the forest is full of oaks versus we bought an
oak table). In metaphorical extensions, an analogy is established between a
literal and a more �gurative sense (e.g., eye as a body part and eye as the
hole in a needle). Compared to metonymic extensions, metaphorization is
much less constrained and much more �irregular� (Apresjan, 1974), resulting
in cases where the relatedness in meaning is not so obvious anymore (e.g.,the
organism consists ofpear-shaped cells versus from that moment on things
went pear-shaped ).

Homonymy
Polysemy

Metaphor Metonym

Description Etymologically and/or
semantically unrelated
meanings

Analogy between lit-
eral and more �gura-
tive sense

Basic and secondary
sense have similar de-
gree of concreteness or
abstractness

Examples bank, bat, pen eye, mouth , owl crown , dish, press

Table 4.13. Detailed overview of lexical ambiguity types as used in the present
dissertation. Meanings: ��nancial institution / river side� ( bank); �wooden stick /
night animal� ( bat); �fenced area / writing instrument� ( pen); �seeing organ / hole in
needle� (eye); �tasting organ / opening, entrance� ( mouth); �night animal / person
who stays up at night� ( owl); �circular decoration / monarchy� ( crown); �cooking
container / food� ( dish); �printing device / journalists� ( press).

Some taxonomies go beyond the metonymy-metaphor distinction and fur-
ther subdivide metonyms according to speci�c predicational patterns they fol-
low (Vicente, 2018). If a pair of metonymic senses consists of so-called �con-
tradictory� types (i.e. lunch as the type �food� in the lunch was deliciousand
as the type �event� in lunch ended abruptly) and passes co-predication as well
as anaphoric binding tests (the lunch was delicious but ended abruptly), the
sense pair can be categorised asinherent or logical polysemy. These types
of metonyms correspond to Pustejovsky's (1995) dot-objects. If in a pair of
metonymic senses one of the senses is derived from the other and the two en-
tities �cannot be seen as being fused into a single whole� (Vicente, 2018, p.
956), the sense pair can be labelled asmerely regular polysemy (e.g., the an-
imal/meat and tree/wood examples above). Metonymic instances that show
an ad hocextension rather than following one of the abovementioned patterns
can be categorised asirregular metonyms (e.g., company as the presence of
other people andcompany as a business).

While the structured subdivision into metaphors and metonyms (and their
degree of �regularity�) allows us to unravel an important part of the multi-
faceted concept of polysemy, a number of other factors still needs to be dis-
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cussed in order to provide a comprehensive overview of the concept. One of
these aspects concerns the question how polysemous senses are created, which
can be according to acode-basedor inference-basedapproach (Carston, 2021;
Falkum, 2015). In a code-based (or rule-based) approach, language is said to
provide �an information-rich code that enables speakers and hearers to en-
code and decode their thoughts in much detail, with pragmatics as a useful
add-on to this linguistic capacity, operating primarily when some interpreta-
tion other than the linguistic default was intended� (Falkum, 2015, p. 85).
This de�nition results in polysemous senses being seen as generated by a set
of lexicon-internal generative rules that yield default interpretations. For ex-
ample, in the inherently polysemous phrasethey began a book, the code-based
approach would argue that the lexical representation of the nounbookcontains
eventive information (e.g., on telic or agentive roles) which can be accessed to
arrive at they began [reading/writing] a bookas the default interpretation and
not at other actions such asthey began [dusting o�] a book(Pustejovsky, 1995).
However, problems arise when the code-based approach has to be applied to
cases such asthey began a car, where accessing the main telic role of car would
result in the wrong interpretation they began [driving] a car(Fodor & Lepore,
2002). In such cases, contextual information needs to be taken into account
to arrive at the intended meaning of the phrase (e.g.,they began [repairing] a
car in a story about mechanics).

It is this focus on context and discourse that lies at the heart of the
inference-based approach. Departing from the idea that the linguistic sys-
tem provides �a minimal input or clue [...] which the pragmatic inferential
system uses as evidence to yield hypotheses about occasion-speci�c, speaker-
intended meanings� (Falkum, 2015, p. 85), an inference-based approach does
not consider polysemy as the result of lexicon-internal generative processes but
rather as the result of pragmatic processes which operate over underspeci�ed
semantic representations. Three main subtypes of pragmatic inference can be
discerned (Carston, 2021): one-time usages in speci�c occasions (e.g.,semtex
as in we are going to need semtex to extract that tooth), frequent usages in
which pragmatic inference of that particular sense has become �streamlined�
(e.g., mother as in my aunt was a second mother to me), and frequent us-
ages in which the sense has become fully �conventionalised� (e.g.,to drink
meaning �to drink alcohol� as in when I'm driving I don't drink ). Given this
�transitional� character of pragmatic inference, researchers have broken up the
code-based versus inference-based dichotomy in favour of some kind of middle
position (Carston, 2021). This alternative view leaves room for the senses of
polysemous words to be considered as either pragmatic (i.e. inferred in con-
text) or semantic (i.e. conventionalised as a part of the mentally stored lexical
representation of the word), with the important observation that most of the
semantic senses are actually pragmatic in their origin.
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4.2.2.2 Lexical ambiguity in psycholinguistics

From a psycholinguistic view, the theoretical distinction between homonyms
and polysemeshas also shown to hold, as the di�erent types of ambiguity ap-
pear to correspond to di�erential representations and processing in the mental
lexicon (Frisson, 2015; Klepousniotou, 2002; Klepousniotou et al., 2008, 2012).
Homonyms have shown slower reaction times on di�erent lexical tasks5 (both
in sentence contexts and in isolation), serving as evidence that the unrelated
meanings of homonyms are competing with each other when the brain seeks to
activate the right sense. As a result, it is argued that, for homonyms, several
distinct mental representations are saved in the mental lexicon and the appro-
priate meaning is chosen from this pre-existing, exhaustive list. For polysemes,
the reaction times appear to be signi�cantly lower compared to homonyms, in
particular for metonyms. This �nding suggests that for polysemes there seems
to be only one single mental representation speci�ed for the basic sense of the
word, based on which the extended senses are then created and retrieved. Re-
sults such as these go against the more traditional views on how meanings are
stored in the mental lexicon (also referred to as Sense Enumeration Lexicons
or SELs; Clark and Gerrig, 1983): these accounts represent homonymic and
polysemous meanings in the exact same way, namely as separate entries in an
enumerated list of potential meanings (Kempson, 1977).

In a similar vein, the distinction between metonyms and metaphorshas
shown to be psycholinguistically valid as well, albeit less outspoken. On the
one hand, some studies found that, given one member of a sense pair, it takes
more time to activate the other member when the sense pair is metaphorical
than when it is metonymic (Klepousniotou & Baum, 2007; MacGregor et al.,
2015). Moreover, the results of the Klepousniotou et al. (2012) EEG investiga-
tion revealed di�erences in �meaning activation patterns with the subordinate
meanings of metaphor [...], potentially suggesting increased involvement of the
right hemisphere in the processing of �gurative meaning� (p. 11). However,
when compared to homonyms as the contrast class, these intra-polysemy dif-
ferences subside and both types seem to pattern together (Vicente, 2018).
Even though the results thus seem to be mixed, it appears that the metonym-
metaphor distinction has not only linguistic but also some psycholinguistic
underpinnings. When placing the two types on the homonymy-polysemy con-
tinuum, metaphorically-motivated polysemy and its sometimes idiosyncratic
relations (Section 4.2.2.1) can be said to be closer to the homonymic end of
the spectrum. Metonymically-motivated polysemy, on the contrary, leans more
towards the �pure polysemy� extreme, since metonymic changes in meaning
tend to be systematic (or �regular�; Apresjan, 1974) rather than accidental,
as is the case with homonymy (Klepousniotou, 2002). A simple visualisation
of the homonymy-polysemy continuum is provided in Figure 4.2.

5Usually tasks which require participants to indicate if a given target word exists or not.
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Figure 4.2. Visualisation of homonymy-polysemy continuum.

Finally, it is important to highlight that the same word can contain both
homonymic and polysemous sense relations. For example, the relation between
bank as a �nancial institution and as the side of a river is of a homonymic
nature, while the relation between bank as a �nancial institution and as a
physical o�ce of that institution can be considered an instance of (merely
regular) polysemy.

4.2.2.3 Lexical ambiguity in SLA

The concept of lexical ambiguity as de�ned in (psycho)linguistics is a multi-
faceted one with subtle nuances. Especially polysemy is a powerful mechanism
for the human brain, as it enables us to merge di�erent senses and nuances of
a given polysemous word into one single mental �storage item�. However, the
similarity and/or relatedness connecting these di�erent senses and nuances in
one language is often not easily transferable to another language, where usu-
ally multiple di�erent words are used as translations. As a result, it is not
surprising that lexically ambiguous words have shown to be more challenging
to process and learn for L2 learners than single-meaning words (Bensoussan &
Laufer, 1984; Degani & Tokowicz, 2010). With other research �ndings indicat-
ing that being able to make connections between concrete and abstract uses of
the same word can make the abstract uses easier to remember (Boers, 2021), it
is clear that vocabulary learning courses should devote su�cient attention to
lexical ambiguity. This also appears from the number of homonyms included
in some of the most widely used word lists: West's (1953) General Service
List of English Words and Coxhead's (2000) Academic Word List, for exam-
ple, contain 75 and 54 homonyms on a total of 2000 and 570 word families,
respectively. However, it should be noted that the identi�cation of homonyms
in these lists was performed in independent studies; the di�erent meanings
do not actually appear as di�erent entries in the lists themselves (Nation &
Parent, 2016). In fact, the distinction of word senses is not common practice
in the design of CALL-based vocabulary learning activities and graded word
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lists (Pilán et al., 2016; Tack et al., 2018), even though it is generally agreed
upon that being able to distinguish between di�erent meanings would result
in higher-quality word lists (Nation & Parent, 2016).

In this regard, however, it should be highlighted that not all types of
ambiguity are considered equally relevant to be included in word lists. For
homonyms, there is a large consensus that their di�erent meanings should be
entered as separate entries in vocabulary lists, since they can be considered
di�erent vocabulary items which happen to share the same written form and
pronunciation (Section 4.2.2.1). For polysemes, on the other hand, the picture
is more di�use. Arguments in favour of dedicating space to the di�erent senses
of polysemous items range from the observation that each sense comes with
its own set of collocates to the fact that the di�erent senses may have di�erent
L1 translations (Biemiller, 2010). Arguments against including polysemous
sense relations into word lists mainly revolve around the idea that, given the
relatedness of the senses, learners should be able to interpret instances of the
polysemous words in their correct sense based on contextual clues (Nation &
Parent, 2016). Nevertheless, it is fair to conclude that a system which is able
to automatically distinguish between the di�erent meanings of ambiguous vo-
cabulary items can mean a considerable added value to (I)CALL, corpus-based
language learning, and the creation of corpus-based learning resources such as
word lists.

4.2.2.4 Lexical ambiguity and its computational resolution

As mentioned in the introduction, the NLP term referring to the task of com-
putationally determining which sense of a word is activated by its use in a
particular context is �word sense disambiguation� or WSD (Navigli, 2009).
In the following example, a WSD system would be expected to mapparqué
to the sense �parquet �oor� in Example (4.1), and to �stock exchange� in
Example (4.2).

(4.1) El repiqueteo de su sandalia sobre elparqué acompañaba el ritmo de
su impaciencia. (`The clattering of his sandal on the parquet �oor ac-
companied the rhythm of his impatience.')

(4.2) La acción del operador de parques de ocio cumple un año en elpar-
qué con una revalorización del 9,6%. (`The shares of the leisure park
operator completed their �rst year on the stock exchange with a 9.6%
revaluation.')

In the domain of NLP, a lexically ambiguous item is usually de�ned as
a lexeme (i.e. a lemma linked to a speci�c POS) for which more than one
sense can be distinguished. The addition of a di�erent lemma to the de�nition
criteria is enabled by the NLP method of automatic lemmatisation: having
access to the lemmas of words allows NLP-driven WSD systems to easily dis-
ambiguate cases such ascanto as a conjugated verb form (`I sing') and as a

81



Chapter 4. Vocabulary retrieval

noun (`the singing / edge'), since the lemmatisation would link the former to
the lemma cantar and the latter to the lemma canto. Next, the inclusion of
a di�erent POS as a de�nition criterion is made possible thanks to the NLP
method of automatic morphosyntactic analysis (Section 3.3.2), which assigns
POS tags to all words in the input data. This enables NLP-driven WSD sys-
tems to straightforwardly disambiguate a second group of ambiguous cases,
namely words with the same lemma but a di�erent POS (i.e. �emmas; see
Section 2.2.3), such astrabajador as a noun (�worker�) and as an adjective
(�hard-working�).

WSD can be conceived as a classi�cation task, in which each occurrence
of a word has to be automatically assigned to a sense class based on the
evidence from the context and/or from external knowledge sources. In this
regard, it should be highlighted that in WSD there is no �xed number of
prede�ned classes, since the set of senses is di�erent for each individual word.
Parqué in the example above has two classes, but other ambiguous words
may have three or more. In other words, �WSD actually comprisesn distinct
classi�cation tasks, where n is the size of the lexicon� (Navigli, 2009, p. 4).
As a result, building a WSD system usually constitutes an accumulative and
time-consuming process.

The technique of WSD �nds its roots in the late 1940s, where it was con-
sidered to be one of the fundamental tasks of machine translation and, more
broadly, an indispensable source of linguistic knowledge in any NLP system
(Jurafsky & Martin, 2009). Yet, the resolution of lexical ambiguity proved
to be a sophisticated problem, certainly given the limited means available for
computation at that time (Navigli, 2009). In the 1980s, the rise of large-scale
lexical resources meant a �rst breakthrough, followed by the employment of
statistical methods in the 1990s. Finally, after a period of relative standstill at
the beginning of the 21st century, the introduction of word embedding mod-
els6 opened a whole new range of opportunities to tackle the WSD challenge
(Loureiro et al., 2021; Wiedemann et al., 2019).

In the current WSD landscape, four main approaches to WSD can be dis-
tinguished (Iacobacci et al., 2016): supervised, semi-supervised, unsupervised,
and knowledge-based. (Semi-)supervised approaches require annotated data,
usually in the form of in-context instances of ambiguous items linked to a
particular sense identi�er determined by a sense inventory (e.g., WordNet;
Fellbaum, 1998). Unsupervised approaches depart from the notion that simi-
lar senses occur in similar contexts and try to group word usages according to
shared characteristics. However, these �sense groups� still need to be mapped
into a sense inventory, requiring human intervention. More details and exam-
ples on (semi-)supervised and unsupervised ML can be found in Section 2.3.2.
Finally, knowledge-based approaches exploit the information encoded in lex-
icographic or lexical-semantic electronic resources to automatically identify

6Note that, while the theory behind word embeddings (rooted in distributional semantics)
had been around for a long time, the actual word embedding models were often limited in
success due to a lack of available (computing) resources.

82



4.2 Sense awareness: word sense disambiguation in Spanish ICALL environments

the most suitable sense of ambiguous instances and do not require any type of
manually labelled examples as input. A knowledge-based approach can also
be combined with sense-annotated data (�hybrid� WSD method).

Supervised WSD systems (e.g., ESCHER; Barba et al., 2021) have been
shown to outperform any other approach. Recently, though, knowledge-based
and hybrid approaches also started to obtain state-of-the-art performance
(Bevilacqua et al., 2021; Loureiro et al., 2021). As for the classi�ers being
used to predict the sense of the words to be disambiguated, neural networks
have proven to yield very promising results (Bevilacqua & Navigli, 2020), al-
though traditional, more straightforward machine learning methods such as
k-nearest neighbours (k-NN) classi�ers also keep performing well (Loureiro et
al., 2021; Raganato et al., 2017; Wiedemann et al., 2019).

Context has always played a pivotal role in addressing the lexical ambiguity
challenge, propelled by the notions that a word is known by the company it
keeps (Firth, 1957) and that di�erence of meaning correlates with di�erence of
distribution (Harris, 1970). This (partially) explains why the recent introduc-
tion of word embedding models proved to be such an important breakthrough
in WSD research. As explained in Section 2.3.2, word embeddings are math-
ematical (vector) representations which re�ect how words are �embedded� in
the contexts they appear in. The �rst generation of word embedding models
generated static embeddings, meaning that for each token in the model's vo-
cabulary one unique but �xed vector value could be retrieved. These static
models were quickly succeeded by contextualised word embedding models or
LLMs, which take raw text as input and generate a unique vector for each
token in the input based on the context it appears in (e.g., BERT; J. Devlin
et al., 2019). It is with the latter type of model we will work in our research,
in a semi-supervised approach.

As the �eld of NLP comes with the habit/requirement of putting nuanced
linguistic phenomena in neatly delineated categories, great care needs to be
taken to reconcile both perspectives while developing our WSD method. One
of the measures we undertake in this regard is the development of an anno-
tation scale re�ecting the homonymy-polysemy continuum (Figure 4.2), to be
presented in Section 4.2.3.3.3. This scale should lead to more in-depth insights
into the di�erent relations between pairs of senses than, comparatively, a sim-
ple binary classi�cation into homonyms versus polysemes or a three-category
classi�cation including homonyms, metaphors and metonyms as the possible
labels. Although we are fully aware that even with this �ne-grained scale some
of the more subtle linguistic nuances will get lost (e.g., on the degree of prag-
matic inference), it is these types of methodological measures which should
help us arrive at a suitable balance between the linguistic and technical as-
pects of disambiguating lexically ambiguous vocabulary items.
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4.2.3 Methodology

As mentioned in Section 4.2.1, our methodology aims to address the chal-
lenge of implementing word sense awareness in Spanish ICALL environments,
corpus query tools, and computer-readable pedagogical resources. We are
convinced that the necessary building blocks to overcome this challenge are
available in the form of general language dictionaries (to obtain labelled data,
see Section 4.2.3.3) and Transformer-based pretrained LLMs (to create �sense
vectors�, see Section 4.2.3.4). To provide a real-life scenario the WSD method
can be embedded in, a Spanish LSP course on business vocabulary is taken as
the target setting.

4.2.3.1 Data sources

In our WSD study, we will make use of several of the SCAP corpora. To select
the target items on which to perform and evaluate the WSD method, we will
apply a topic-based vocabulary selection method based on astudy corpus and
a referencecorpus (see Section 5.1 for the research performed on this matter).
The two corpora are presented in Table 4.14. Performing frequency compar-
isons between the homogeneous study corpus and the heterogeneous reference
corpus should allow us to identify words which are particularly �key� to the
study corpus. The detailed procedure of this keyness analysis is described
in Section 4.2.3.2. The datasets used to train and test the WSD system are
also constructed based on SCAP corpora, but are described separately in Sec-
tion 4.2.3.3.4. To create these datasets, we took all of the 18 available SCAP
corpora as input data (see Appendix A for more details on the corpora).

Study corpus Reference corpus

Size 11M 94M

Codes SCAP-spec-busin-1 SCAP-gen-2
SCAP-gen-4
SCAP-spec-law-1
SCAP-spec-heal-1
SCAP-spec-migr-1
SCAP-spec-tour-1

Short de-
scription

The corpus contains newspaper ar-
ticles on economics. Serving as
a proxy for the domain of (writ-
ten) business communication (and
the speci�c vocabulary used in that
domain), this specialised corpus
neatly aligns with our envisaged
target setting of an LSP course on
business vocabulary.

This �merger corpus� covers a
wide range of di�erent written gen-
res (adult prose, youth literature,
newspaper articles, and reportages)
and general as well as specialised
topics (law, health, migration, and
tourism).

Table 4.14. SCAP corpora used to select the target items for the WSD study.
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4.2.3.2 Selection of candidate items

To obtain an LSP-tailored selection of target items the WSD method can
be evaluated on, we apply a topic-based vocabulary selection method to the
specialised study corpus (see Section 5.1 for the research performed on this
matter). We use the Odds Ratio �keyness� metric (Gabrielatos, 2018; Pojana-
punya & Watson Todd, 2018) to compare the lemma frequency of each of the
12,642 nouns in the study corpus with their lemma frequency in the reference
corpus and calculate the e�ect size of the frequency di�erence7. Only the can-
didate items with a statistically signi�cant frequency di�erence according to
the Bayesian information criterion (values � 2; Wilson, 2013) and a keyness
value higher than 1 (i.e. items which are more key to the study corpus than
to the reference corpus) are maintained, after which the remaining 715 items
are ranked from highest keyness to lowest.

4.2.3.3 Construction of tailor-made sense inventory

4.2.3.3.1 Background and preliminary steps

The next steps correspond to deciding which candidate items qualify as am-
biguous items and gathering all necessary information on these items in a
so-called �sense inventory�. To this end, it is common to consult large re-
sources such as (Euro)WordNet (Fellbaum, 1998) and BabelNet (Navigli &
Ponzetto, 2012), which not only include details on sense distinctions but also
provide additional types of (semantic) information (e.g., on synonym and hy-
pernym/hyponym relations between words and senses). However, these re-
sources often contain sense distinctions of such a �ne-grained nature that even
L1 speakers have di�culties in distinguishing them (Loureiro et al., 2021; see
Figure 4.3 for an example). As a result, their distinctions have appeared to
be unsuitable for many real-life NLP applications (Hovy et al., 2013; Lacerra
et al., 2020). Moreover, Kilgarri� (1997, p. 2) argues that �there is no reason
to expect a single set of word senses to be appropriate for di�erent NLP ap-
plications�, since di�erent purposes will lead to di�erent inventories. In other
words, for speci�c contexts as the one of this study, a custom sense inventory
needs to be developed.

One possible approach is to use parallel corpora (in the L2 and L1), identify
words with multiple translations as ambiguous items, and add every separate
translation to the sense inventory (Lefever et al., 2011). However, this implies
that (1) only words occurring in the corpus can be added to the sense inventory
and that (2) the inventory is only applicable to one speci�c L2-L1 combination.
Examples of tailor-made and coarse-grained sense inventories that are not tied
to a particular language combination can be found in Lacerra et al. (2020),
who built a novel inventory for WordNet senses by linking WordNet concepts
to a new set of 45 labels, and Loureiro et al. (2021), who present an inventory

7As the frequency condition, we use adjFreq|nouns|Laplace (Section 5.1.3.2).
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� called CoarseWSD-20 � with easily interpretable sense distinctions for 20
English nouns based on Wikipedia as the reference inventory and corpus.

Figure 4.3. Spanish WordNet entry for cartera. Three of the six �synsets� (synonym
sets) refer to the sense �briefcase, school bag� with hardly any di�erence between
them: the synsets [cartapacio-cartera-maletín-portafolio-portafolios-portapapeles-
carpeta], [cartera-portafolios-carpeta] , and [cabás-cartapacio-cartera-macuto-maletín-
mochila-vade-vademécum-valija-bulto]. Moreover, despite being used frequently,
cartera as �stocks, shares� or as �minister post� is not included among the synsets.
In other words, using this data would result in a (too) �ne-grained and incomplete
inventory, unlikely to be suitable for our Spanish LSP setting.

In our WSD method, we use the readily available sense distinctions from
the Clave dictionary (González, 2012) as our starting point to build the cus-
tom sense inventory. Together with the Diccionario de la lengua española
(DRAE) and María Moliner (Moliner & Riera, 2016), Clave is one of the most
widely used general-purpose dictionaries, with the focus on �contemporarily
used expressions and terms in daily life� (Fundación SM, 2024) as its distinc-
tive feature. Importantly, for most of its senses, Clave provides prototypical
usage examples, which will constitute the core of our WSD methodology (see
Section 4.2.3.4). As an illustration, the Clave entry for cartera is provided in
Figure 4.4 (see Table 4.15 for a comparison with the WordNet senses).

Concept Clave WordNet

Wallet 1 2

Briefcase, school bag 2 1, 5, 6

Stocks, shares 3 N/A

Set of aspects/factors covered by (commercial) entity 4 N/A

Minister post 5 N/A

Hand bag 6 3

Pocket �ap N/A 4

Table 4.15. Comparison between Spanish WordNet (Figure 4.3) and Clave entries
(Figure 4.4, excluding MWEs) for cartera. �N/A� stands for not applicable and
indicates that the sense does not occur in the resource.
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Figure 4.4. Clave entry for cartera. De�nitions and example sentences are stored
under the �De�nición� and �Ejemplo� keys, respectively. Sense 7 and 8 are MWEs.
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We extract all entries with two or more senses from the Clave dictionary,
excluding regionally-bound, colloquial, and specialised non-economic usages.
This preliminary step resulted in a reduced list of 480 ambiguous items, from
which we take the 100 words with the highest keyness scores for the domain
of economics as our updated list of candidate items.

4.2.3.3.2 De�nition of sense distinctions

As our next step, we convert the Clave entries of the 100 selected items into
a sense inventory tailored to our speci�c L2 Spanish target setting, meaning
that the senses to be included in the inventory should re�ect the judgements
of actual L2 Spanish learners. To this end, we conduct an experiment with
nine L2 Spanish students (B2/C1 pro�ciency level of Spanish, 21-24 years old,
L1 Dutch). Even though there are some arguments in favour of not consid-
ering polysemous senses as separate meanings of a word (Section 4.2.2.3), we
deliberately do not perform any a priori selection of eligible senses based on
homonymy/polysemy, as our aim is to obtain sense distinctions which rep-
resent L2 learners' intuitions and needs, and not the intuitions of linguistic
experts. This reasoning is also applied to the instructions given to the partici-
pants, which explicitly mention that the goal of the experiment is to arrive at
sense distinctions they would like to see appear in their L2 Spanish vocabulary
learning materials (see Appendix C.1 for the full instructions). Participants
are thus not instructed to base their decisions on the linguistic criteria behind
homonymy and polysemy described in Section 4.2.2.1. However, as informa-
tion on the type of sense relation does constitute very valuable knowledge
when it comes to analysing the system's performance, these data are added
independently in a later phase (Section 4.2.3.3.3).

The sense distinction experiment with the L2 learners was performed as
follows: prior to the experiment, sense cards were made based on the example
sentences accompanying the Clave senses (Figure 4.5). During the experiment,
students were asked to carefully read the instructions and then group the
individual sense cards into what they considered to be separate senses (e.g.,
�bono-1� together with �bono-2� as one separate sense, and �bono-3� as a
second separate sense). After the experiment, the nine individual judgements
were joined to �nd the mode (Table 4.16).
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Figure 4.5. Input data for making the sense cards of bono. Translations (in chrono-
logical order): `They gave me a voucher for meals for the whole week.'; `When I went
to the store to exchange the shirt they gave me a voucher for its value.'; `The State
will launch a three-year bond issue.'

Lemma P1 P2 P3 P4 P5 P6 P7 P8 P9 Mo

absorción 1|2 1|2 1|2 1,2 1,2 1|2 1|2 1|2 1|2 1|2

...

bono 1,2|3 1,3|2 1,2|3 1,2|3 1,2,3 1,2|3 1,2|3 1,2|3 1,2|3 1,2|3

...

crecimiento 1,2 1,2 1|2 1,2 1,2 1,2 1|2 1,2 1,2 1,2

...

Table 4.16. Excerpt from results of sense distinction de�nition experiment. �Mo�
stands for mode (i.e. the most frequent option) of the nine individual judgements,
which is used to identify the di�erent senses to be included in the inventory. Trans-
lations: absorción: `absorption / take-over, incorporation'; bono: `voucher / bond';
crecimiento : `(physical) growth / increase'.

To gain a deeper insight into the degree of (dis)agreement among the judge-
ments (Uma et al., 2021), we also calculated normalised entropy scores (Equa-
tion 4.1). This metric � which ranges between 0 and 1 � indicates the extent of
�certainty� that can be attributed to the students' judgements (the lower the
value, the more certainty) and is added as an additional feature to the inven-
tory. Let us consider bono as an example in Table 4.17: there are �ve possible
combinations of senses (i.e. n), one of which is chosen by seven students
and two of which are chosen by one student each (i.e. a 7:1:1:0:0 distribu-
tion). Multiplying the corresponding probabilities by their logarithm, taking
the negative sum of these multiplications, and dividing the result by the loga-
rithm of n leads to a normalised entropy score of 0.42. Suppose the category
distribution was 6:2:1:0:0 instead of 7:1:1:0:0, the entropy score would increase
to 0.53, because less certainty could be attributed to the judgements.
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(4.1) H (x)normalised =
�

P n
i =1 p(x i ) log2 p(x i )

log2 n

1|2|3 1,2,3 1,2|3 1,3|2 1|2,3

Total 0 1 7 1 0

p(bonoi ) N/A 0.11 0.78 0.11 N/A

log2 p(bonoi ) N/A -3.17 -0.36 -3.17 N/A

H (bono)
� ((0:11 � � 3:17) + (0 :78 � � 0:36) + (0 :11 � � 3:17))

log2 5
= 0 :42

Table 4.17. Example of normalised entropy calculation for bono. �N/A� stands for
not applicable.

Finally, all items for which the mode corresponds to all sense cards be-
ing grouped together are discarded from the original list of 100 words (e.g.,
crecimiento in Table 4.16). As a result, we obtain a �nal inventory of 74
ambiguous items (Appendix C.3), with sense distinctions that can be said to
capture the lexical-semantic intuitions and needs of L2 Spanish students. Brief
descriptions of the senses are manually added to the inventory.

4.2.3.3.3 De�nition of sense relations

As mentioned in Section 4.2.3.3.2, we performed a second annotation procedure
on the data in order to link the sense distinctions made by the L2 learners to
the linguistic concepts of homonymy and polysemy. These annotations were
performed independently by two linguists involved in the PhD project. The
cases in which the two independent annotations di�ered were discussed to
arrive at one �nal annotation. Together with the entropy scores obtained from
the students' judgements, this additional information on the sense relations
allows us to conduct an in-depth analysis of the WSD system and its errors
(Section 4.2.4).

To assess the homonymic/polysemous character of the 74 ambiguous words,
the two linguists were asked to place all possible pairs of senses of each of the
words on a continuum ranging from �pure� homonymy to �pure� polysemy
(see Table 4.19 for an example). The continuum, which was constructed based
on the related research presented in Section 4.2.2, is conceptualised as a seven-
point scale. For each of the seven categories on the scale, a brief description
is provided to make the continuum as concrete as possible for the annotators
(see Appendix C.2 for the full instructions):
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1. I do not see any meaningful relationship between the two senses.

2. I suspect that the senses have a common origin, but this relationship has
become so blurred that no real connection can be discerned anymore.

3. I see a (vague) metaphorical relation between the two senses, but it is
unclear which of the senses should be the literal/concrete sense and which
should be the �gurative/abstract one.

4. I see a (clear) metaphorical relation between the two senses, with a clear
distinction between the literal/concrete sense and the �gurative/abstract
one.

5. I see an (irregular) metonymic link between the two senses, in which a
particular aspect of the one term is used for the designation of the other.

6. I see a (regular) metonymic link between the two senses, in which the
one term is clearly derived from the other and follows a pattern that can
also be applied to similar words, such as tree/wood, animal/meat, and
institution/physical o�ce of the institution.

7. Until now, I had not realised that there is a di�erence between the two
senses.

As a result of the annotation procedure, we can link all possible sense pairs
of each ambiguous item to a particular sense relation. The corresponding labels
are added as an additional feature to the sense inventory. As can be seen from
the statistics presented in Table 4.18, our sample of ambiguous items contains
sense relations of all possible types, with metaphorical (labels 3 and 4) and
metonymic relations (labels 5, 6, and 7) being most common.

Labels

1 2 3 4 5 6 7

Total 7 21 33 41 33 11 7

Table 4.18. Frequency of occurrence of each sense relation type among all ambigu-
ous items included in the sense inventory.
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Sense Labelled example sentences in sense inventory

1 Era la dueña y entró en la �nca haciendo ejercicio de sus derechos.

El ejercicio de la cirugía le ha dado mucha fama.

2 Si quieres perder peso, tendrás que hacerejercicio .

3 Intentar recordar algún poema es un buen ejercicio para la memoria.

Suspendí elejercicio práctico pero aprobé el oral.

De deberes tenemos unosejercicios de gramática sobre el uso del subjuntivo.

4 Cerramos el último ejercicio con ganancias.

SenseRel Annotation

1-2 1 2 3 4 5 6 7

1-3 1 2 3 4 5 6 7

1-4 1 2 3 4 5 6 7

2-3 1 2 3 4 5 6 7

2-4 1 2 3 4 5 6 7

3-4 1 2 3 4 5 6 7

Table 4.19. Example of annotation of sense relations on homonymy-polysemy
continuum, for the ambiguous item ejercicio . �SenseRel� stands for sense relation.
Translations: `She was the owner and entered the �nca , exercising her rights.' and
`Being a surgeon has given him|her much fame.' (sense 1); `If you want to lose weight,
you will have to work out.' (sense 2); `Try and remember a poem is a good memory
exercise.', `I failed the practical exercise but passed the oral one.', and `Regarding
homework we have some grammar exercises on the use of the subjunctive.' (sense 3);
`We closed the last �nancial year with a pro�t.' (sense 4).

4.2.3.3.4 Datasets for training and testing

Since this study makes use of a custom sense inventory, it is not possible to
train and test the WSD method using existing datasets such as the SemEval
2007 Task 7 (Navigli et al., 2007), which are annotated according to WordNet
sense distinctions. Instead, custom datasets are created based on corpus data
from SCAP (Section 4.2.3.1). For each of the 74 selected ambiguous items, all
sentences containing its lexeme are extracted from the SCAP corpora, together
with the preceding and following sentence. Minimal and maximal sentence
length are put to 10 and 70 tokens, respectively. The resulting datasets are
cleaned following an automatic, rule-based process (e.g., eliminating sentences
starting with a punctuation mark) and randomly split into a 100-sentence
test set8 and into what we will denominate a �rest set� 9. These two sets are
8 If less than 1,000 sentences could be retrieved, a 90:10 distribution was applied to determine
the size of the rest and test sets.

9The detailed dataset statistics are made available in a separate repository.
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used for, respectively, evaluating the performance of the WSD method and
bootstrapping larger sets of labelled data (Section 4.2.3.5).

The test sets10 were manually annotated by �ve L2 Spanish students (B2/C1
pro�ciency level of Spanish, 22-23 years old, L1 Dutch) according to the
sense inventory described in Section 4.2.3.3.2. To arrive at one single label
per sentence, the mode of all �ve individual annotations is taken. Inter-
annotator agreement (IAA), calculated by means of the Brennan-Prediger
chance-corrected agreement coe�cient, ranges from 0.14 to 1 among the indi-
vidual scores and amounts to an average of 0.86 for all items combined (see
Appendix B.2 for detailed information on this IAA metric). Since the in-
dividual IAA scores can contain valuable information on how easy/di�cult
it was for the students to recognise the di�erent senses of a given ambigu-
ous word, these values will also be taken into account during the analysis of
the results, together with the normalised entropy values (Table 4.17). Impor-
tantly, for 12 items ( alza, amortización, apalancamiento, capitalización, en-
carecimiento, estimación, integración, junta, liquidez, portabilidad, valoración,
and vencimiento) all test set sentences were assigned to the same label: these
items will be treated separately in the performance analysis.

4.2.3.4 WSD approach and classi�cation method

To perform the WSD process, a semi-supervised approach is adopted: the
readily available labelled training data in the form of prototypical example
sentences constitute the core component of the disambiguation method and
will be used as seed data to automatically expand the labelled training set.
Introducing the example sentences into an LLM such as BERT (J. Devlin
et al., 2019) allows us to transform the ambiguous items in the sentences
into unique vector representations. The unique composition of the vector
is achieved thanks to the ability of LLMs to take into account contextual
information when determining the vector value, because of which these vector
representations are commonly referred to as �contextualised word embeddings�
(see also Section 2.3.2). As each ambiguous instance is thus represented by a
unique vector value, it becomes possible to calculate how similar/di�erent two
instances of the same ambiguous item are. In this study, the pretrained LLM
used to obtain the embeddings11 is the base, cased version of RoBERTa-BNE
(Gutiérrez-Fandiño et al., 2022), a model trained on 570 GB of Spanish data
compiled from web crawlings by the National Library of Spain.

In other words, by introducing our labelled sentences into the RoBERTa-
BNE model, each sense in our sense inventory can be represented as a set
of n unique vectors, wheren corresponds to the number of labelled example

10 The test set annotations are made available in a separate repository.
11 Following J. Devlin et al. (2019), the contextualised word embeddings are obtained by

concatenating the last four hidden layers of the model. If the ambiguous item is split into
multiple so-called �wordpiece tokens� by the model's tokeniser, the average vector of these
tokens is taken as the �nal word embedding.
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sentences available for this sense. These sense vectors can then be used as input
for the actual classi�cation method, which should predict the correct sense of
ambiguous instances in unseen sentences. The classi�cation metric used in this
study is cosine similarity, an easily interpretable measure which usually yields
outcome values between 0 (no similarity) and 1 (complete similarity) and which
can be used to rank relative similarity levels (i.e. higher scores indicate a higher
level of similarity). In summary, given a new target sentence, we compute the
individual cosine similarity values between the vector of the ambiguous item in
this target sentence and its vector in each of the example sentences included
in the labelled training set. Importantly, only the highest cosine similarity
value for each sense (reference similarity or �RefSim� hereafter) is maintained,
after which the classi�er outputs the following triplet (see Table 4.20 for an
example):

1. the top-match sense (i.e. the sense with the highest RefSim) as the
predicted sense of the classi�er;

2. the corresponding cosine similarity value of the top-match sense;

3. the di�erence with the second-highest RefSim.

Unseen sentence to be classi�ed

En cuanto amaneciera, emprenderían lasubida . (`As soon as the sun came up,
they would start the climb.')

Sense Labelled training data CosSim

Sense 1
�climb�

La subida del último trecho de la montaña fue agota-
dora. (`The climb of the last mountain stretch was ex-
hausting.')

0.8328

Esta subida es demasiado pronunciada para ir en bici-
cleta. (`This climb is too steep to go by bike.')

0.8414

Sense 2
�increase�

Una subida de adrenalina inundó sus poros, provocando
que su respiración se entrecortase. (`A surge of adrenaline
�ooded his pores, causing his breath to hitch.')

0.6567

Table 4.20. Application example of cosine similarity classi�er, which would result
in the triplet (�climb�; 0.8414; 0.1847) as output. The highest RefSim is put in bold,
the second-highest RefSim is put in italics, and non-reference similarities are crossed.

4.2.3.5 Input types

With the labelled example sentences included in the sense inventory and the
unlabelled rest sets (Section 4.2.3.3.4) as available data, three di�erent input
types (i.e. the training data fed into the system) are determined. The most
basic input type is the purely supervisedsupervised_base, in which the labelled
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Clave sentences are the only data fed into the system. With this input type,
we want to study which performance can be achieved with only one or a few
examples per sense as input.

For the second input type (supervised_enriched), we �rst apply � for every
ambiguous item � the cosine similarity classi�er to the rest set according to
supervised_base. Then, for each sense, we take all rest set sentences which
have the sense in question as the top-match sense, rank that list according to
the di�erence between the highest and second-highest RefSim (the larger the
di�erence, the more �certain� the WSD system can be said to be about its
prediction), and select the following three sentences from it:

1. the sentence with the largest di�erence (i.e. the prediction of which the
system is the �most certain�);

2. the sentence with the smallest di�erence (i.e. the prediction of which the
system is the �least certain�);

3. the sentence with the median di�erence (i.e. a prediction of which the
system is not entirely certain nor entirely uncertain).

Finally, the selected rest set sentences are manually labelled (by �ve L2
Spanish students who also annotated the test sets) and added as extra training
data on top of the Clave data. In summary, the aim of this second input type
is to analyse which e�ect a limited but targeted addition of manually checked
examples has on the performance levels.

With the third and �nal input type ( semi-supervised), our aim is to au-
tomatically arrive at a larger, bootstrapped set of labelled training data. To
this end, we �rst reapply the cosine similarity classi�er to the rest set with
supervised_enrichedas the input type. Next, all sentences for which the dif-
ference between the highest and second-highest RefSim is larger than 0.05 are
automatically added as additional labelled sentences for the top-match sense.
This threshold of 0.05 was experimentally established as the best perform-
ing threshold among the range of values of [0-0.05�0.1�0.15�0.2]. With this
third input type, we want to study if a more extensive, automatic addition of
examples has the potential to improve performance.
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SUP_BASE SUP_ENR SEMI-SUP

Clave sentences X X X

Manual addition of three
rest set sentences for each
sense

X X X

Automatic addition of all
rest set sentences exceeding
0.05 threshold

X X X

Table 4.21. Overview of sentences included per input type. �SUP_BASE�
stands for the supervised_base input type, �SUP_ENR� for supervised_enriched,
and �SEMI-SUP� for semi-supervised. The 0.05 threshold refers to all rest set sen-
tences for which the cosine similarity di�erence between the highest RefSim and the
second-highest RefSim was 0.05 or higher.

4.2.4 Results

4.2.4.1 General performance

Following the reporting practices of previous WSD research, we calculate F1
scores to measure the overall performance of our method (see Appendix B.1
for the full details on this metric). To evaluate our WSD system, we apply it
to the custom test sets. The average performance12 � reported in Table 4.22 �
is calculated for each input type as well as for the most frequent sense (MFS)
baseline, which represents a simple dummy system that always predicts the
most frequent sense of the ambiguous item (identi�ed as the most frequent
sense among the test set annotations).

Input type
Macro F1 Weighted F1

Multiple senses One sense Multiple senses One sense

SUP_BASE 0:6442 0:6567 0:8148 0:8967

SUP_ENR 0:7208 0:7869 0:8865 0:9905

SEMI-SUP 0:7519 0:874 0:8995 0:9979

MFS 0:3887 1 0:7158 1

Table 4.22. Average performance results. Columns with �multiple senses� report
the results of the 62 items for which multiple senses are present in the test set.
Columns with �one sense� report the results of the 12 items for which all test set
sentences are assigned to the same sense. �SUP_BASE� stands forsupervised_base,
�SUP_ENR� for supervised_enriched, and �SEMI-SUP� for semi-supervised.

12 The individual performance results per item are made available in a separate repository.
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First of all, for the items with multiple senses in the test set, our WSD
method outperforms the MFS baseline by a large margin for each of the three
input types. Since, to the best of our knowledge, no benchmark exists for
WSD for L2 learning purposes, to interpret the F1 scores we compare our
results to Loureiro et al. (2021), a study with a similar setup as ours (see also
Section 4.2.3.3.1). On a dataset of 20 English nouns, their �ne-tuned BERT
model obtains a top macro F1 score of 0.952 and a top weighted score of 0.975.
However, it should be highlighted that their supervised method makes use of
labelled training sets with sizes up to 6,421 instances. In this regard, the scores
achieved by the best-performing input type in our methodology, which only
takes a few sentences as labelled input, can be considered highly satisfactory
(macro F1 of 0.7519 and weighted F1 of 0.8995).

Secondly, thesupervised_enriched input type results in a considerable in-
crease in performance compared tosupervised_base(+0.08 macro and +0.07
weighted F1). In other words, adding a limited but targeted selection of exam-
ples provides the model with valuable additional reference points when making
predictions. On its turn, semi-supervisedalso has a positive e�ect on the per-
formance levels, albeit of a more moderate nature (+0.03 macro and +0.01
weighted F1 compared tosupervised_enriched). The conclusion to be drawn
from this �nding is twofold: on the one hand, the improvement in the per-
formance shows that some of the automatically added examples are valuable
additional reference points in the vector space for the system, making it more
robust. On the other hand, however, the moderate nature of the improvement
indicates that the labelled data from supervised_baseand supervised_enriched
(i.e. the prototypical example sentences from Clave together with a limited
but targeted addition of manually checked examples) usually contained enough
information to arrive at correct predictions.

Finally, for the items with all test set sentences belonging to the same
sense, the system achieves a maximum macro F1 score of 0.873, which is,
naturally, lower than the MFS baseline score of 1. However, the maximum
weighted F1 score of 0.9979 reveals that only a handful of errors are made by
the system (5 wrong predictions on a total of 774 sentences), meaning that
also for ambiguous items with one highly predominant sense the system will
almost always predict the correct meaning. With regard to the applicability
of the method, this �nding can be considered highly important, as it is not
uncommon for ambiguous items to have one speci�c sense which is considerably
more frequent than the other(s). Nevertheless, in the remainder of this paper,
these one-sense items will be excluded from the analysis, as focusing on the
items with multiple senses in the test set will lead to the most informative
insights into the system's performance.

4.2.4.2 Statistical analysis

The descriptive statistics of the scores are included in Table 4.23, with the
median and interquartile range values also being visualised by a box plot rep-
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resentation in Figure 4.6. First, the results show that the substantial improve-
ment between supervised_baseand supervised_enriched is also re�ected in
the dispersion of the data (considerably lower variance and interquartile range
values), as is the more moderate improvement betweensupervised_enriched
and semi-supervised(similar variance but lower interquartile range values).
As revealed by one-way ANOVA, the di�erences in variance are statistically
signi�cant ( p < 0.05) between the macro F1 scores ofsupervised_baseand
semi-supervised, and between the weighted F1 scores ofsupervised_baseand
supervised_enriched and those of supervised_baseand semi-supervised. The
smaller improvement betweensupervised_enriched and semi-superviseddid
not appear to be statistically signi�cant. Secondly, the statistics � and es-
pecially those of the macro F1 metric � also reveal some limitations. Next
to the interquartile range indicating that the data are still relatively spread
(IQR = 0.2789 for macro F1 in the top-performing semi-supervisedinput type),
the results also suggest that there remains considerable room to push overall
performance to higher levels (average macro F1 of 0.7519 and median of 0.808
for semi-supervised). Moreover, the box plot points out the presence of sev-
eral low-performing outliers. Given our pedagogical target setting, it should
be avoided as much as possible that wrong examples appear in learning ma-
terials, meaning that it will be of paramount importance to design an �alarm
system� which detects these outliers (see Section 4.2.4.4).

Finally, we calculate the correlation between the performance scores and
the entropy and inter-annotator (IAA) values, using Spearman's rho (� ) rank-
order correlation coe�cient. The entropy values were computed as a part of
the sense inventory creation process and re�ect the degree of certainty that can
be attributed to the judgements of the nine Spanish L2 students while they
weremaking the sense distinctionsbased on the sense cards (Section 4.2.3.3.2).
The IAA values were computed based on the test set annotations performed
by �ve Spanish L2 students and re�ect the degree of agreement in theirap-
plication of the sense distinctions. Between the weighted F1 scores and the
normalised entropy values, the metric yields a statistically non-signi�cant out-
come of � = -0.2 (p = 0.12; 95% CI [-0.43, 0.05]). In other words, we did
not �nd a correlation between students' �certainty� when building the sense
inventory and the performance of the WSD system. Between the weighted F1
scores and the IAA values, however, the outcome (� = 0.84) is statistically
signi�cant ( p < 0.001; 95% CI [0.74, 0.9]). This �nding indicates that perfor-
mance levels and IAA scores are highly correlated: the easier it is for humans
to annotate the test set sentences, the easier it is for the WSD system to arrive
at correct predictions.
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Measure SUP_BASE SUP_ENR SEMI-SUP MFS

Macro F1

Average 0:6442 0:7208 0:7519 0:3887

Variance 0:0501 0:0349 0:0395 0:013

Median 0:6855 0:7344 0:808 0:4296

IQR 0:338 0:2935 0:2786 0:1634

Weighted F1

Average 0:8148 0:8865 0:8995 0:7158

Variance 0:0337 0:0124 0:0133 0:058

Median 0:8702 0:9313 0:9504 0:7891

IQR 0:1882 0:1556 0:1158 0:4501

Table 4.23. Overall descriptive statistics for the 62 ambiguous items with multi-
ple senses in the test set. �IQR� stands for interquartile range, �SUP_BASE� for
supervised_base, �SUP_ENR� for supervised_enriched, and �SEMI-SUP� for semi-
supervised.

Figure 4.6. Box plot for the 62 ambiguous items with multiple senses in the test
set.
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4.2.4.3 Word sense disambiguation and the homonymy-polysemy
continuum

After the mainly quantitative analysis of the previous subsections, we go on
to adopt a more qualitative perspective by linking the errors made by the sys-
tem to the homonymy-polysemy annotations included in the sense inventory
(Section 4.2.3.3.3). For each error, we look up the sense relation (i.e. the
annotation on the homonymy-polysemy continuum) between the correct sense
and the wrongly predicted sense and use it as the error label. Table 4.25 in-
cludes a series of examples: foralianza, the relation between the �alliance� and
�wedding ring� senses was annotated as 5 (i.e. a type of irregular metonymy),
which results in both sentence (4ac) and (4ad) receiving the corresponding
error label of 5. The error for mercado in sentence (4ae) is labelled as 4, which
corresponds to category 4 on the homonymy-polysemy continuum (i.e. that of
a clear metaphorical relation). In a similar vein, the error in sentence (4af) is
labelled as 3 (i.e. the metaphorically unclear sense relation betweenoperador
as a telephonist and as a person/company o�ering a technical service), the
error in sentence (4ag) as 2 (i.e. the distant sense relation betweenparqué as
�stock exchange� and as �parquet �oor�), and the error in sentence (4ah) as 1
(i.e. the unrelated sense relation betweenplantil la as �model, template� and
as �sole�). Applying this error labelling process to the 542 errors made by the
WSD system leads to the distribution displayed in the �Observed errors� and
�Relative (observed)� rows of Table 4.24. At �rst sight, these raw numbers
seem to indicate that metaphorical sense relations are the most di�cult for
the WSD system, with 28.23% of the errors being labelled as 3 and 29.15%
being labelled as 4.

Total 1 2 3 4 5 6 7

Observed
errors

542 8 9 153 158 83 78 53

Relative
(observed)

1 0.0148 0.0166 0.2823 0.2915 0.1531 0.1439 0.0978

Random
errors

5,408 242 476.5 1,364.8 1,624.2 1,075.3 306.2 319

Relative
(random)

1 0.0447 0.0881 0.2524 0.3003 0.1988 0.0566 0.059

Table 4.24. Error analysis (homonymy-polysemy continuum, overview).
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Sentence Correct Predicted Error

(4ac) [...] debemos tener cuidado siempre
y pensar bien con quién hacemos
nuestras alianzas [...]

Alliance Wedding
ring

5

(4ad) [...] Delia había estado dispuesta
a acostarse con él, e incluso de-
seosa de hacerlo sin unaalianza
de casada [...]

Wedding
ring

Alliance 5

(4ae) [...] debido al envejecimiento de
la población y a la irrupción en el
mercado de fármacos cada vez
más potentes [...]

Business,
trade

Place with
stalls

4

(4af) En el primer caso, las atenderán
operadores del 112 [...]

Telephonist Person or
company
o�ering a
(technical)
service

3

(4ag) [...] anunciando a voz en cuello en
el parqué números imaginarios,
agitando en el aire papelitos de
color rosa [...]

Stock
exchange

Parquet
�oor

2

(4ah) [...] siguen abiertos en Cremona
talleres que trabajan como lo
hicieron aquellos maestros: el
mismo pulcro desorden de plan-
tillas , virutas y herramientas [...]

Model,
template

Sole 1

Table 4.25. Sample of errors made by the WSD system (correct sense versus
wrongly predicted sense), linked to their sense relation label as the error label. Trans-
lations: (4ac) `[...] we always have to be careful and think well with whom we form
our alliances [...]'; (4ad) `[...] Delia had been willing to sleep with him, and even eager
to do so without a wedding ring [...]'; (4ae) `[...] due to the ageing of the population
and the emerge of increasingly potent drugs on the market [...]'; (4af) `In the �rst
case, 112 operators will attend them [...]'; (4ag) `[...] loudly announcing imaginary
numbers on the trading �oor, waving pink slips of paper in the air [...]'; (4ah) `[...]
in Cremona they still o�er workshops that work as those masters did: the same neat
mess of templates, wood shavings and tools [...]'.

To obtain a deeper understanding of the results, we analyse if and how
much the actual errors made by the system di�er from the errors we would
expect to see when the system always made arandom error. If these values
di�er considerably, this would mean that some sense relations pose more di�-
culties to the WSD system than could be expected (and vice versa, that some
sense relations pose less di�culties). We start by calculating for every test set
sentence the chance that a given error type occurs with that sentence. As an
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example, let us consider the test set sample forcartera included in Table 4.26.
The �Correct� column presents the sense ofcartera taken from the test set
annotations (Section 4.2.3.3.4), whereas the �Possible random errors� column
includes all errors the WSD systems could make for the sentence (i.e. all senses
except for the correct one). In the column �Labels�, the sense relation between
the correct sense and each possible random error is linked to the homonymy-
polysemy label as annotated by the linguists (Section 4.2.3.3.3). Finally, we
calculate the relative proportion of each of these labels, which represents our
�random error value�. In case all correct-random error pairs have the same la-
bel (e.g., sentence (4am)), the random error value for that sense relation label
corresponds to the maximum score of 1, as there is a 100% chance that the
random error made by the system shows that particular sense relation with
the correct sense.

Sentence Correct
Possible
random errors

Labels
Random error
value

(4ai) [...] pagó el im-
porte con el
dinero en efec-
tivo que había en
la cartera [...]

`1' `2', `3', `4', `5' 1-2: 3
1-3: 6
1-4: 6
1-5: 5

3: 0.25
5: 0.25
6: 0.5

(4aj) [...] luego saca
su agenda de la
cartera [...]

`2' `1', `3', `4', `5' 1-2: 3
2-3: 6
2-4: 6
2-5: 5

3: 0.25
5: 0.25
6: 0.5

(4ak) CaixaBank habrá
reducido el peso
de su cartera
industrial [...]

`3' `1', `2', `4', `5' 1-3: 6
2-3: 6
3-4: 7
3-5: 5

5: 0.25
6: 0.5
7: 0.25

(4al) [...] crear, ges-
tionar y difundir
una cartera de
proyectos turísti-
cos viables [...]

`4' `1', `2', `3', `5' 1-4: 6
2-4: 6
3-4: 7
4-5: 5

5: 0.25
6: 0.5
7: 0.25

(4am) [...] ocupó las
más importantes
carteras en el
Gobierno [...]

`5' `1', `2', `3', `4' 1-5: 5
2-5: 5
3-5: 5
4-5: 5

5: 1

Table 4.26. Error analysis (homonymy-polysemy continuum, calculation example).
Translations: (4ai) `[...] he|she paid the amount with the cash he|she had in his|her
wallet [...]'; (4aj) `[...] later he|she takes his|her agenda out of the hand bag [...]'; (4ak)
`CaixaBank will have reduced the weight of its industrial portfolio [...]'; (4al) `[...]
create, manage and disseminate a portfolio of viable tourism projects [...]'; (4am)
`[...] he|she held the most important minister portfolios in the government [...]'.
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When repeating this operation for all 62 ambiguous items with multiple
senses in the test set and adding up the values per label, we obtain the totals
included in the �Random errors� row of Table 4.24. Finally, these values
can also be converted into a relative distribution by dividing them by the
total number of sentences (�Relative (random)� row). Comparing the relative
values of the observed error and random error distributions, we can clearly see
that some types of sense relations pose more di�culties to the system than
others. The di�culties occur mainly with the merely regular polysemous sense
relations (label 6; negative di�erence of � 0.09 in the relative distributions)
and to a lesser extent also with inherently polysemous ones (label 7; negative
di�erence of � 0.04). This �nding that prototypical metonymic sense relations
are di�cult to distinguish for the automatic WSD system makes perfect sense
from a (psycho)linguistic point of view, as these types of sense relations have
shown to possess the highest degree of relatedness and to be stored in the same
�entry� of the mental lexicon. Importantly, this observation also contradicts
the picture drawn by the absolute error results, which seemed to indicate that
metaphorical sense relations are most di�cult for the WSD system.

For homonymic sense relations, the results reveal an opposite trend: judg-
ing by the positive di�erences for label 1 (� 0.03) and label 2 (� 0.07), the
WSD system seems to be less error-prone than could be expected from the ran-
dom error distribution when it comes to classifying homonyms. This observa-
tion neatly aligns with (psycho)linguistic literature as well, since the unrelated
meanings of homonyms usually make them easily distinguishable for human
beings. Finally, the results also include two somewhat more surprising �nd-
ings: contrary to cases of regular and inherent polysemy, irregular metonymic
sense relations appear to pose fewer rather than more di�culties to the system
(positive di�erence of � 0.05 for label 5). For distant metaphors, the opposite
trend can be discerned: even though their senses should be � in theory � more
unrelated than those of an irregular metonymic pair, they seem to be more
di�cult for the system (negative di�erence of � 0.03 for label 3).

4.2.4.4 Pedagogical suitability

To conclude the results section, we consider the results from a pedagogical
point of view, as this is the target setting the WSD method should eventually
be embedded in. To this end, we �rst perform a qualitative error analysis
on the �ve lowest-scoring items in the test set, to discover if they possess
shared characteristics which could help an �alarm system� to detect them as
possibly challenging items. For each of the �ve items, Table 4.27 reports their
F1 scores, the number of sentences for each sense in the bootstrappedsemi-
supervised input type, the average inter-sense similarity (details see below)
together with the corresponding quantile (n = 10), the entropy values, and
the IAA scores.
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franquicia negocio cartera facturación cierre

Weighted F1 0.4618 0.5642 0.6428 0.6668 0.6715

Macro F1 0.3121 0.3881 0.5927 0.5495 0.4259

Sense
distribution
labelled data

`1': 8
`2': 55
`3': 26

`1': 1;113
`2': 2;152
`3' 30
`4': 720

`1': 268
`2': 94
`3' 804
`4': 112
`5': 241

`1': 31
`2': 25
`3' 1;213

`1': 179
`2': 1
`3' 28
`4': 638

Inter-sense
similarity

0.7511
! Q6

0.789
! Q9

0.6835
! Q3

0.7375
! Q5

0.774
! Q8

Entropy 0.6182
! Q6

0.6463
! Q6

0.5919
! Q5

0.9101
! Q9

0.5919
! Q5

IAA 0.445
! Q1

0.3074
! Q1

0.7025
! Q2

0.751
! Q2

0.7582
! Q2

Table 4.27. Qualitative error analysis for the �ve lowest-performing items among
the 62 ambiguous items with multiple senses in the test set (semi-supervised setup).
The inter-sense similarity is calculated based on the labelled Clave sentences as input
data (supervised_base).

Four main tendencies can be discerned from the data presented in Ta-
ble 4.27, information which can be taken into account when designing the
alarm system. First of all, all items appear to have one or two clearly predom-
inating senses in the set of labelled data. In other words, a skewed distribution
in the labelled data is a �rst potential �red �ag�. The second tendency is related
to the �inter-sense similarity� values, a measure at item level that re�ects the
average cosine similarity between the contextualised word embeddings taken
from the labelled sentences insupervised_base(i.e. the sentences from the
Clave dictionary). As all items except for cartera belong to the mid and upper
quantiles, we can conclude that a (relatively) high inter-sense similarity value
is challenging for the WSD system � an observation which aligns perfectly with
the intuition that the more similar the senses, the harder they will be to dis-
tinguish. Thirdly, as we can clearly see from the entropy results, high entropy
values might be another red �ag (all �ve items belong to the mid and upper
quantiles). Finally, all items appear to have low IAA scores (they all belong
to the two lowest quantiles), meaning that the annotations of the L2 Spanish
students were relatively dispersed. In other words, taking into account that
even for humans the distinction between the senses of these �ve items was not
always clear, it is not surprising that an automated system also experiences
di�culties. However, it should be noted that the IAA measure cannot be used
to trigger the alarm system, as an annotated test set will not be available in
real-life settings.
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Secondly, we also analyse whether adding a threshold to the cosine similar-
ity classi�er has a positive impact on the number of errors made by the system
(and thus also on the number of wrong examples that could end up in learning
materials). To this end, we exclude all predictions for which the di�erence
between the highest and second-highest RefSim (accessible as the last item in
the output triplet, see Table 4.20) is smaller than the predetermined threshold.
Table 4.28 includes a series of examples for the ambiguous itemcartera. The
examples show that applying thresholds can have both a positive and nega-
tive impact. For the 0.05 threshold, sentences (4ao) and (4ap) were rightfully
removed whereas sentences (4aq) and (4ar) were rightfully kept. However,
sentence (4an) was also kept while it actually should have been excluded. For
the more strict 0.1 threshold, sentences (4an) to (4ap) were rightfully removed
and sentence (4ar) was rightfully maintained, but sentence (4aq) was removed
even though the prediction was correct.

From a quantitative perspective, applying this threshold component to the
classi�er leads to the results presented in Table 4.29, again forsemi-supervised
as the input type and only considering items with multiple senses present
in the test set. The table reports the results for 0.05 and 0.1 as thresholds
and compares them to the performance scores obtained by the originalsemi-
supervised setup. Before discussing the results, it should be noted that the
0.05 and 0.1 thresholds led to the exclusion of 15% and 33% of the test set
sentences, respectively.

The new scores clearly show that including a threshold in the classi�er leads
to considerable improvements in performance, which is re�ected in both the
macro F1 (+0.0342 for the 0.05 threshold and +0.0669 for the 0.1 threshold)
and weighted F1 metric (+0.0239 for the 0.05 threshold and +0.0349 for the 0.1
threshold). A paired samplest -test reveals that all di�erences are also statisti-
cally signi�cant ( p < 0.01) between the original setup and the threshold-based
approaches. In other words, a straightforward threshold component proves to
be a valuable (and perhaps even necessary) addition to the WSD system for
L2 learning purposes presented in this section: it is able to successfully prevent
many errors from appearing in the system's output, which lowers the chance
of wrong examples ending up in automatically generated learning materials
based on the WSD system.
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Sentence Correct sense Output triplet TH 0.05 TH 0.1

(4an) [...] abrió la
cartera , sacó una
bolsa plegable de
gran tamaño y un
espejo pequeño [...]

Briefcase,
school bag

(�wallet�;
0.9497;
0.0658)

IN
X

OUT
X

(4ao) [...] crear, ges-
tionar y difundir
una cartera de
proyectos turísticos
viables [...]

Set of aspects/
factors covered
by (commercial)
entity

(�stocks, shares�;
0.8751;
0.0177)

OUT
X

OUT
X

(4ap) [...] mediante la
compra de pagarés
del tesoro de la
cartera del Estado
[...]

Stocks, shares (�minister post�;
0.7606;
0.0332)

OUT
X

OUT
X

(4aq) Es complejo salir
del barrio sin
echarse la mano
a la cartera [...]

Wallet (�wallet�;
0.9109;
0.0601)

IN
X

OUT
X

(4ar) El Gobierno griego,
que por primera vez
tiene una cartera
dedicada solo a
Inmigración [...]

Minister post (�minister post�;
0.9112;
0.1438)

IN
X

IN
X

Table 4.28. Illustration of adding threshold component to classi�er, for the am-
biguous item cartera. �TH� stands for threshold. Translations: (4an) `[...] he|she
opened the handbag, took out a large folding bag and a small mirror [...]'; (4ao) `[...]
create, manage and disseminate a portfolio of viable tourism projects [...]'; (4ap)
`[...] by purchasing treasury bonds from the state's portfolio [...]'; (4aq) `It is di�cult
to leave the neighbourhood without reaching for your wallet [...]'; (4ar) `The Greek
government, which for the �rst time has a ministerial post dedicated exclusively to
immigration [...]'.

Input type

Macro F1 Weighted F1

Original TH 0.05 TH 0.1 Original TH 0.05 TH 0.1

SEMI-SUP 0:7519 0:7861 0:8188 0:8995 0:9234 0:9344

MFS 0:3887 0:4265 0:5007 0:7158 0:7394 0:773

Table 4.29. Average performance results for threshold-based approach compared
to original approach (Table 4.22). The presented results only take into account the
62 ambiguous items with multiple senses in the test set. �TH� stands for threshold
and �SEMI-SUP� for semi-supervised.

106



4.2 Sense awareness: word sense disambiguation in Spanish ICALL environments

4.2.5 Discussion

Regarding RQ4.2.1 (tailoring NLP technique of WSD to an SLA target set-
ting), we have shown that the choice of sense inventory is crucial: when using
sense distinctions which have not been speci�cally made for/by the envisaged
L2 target audience (such as the widely used WordNet senses), the output of the
WSD system will unlikely satisfy the needs of that audience. We argued that
developing a customised sense inventory re�ecting the intuitions and needs of
L2 Spanish learners is an essential step to undertake when it comes to success-
fully adapting WSD methods to L2 learners as the target audience.

As for RQ4.2.2 (scalability and applicability in real-life ICALL environ-
ments), the limited amount of labelled data required to initialise the WSD
system (one example sentence per sense is su�cient) makes the method highly
scalable, especially since these data are readily available in many general dic-
tionaries. However, it should be noted that making the sense distinctions (i.e.
grouping the �sense cards� with example sentences) does require considerable
manual e�ort, as does the targeted addition of extra sentences in thesuper-
vised_enriched input type. Yet, in a separate study (Degraeuwe & Goethals,
2022c) we showed that this potential scalability issue can be resolved by in-
tegrating the compilation of the necessary annotations in online vocabulary
learning exercises, as a type of implicit crowdsourcing. Finally, with a top
average weighted F1 score of 0.8995, our WSD method shows great potential
to be used in real-life applications. Nevertheless, as it should be avoided at all
cost that wrong examples are included in learning materials, this performance
should ideally be pushed to higher levels still. To this end, we studied the
integration of thresholds into the classi�er, which resulted in a performance
increase to 0.9344 weighted F1. In other words, the addition of this thresh-
old component should render our WSD method �t to be used for pedagogical
purposes, certainly when combined with the type of alarm system as the one
described at the beginning of Section 4.2.4.4.

Finally, it should be highlighted that ICALL environments and corpus
query tools enriched with an SLA-tailored WSD functionality open a wide
range of improvements and opportunities for the design of di�erent DDL-
�avoured activities, as will be shown in Chapter 7. In the case of learner-
centred DDL, these activities � which form part of the language-focused learn-
ing strand (Section 2.2.2) � could consist of performing speci�c corpus queries
based on meanings instead of word forms. Given our LSP class on business
vocabulary as the target setting, students can decide to exclude irrelevant,
non-economic senses from the concordance lines (e.g., when looking for col-
locations with bono, making sure that only instances ofbono as �bond� are
displayed, and not as �voucher�). In the case ofteacher-informed DDL, WSD-
driven corpus queries allow teachers to create exercises that start by presenting
the so-called core meaning of polysemous items, a type of exercise which has
proven to be bene�cial for the long-term retention of those items (Verspoor &
Lowie, 2003).
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4.2.6 Conclusion and future work

In Section 4.2 we have presented a word sense disambiguation (WSD) method
for L2 learning purposes, applied to Spanish as the target language and with a
language for speci�c purposes (LSP) course on business vocabulary as the en-
visaged target setting. The method relies on a tailor-made, learner-centred
sense inventory and leverages the ability of state-of-the-art large language
models (LLMs) to create contextualised sense vectors. It requires only a few
prototypical example sentences as labelled input, which makes it scalable and
applicable in real-life scenarios. Therefore, with this research we hope to con-
tribute to implementing the distinction of word senses as an additional feature
in Intelligent Computer-Assisted Language Learning (ICALL) environments,
corpus query tools, and computer-readable resources for pedagogical purposes.

The WSD method was evaluated on a sample of 74 lexically ambiguous
nouns which were selected for the purpose of an LSP course on business vo-
cabulary. Overall, the method achieved very promising results, with a top
average macro F1 score of 0.7519 and a top average weighted F1 score of
0.8995. A limited but targeted addition of sentences (which were manually
labelled) resulted in statistically signi�cant higher performance and reduced
the spread of the data. Importantly, as shown in Degraeuwe and Goethals
(2022c), the annotation of those sentences (as well as the grouping of the
senses) can easily be integrated into interactive vocabulary learning exercises,
which adds to the applicability and scalability of the WSD method. The au-
tomatic bootstrapping of a larger set of training data also proved to further
increase performance, albeit to a lesser extent.

To gain more in-depth insights into the results, we gathered additional an-
notations on where each possible pair of senses of the ambiguous words would
be placed on the homonymy-polysemy continuum. These annotations were
used to link the 542 errors made by the system to speci�c sense relations.
From this additional analysis, it appeared that metonymic sense relations (in
particular, those of a logically or inherently polysemous nature) posed more
di�culties to the WSD system than expected. Moreover, a qualitative analysis
on the lowest-scoring items indicated that lexically ambiguous words showing
a particular combination of �red �ags� (one or two predominant senses and
relatively high entropy and inter-sense similarity values) are likely to pose
challenges to the system. These two �ndings provide important information
to take into account when designing an �alarm system� that should detect
likely challenging ambiguous items. The design of such an alarm system is one
of the possible measures which can be undertaken to limit the chance of wrong
examples ending up in learning materials as much as possible. Another mea-
sure would be the integration of a threshold into the system's cosine similarity
classi�er, which has shown to result in a statistically signi�cant increase from
0.8995 to 0.9344 for the weighted F1 metric.

In future research, we aim to expand the coverage of the methodology to
verbs and adjectives, which will likely entail other disambiguation challenges
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related to their relational nature, positional features and morphological �exi-
bility. Furthermore, we plan to study the use of generative arti�cial intelligence
(GenAI) models for the creation and/or annotation of the targeted set of new
examples, which would lower the need for manual interventions even further.
Another possible line of future research would be to conduct a follow-up study
in which we analyse the real-life application of the WSD method, including
the operationalisation of the alarm system (e.g., by translating the red �ags
into concrete thresholds), the embedding of the method in an existing Span-
ish ICALL environment, and an experiment in which LSP teachers are asked
to prepare exercises on the lexically ambiguous items using the ICALL en-
vironment. Next, we would also need to test our method on other semantic
domains and on target audiences with other L1s than Dutch to fully corrobo-
rate the validity of our WSD method. Finally, it would also be interesting to
perform a comparative study using a multilingual LLM. As these models have
shown to �think� in English (Wendler et al., 2024), it may be possible that
they consider lexical ambiguity from the perspective of an �L1 speaker� rather
than from that of an �L2 speaker�. As we have demonstrated in the section
on related research (Section 4.2.2), powerful �single-unit storage� mechanisms
such as polysemy are not directly transferable to other languages, where often
multiple di�erent words are used as translations. Whether this also applies
to multilingual LLMs and if the corresponding e�ect is bene�cial or adverse
could constitute a relevant new direction of L2-inspired research on WSD.
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Chapter 5

Vocabulary selection

In an end-to-end ICALL environment (see Figure 1.4 in the introduction), the
vocabulary selection component takes the output of the vocabulary retrieval
procedures (i.e. single-word or multiword vocabulary items linked to a partic-
ular meaning) as input, �lters out all irrelevant items and passes the selected
items on to the example selection component or immediately integrates the
selected items into vocabulary learning materials (e.g., word lists). Filtering
out irrelevant items constitutes an essential part of the pipeline, since di�erent
target audiences require di�erent selections of vocabulary items. In an LSP
course on tourism discourse, for example, it is essential to know which items
in the retrieved vocabulary list are the most typical of the domain of tourism,
so that these items can be assigned a central place in the course materials. In
a similar vein, for a group of low-pro�ciency learners it would make sense to
�lter out all advanced and specialised items from the retrieved vocabulary list,
as classes for beginner-level learners should mainly focus on the most common
vocabulary (Leech, 2014; Nation, 2022). Vocabulary selection based on seman-
tic domains will be studied in Section 5.1; the adaptation of the vocabulary
selection process based on the pro�ciency level of the target audience will be
discussed in Section 5.2.

5.1 Topic-based vocabulary selection

5.1.1 Introduction

As argued in Section 2.2.3, there is a large consensus that word frequency
and range of occurrence (also called �dispersion�) should be used as one of
the main criteria for selecting the words to be taught in vocabulary courses
(Nation, 2022). As a basis to make this frequency-based selection, it is possi-
ble to consult established word lists, which include extensive information on
word frequency and/or range of occurrence (e.g., Davies and Hayward Davies
[2018] for Spanish). With corpus-based research being identi�ed as the most
important procedure for specifying the content and sequencing of vocabulary
learning materials as early as the 1980s (Sinclair & Renouf, 1988), the fre-
quency information in these word lists is usually obtained by consulting large
corpora.
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While purely frequency-based selection methods are perfectly suitable to
create word lists for general-purpose vocabulary learning courses/resources for
beginning and intermediate L2 learners, they are much less likely to be equally
applicable to LSP courses as the target setting or for more advanced learners
as the target audience. To overcome this limitation, tailor-made resources
adapted to the purpose/topic in question need to be created, for example
based on specialised corpora (Nation & Meara, 2010). A good case in point
is the English Academic Word List (Coxhead, 2000), which was constructed
based on a corpus of 3.5 million running words of written academic text.

To tailor corpus-based vocabulary learning materials to a particular pur-
pose or topic, one of the most common methods is performing a �keyness�
analysis, in which word frequencies from astudy corpus are compared to word
frequencies in areference corpus. Keyness calculations have a long history of
using statistical signi�cance as the go-to metric, but recent research has ques-
tioned the appropriateness of statistical signi�cance as a measure to determine
keyness and advocated for a shift towards measuring e�ect size (Gabrielatos,
2018) and including dispersion values (Gries, 2021). In this section, we will
apply these approaches to SLA as the speci�c target setting. More particu-
larly, we will retrieve representative vocabulary samples from domain-speci�c
corpora and compare the �typicality� rankings proposed by automatic key-
ness measures to human-based rankings (according to the judgements of L2
learners). To the best of our knowledge, analysing the correlation between
automatic keyness analysis methods and L2 learner judgements is still an un-
explored area of research. The research question to be answered in this section
is de�ned as follows:

RQ5.1.1 To which extent do automatic ranking methods based on keyness
analysis correlate with L2 Spanish learners' judgements on which
vocabulary items are typical for a given semantic domain?

In Section 5.1.2, we present the related research on keyness analysis. Spe-
cial attention will be devoted to the di�erences between statistical signi�-
cance tests and e�ect size metrics. Section 5.1.3 explains the methodology we
adopted, from the compilation of the datasets over the annotation experiment
to the calculation of the keyness analysis measures. After having discussed
the results in Section 5.1.4 and 5.1.5, we provide a conclusion and a series of
suggestions for further research in Section 5.1.6.

5.1.2 Related research

5.1.2.1 Statistical signi�cance versus e�ect size

The term �keyness� was coined in the 1990s. Essentially, the concept of keyness
analysis as used in corpus linguistics can be de�ned as a frequency comparison
between a study corpus (SC) and a reference corpus (RC) to identify items
that are particularly �key to� (i.e. typical of) the SC. Importantly, the concept
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of keyness bears considerable resemblance with the construct of �termhood�
from the domain of (automatic) terminology extraction (Macken et al., 2013;
Rigouts Terryn et al., 2021). In this thesis, however, we will mainly discuss
keyness methods developed within the �eld of corpus linguistics, as it is these
methods that are most often used in SLA settings.

One of the �rst applications of keyness was the integration into the Word-
Smith Tools (Scott, 1996), which allowed identifying words with unusual fre-
quencies in a given text compared to an RC. Over the course of history, the
most common method for keyness analyses have been tests of statistical signif-
icance (Pojanapunya & Watson Todd, 2018). In brief, these measures reveal
�the level of con�dence we can have that the di�erence we have observed
(however large or small) is dependable� (Gabrielatos, 2018, p. 230), with the
assumption that there is no real frequency di�erence being taken as the null
hypothesis. If the p value linked to the score returned by the statistical signif-
icance test is lower than the threshold value, it means that the null hypothesis
can be rejected (and that the frequency di�erence is thus �dependable�).

Apart from the chi-square test, the most common statistical signi�cance
metric in keyness research has been the log-likelihood ratio (LLR; also referred
to as G2; Equation 5.11; see Table 5.3 for examples), a test developed by Dun-
ning (1994) in order to identify the statistical signi�cance of �rare events�. An
alternative signi�cance metric that builds on LLR is the Bayesian information
criterion (BIC; Wilson, 2013; Equation 5.2; see Table 5.3 for examples). For
the purpose of keyness analysis, the BIC metric corresponds to �correcting�
the LLR value by subtracting from it the logarithm of the combined corpus
sizes. For the LLR metric, the values denoting statistical signi�cance are 3.84
(p = 0.05) or 6.63 (p = 0.01). For the BIC metric, a score of 2 is usually
taken as the cut-o� value, as it has shown to indicate positive evidence against
the null hypothesis (Gabrielatos, 2018; Wilson, 2013). As can be deducted
from the examples included in Table 5.3, BIC values are consistently lower
than LLR scores, although the di�erences tend to be relatively small. The
impact of the correction included in the BIC metric is exempli�ed by the word
impacto, which would pass the LLR threshold of signi�cance (16.93 exceeds
the 3.84 and 6.63 cut-o� values) but not the BIC one (-1.84 is lower than the
cut-o� value of 2).

LLR = 2 �
�

a � log
a

aexpected
+ b� log

b
bexpected

�
+

�
c � log

c
cexpected

+ d � log
d

dexpected

�(5.1)

(5.2) BIC = LLR � log(g + h)

1The values behind the letters used in the equation are provided in Table 5.1
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Overview raw frequencies

SC RC Sum

Target word a b e

Other words c d f

Sum g h N

Overview expected frequencies

SC RC Sum

Target word aexpected = ( e � g) = N bexpected = ( e � h) = N e

Other words cexpected = ( f � g) = N dexpected = ( f � h) = N f

Sum g h N

Table 5.1. Raw and expected frequencies in a 2x2 contingency table. An example
for the target word cohechois provided in Table 5.2.

SC RC Sum

Target word
Raw 4,932 12

4,944
Exp 860.72 4,083.28

Other words
Raw 24,652,695 116,976,598

141,629,293
Exp 24,656,766.28 116,972,526.72

Sum 24,657,627 116,976,610 141,634,237

Table 5.2. An example of raw and expected frequencies in a 2x2 contingency
table for the target word cohecho(`bribery, subornation`) with the SCAP-spec-law-1
corpus as SC and the merged corpus described in Section 5.1.3.1 as the RC. �Exp�
stands for expected.

However, the use of statistical signi�cance to perform frequency compar-
isons comes with two main issues. First of all, as already brie�y touched upon
above, these types of tests are designed to measure the level ofcon�dence
that a given frequency di�erence is dependable, not to measure thesize of the
frequency di�erence. Nevertheless, it is the latter aspect that constitutes the
most essential component of a keyness analysis: the larger the magnitude of
the frequency di�erence between the wordsw1 and w2, the larger the degree
of keyness one would want to see attributed tow1. Secondly � and arguably
most importantly �, statistical signi�cance metrics are sensitive to the sample
size: the larger the sample, the higher the statistical signi�cance ofall ob-
served di�erences, however small they may be (P. D. Ellis, 2010). For keyness
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analysis in particular, this means that both the size of the raw frequencies
and the total size of the corpora can have a considerable impact on the re-
sults. In extremely large corpora, this can even lead to virtually all frequency
di�erences being considered statistically signi�cant by measures such as LLR,
which would render the output of the keyness analysis largely unusable.

Therefore, increasingly more researchers have been advocating for the use
of alternative measures to perform frequency comparisons between an SC and
an RC (Egbert & Biber, 2019; Gabrielatos, 2018; Gries, 2021; Pojanapunya &
Watson Todd, 2018). One of the proposed alternatives aree�ect size measures,
which determine the magnitude of an observed �nding (in this case, a frequency
di�erence). Examples of e�ect size measures are Ratio (Kilgarri�, 2009), Odds
Ratio (Pojanapunya & Watson Todd, 2018), Log Ratio (Hardie, 2014), %DIFF
(Gabrielatos & Marchi, 2011), and Di�erence Coe�cient (Ho�and & Johans-
son, 1982). Importantly, the metrics will yield di�erent outcome values but
exactly the same keyword ranking (Gabrielatos, 2018).

By means of illustration, we will discuss the Odds Ratio metric in more
detail (Equation 5.3; see Table 5.3 for examples). An Odds Ratio value of
1 means that there is no frequency di�erence between the two vocabulary
items under comparison. Values higher than 1 indicate that the item is more
key to the SC, values lower than 1 indicate that it is more key to the RC.
The larger/smaller the value, the larger/smaller the frequency di�erence. Im-
portantly, the metric is directional, meaning that its output depends on the
corpus being used as SC. For instance, an Odds Ratio score of 4 withcorpus1

being used as the SC andcorpus2 as the RC would correspond to a score of
1/4 = 0.25 with corpus1 being used as the RC andcorpus2 as the SC. In
other words, scores of 4 and 0.25 indicate the same magnitude of frequency
di�erence (seecódigo versusesfuerzoin Table 5.3).

(5.3) OddsRatio =
a =(g � a)
b =(h � b)

Apart from e�ect size metrics, the Kullback-Leibler divergence (denoted as
DKL ; Equation 5.4; see Table 5.3 for examples) is another metric which has
been proposed as an alternative for measuring keyness (Gries, 2021). Origi-
nally from the domain of information theory, DKL indicates � when used for
the purpose of keyness analysis � how much the probability distribution of
the SC and RC given a target word diverges from the percentage distribution
of the corpus sizes. TheDKL metric has a lower boundary of 0 (indicating
that the two probability distributions are identical) but has � like many of the
e�ect size metrics � no theoretical upper limit.

(5.4) DKL =
�

a
e

� log2
a = e
g = N

�
+

�
b
e

� log2
b = e

h = N

�
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Finally, although measures such asDKL and e�ect size metrics can be
considered more suitable for keyness analysis, it should be noted that this
does not necessarily mean that statistical signi�cance tests such as LLR or BIC
should be banned from keyness research altogether. In fact, using both types
of metrics can result in the best of both worlds being combined (Gabrielatos,
2018): ranking items from largest to smallest magnitude of frequency di�erence
(based onDKL or an e�ect size metric), but eliminating from that ranking all
items for which the frequency di�erence cannot be considered �dependable�
(based on a statistical signi�cance metric).

However, some researchers suggest yet another approach. Instead of us-
ing statistical signi�cance tests to complement the metric calculating the size
of the frequency di�erence, they recommend it be combined with dispersion
values, which re�ect the target word's distribution across the corpus docu-
ments (Egbert & Biber, 2019; Gries, 2021). Examples of dispersion metrics
are D (Juilland et al., 1970) and DP (Gries, 2008; Lij�jt & Gries, 2012), but
also DKL can be used to perform dispersion calculations (see Gries [2021] for
an example). The reasoning behind using dispersion metrics is that they (1)
prevent specialised terms that are only mentioned in one or a few documents
from becoming keywords and (2) at the same time also �strengthen� the key
character of words that are evenly dispersed in the SC but not in the RC.

5.1.2.2 Zero frequencies in the reference corpus

An important limitation of almost all e�ect size measures is that they can-
not handle zero frequencies in the RC, as these result in divisions by zero (of
the abovementioned metrics, only the Di�erence Coe�cient would be an ex-
ception). To overcome this limitation, two main techniques can be applied.
The �rst one consists of replacing the zero values by an in�nitesimally small
number (e.g., 1 � 10� 17), serving as a proxy for zero. The main disadvantage
of this method is that it yields extremely high values when used in metrics
without an upper limit (e.g., Log Ratio and Odds Ratio), which results in the
top of the keyword list being dominated by words with a frequency of zero in
the RC, even if they have only a limited number of occurrences in the SC (Po-
janapunya & Watson Todd, 2018). However, for keyness analyses this does not
necessarily have to be a weakness, as absence from the RC might be considered
a characteristic to which considerable importance should be attributed.

The second transformation technique is Laplace smoothing (also called the
�add 1� technique), which adds 1 to the frequency of all items in the SC and
RC and thus also increases the corpus sizes by the number of word types
in the corpus. Although the technique has been criticised for increasing the
frequencies unevenly (adding 1 to a frequency of 1 corresponds to a 100%
increase, while adding 1 to a frequency of 100 only entails a 1% increase),
the easy-to-calculate Laplace transformation came out as the recommended
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heuristic to deal with zero frequencies in the Brysbaert and Diependaele (2013)
critical review.

As shown in Table 5.3 and 5.4, keyness scores based on frequency values
transformed by Laplace smoothing might be argued to be intuitively more
representative. A good case in point is the comparison betweeneuroparlamen-
tario (23 occurrences in SC, 0 in RC) andimprocedencia (21 occurrences in
SC, 2 in RC). In other words, the frequency di�erence between these words is
quite small, particularly when taking into account the RC's total corpus size of
116,976,610. Yet, without Laplace smoothing (Table 5.3) this small di�erence
is not re�ected at all in the e�ect size value (as measured by the Odds Ra-
tio metric): the zero-frequency word europarlamentario obtains an extremely
high value of 1:09 � 1020 while improcedencia receives a score of 49.81. With
Laplace smoothing being applied (Table 5.4), the Odds Ratio foreuroparla-
mentario decreases to 113.63 whereas the score forimprocedencia amounts to
34.72, a much smaller di�erence that continues to acknowledge the complete
absence ofeuroparlamentario in the RC as it still comes out as the most key
item of the two.

Item
Frequency (raw | norm) StatSign

Odds Ratio DKL

SC RC LLR BIC

impacto 730 | 29.61 2,912 | 24.89 16:93 � 1:84 1:19 0

código 1,578 | 64 3,747 | 32.03 478:31 459:52 2 0:06

esfuerzo 1,478 | 59.94 13,890 | 118.74 750:4 731:56 0:5 0:04

europarlamentario 23 | 0.93 0 | 0 80:42 61:65 1:09� 1020 2:52

improcedencia 21 | 0.85 2 | 0.02 60:6 41:83 49:81 1:9

personación 549 | 22.26 1 | 0.01 1;905:26 1;886:48 2;604:53 2:5

Table 5.3. Examples illustrating the output of the LLR, BIC, e�ect size (using the
Odds Ratio metric), and D KL measures, with the SCAP-spec-law-1 corpus as SC and
the merged corpus described in Section 5.1.3.1 as RC. Zero frequencies are replaced
by a value of 1 � 10� 17 . �Norm� stands for normalised frequency and �StatSign� for
statistical signi�cance. Translations: impacto (`impact'); código (`code'); esfuerzo
(`e�ort'); europarlamentario (`MEP'); improcedencia (`inadmissibility'); personación
(`appearance in court').
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Item
Frequency (raw | norm) StatSign

Odds Ratio DKL

SC RC LLR BIC

impacto 731 | 29.55 2,913 | 24.87 16:77 � 2 1:19 0

código 1,579 | 63.82 3,748 | 32 476:47 457:68 1:99 0:06

esfuerzo 1,479 | 59.78 13,891 | 118.58 754:15 735:31 0:5 0:04

europarlamentario 24 | 0.97 1 | 0.01 75:82 57:05 113:63 2:19

improcedencia 22 | 0.89 3 | 0.03 59:65 40:88 34:72 1:72

personación 550 | 22.23 2 | 0.02 1;895:48 1;876:7 1;302:05 2:48

Table 5.4. Examples illustrating the output of the LLR, BIC, e�ect size (using
the Odds Ratio metric), and D KL measures, with the SCAP-spec-law-1 corpus as
SC and the merged corpus described in Section 5.1.3.1 as RC. Zero frequencies are
replaced by a value of 1 (i.e. Laplace transformation or �add 1� technique).

When comparing europarlamentario to personación, the e�ect of the Lap-
lace smoothing becomes even more apparent: with an SC frequency of 549 for
personación compared to 23 foreuroparlamentario and a di�erence of only 1
in RC frequency (1 compared to 0), it would make sense to seepersonación
being returned as the most key item. Nevertheless, without Laplace smooth-
ing the Odds Ratio for europarlamentario (1:09 � 1020) is much higher than
the score forpersonación (2,604.53). With the Laplace transformation being
applied, the order is reversed and the scores can be considered more intuitive:
personaciónreceives a keyness score of 1,302.05 whereas foreuroparlamentario
a value of 113.63 is obtained.

5.1.3 Methodology

From the above, it can be concluded that many di�erent approaches to per-
forming a keyness analysis can be adopted. In the present study, we will
analyse the performance of several of these approaches for SLA as the target
setting, a � to the best of our knowledge � unexplored area of research. More
particularly, we will gather judgements from L2 learners on which words they
consider to be key for speci�c domains (and which words not), after which we
will compare these judgements to the rankings obtained following the di�erent
keyness calculation approaches.

5.1.3.1 Data sources

To select the target items to populate our dataset, we will make use of sev-
eral of the SCAP corpora as our data sources. To avoid that any vari-
ables inherent to the corpus play an undesired role in the results, as our
SCs we select specialised corpora which have been compiled following the
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exact same process:SCAP-spec-law-1, SCAP-spec-busin-1, SCAP-spec-heal-
1, and SCAP-spec-migr-1. These four corpora have all been obtained by
scraping the domain-speci�c sections of newspaper websites in a similar time
span, which makes the topic area their only distinguishing feature (law, busi-
ness/economics, health, and migration, respectively). Yet, as the genre of the
corpora are newspaper articles, it should be highlighted that the topics we will
be �capturing� represent written communication about particular domains, not
written communication from within the domains.

As the RC, we merge the four general corpora included in the SCAP project
into one single 117M corpus:SCAP-gen-1 (adult prose), SCAP-gen-2 (adult
prose), SCAP-gen-3 (youth literature), and SCAP-gen-4 (youth literature).
Although this means that the RC only contains written prose, its large size
together with the variety of topics usually covered in prose makes it a good
enough proxy for general language in the context of this �rst-of-its-kind study.

5.1.3.2 Frequency conditions

We will introduce di�erent frequency values into the formulas used for analys-
ing keyness, corresponding to the eight di�erent �frequency conditions� pre-
sented in Table 5.5. First of all, apart from the plain raw frequency values, we
will also experiment with �adjusted� frequency values based on the normalised
variant of the DP dispersion measure (DPnorm ; Gries, 2008; Lij�jt and Gries,
2012), which returns values ranging from 0 (evenly dispersed) to 1 (unevenly
dispersed). By including adjusted frequencies as a frequency condition, we
aim to heed on the recently made recommendation to take into account how
words are distributed (or �dispersed�) over the corpus parts when performing
keyness analyses (Section 5.1.2). To obtain the corpus parts to be taken into
account by the DPnorm metric, we randomly assign all corpus documents ton
di�erent corpus parts, where n is the number of corpus documents divided by
ten. The �nal adjusted frequency values are calculated as illustrated in Equa-
tion 5.5. For a raw frequency value of 100 and a dispersion value of 0.1 (i.e.
quite evenly dispersed), the adjusted frequency would be100� (1 � 0:1) = 90.

The advantage of multiplying the raw frequency value by the dispersion
value is that we obtain singular frequency values which can � just as the raw
frequencies � be simply plugged into the formulas. Keeping the dispersion
values separate would also be possible (Gries, 2021), but would have required
additional steps to �lter and/or rank the candidate key items based on the
dispersion values (which on its turn might entail the use of arbitrary thresholds
to in- or exclude items).

(5.5) adjF req = rawFreq � (1 � DPnorm )
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FreqCond
(ID)

FreqCond
(description)

FreqType
Other
words

ZeroFreqs RC

freqCond1 rawFreq|allWords|approx Raw All words Approximation
(1 � 10� 17 )freqCond2 rawFreq|contWords|approx Raw Content

words

freqCond3 rawFreq|nouns|approx Raw Nouns

freqCond4 adjFreq|nouns|approx Adjusted Nouns

freqCond5 rawFreq|allWords|Laplace Raw All words Laplace
transformationfreqCond6 rawFreq|contWords|Laplace Raw Content

words

freqCond7 rawFreq|nouns|Laplace Raw Nouns

freqCond8 adjFreq|nouns|Laplace Adjusted Nouns

Table 5.5. Overview of frequency conditions (�freqCond�). �FreqType� stands
for frequency type (raw or adjusted) and �ZeroFreqs� stands for zero frequencies
(approximation or Laplace).

Secondly, we will adopt three di�erent perspectives when calculating the
frequencies of the other words in the corpus: (1) taking into account all words,
(2) taking into account only content words, and (3) taking into account only
words of the same POS as the target word (i.e. nouns). Finally, we consider
two di�erent techniques to handle zero frequencies in the RC (Section 5.1.2.2):
replacing the zero value by an in�nitesimally small number (�approximation�)
or by adding 1 to all frequency values and increasing the corpus size by the
number of the word types (�Laplace transformation�). To conclude, it should
be noted that the term �raw frequency� does not equal absolute frequency: as
illustrated in the equations above, all presented metrics (LLR, BIC, e�ect size
metrics and DKL ) include some kind of normalisation, either by taking into
account corpus sizes or by incorporating expected frequencies.

5.1.3.3 Data collection

To build a representative dataset (i.e. including a mix of frequent and non-
frequent vocabulary items which at the same time constitute a mix of poten-
tially key and non-key items), we adopt a selection procedure consisting of
the following series of steps (the procedure is repeated for each of the four
domain-speci�c SCs): �rst, we compare the lemma frequency of all nouns
in the SC with their frequency in the RC (in all of the �frequency condi-
tions� presented in Table 5.5). All words for which the frequency di�erence
is statistically non-signi�cant are eliminated. Based on the related research
presented in Section 5.1.2, statistical signi�cance is calculated in two ways:
by means of the LLR metric, with values lower than 3.841 being eliminated
(Gries, 2021); and by means of the BIC metric, with values lower than 2 being
eliminated (Gabrielatos, 2018). Next, as a preliminary step to obtaining a mix
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of frequent/non-frequent and potentially key/non-key items, we rank the list
of remaining words from highest to lowest normalised SC frequency and split
the list into the following four groups:

1. freq_key: word's lemma frequency in SC� average lemma frequency of
all words in SC and word's normalised lemma frequency in SC� word's
normalised lemma frequency in RC

2. freq_not_key : word's lemma frequency in SC� average lemma fre-
quency of all words in SC and word's normalised lemma frequency in
SC < word's normalised lemma frequency in RC

3. not_freq_key : word's lemma frequency in SC < average lemma fre-
quency of all words in SC and word's normalised lemma frequency in
SC � word's normalised lemma frequency in RC

4. not_freq_not_key : word's lemma frequency in SC < average lemma
frequency of all words in SC and word's normalised lemma frequency in
SC < word's normalised lemma frequency in RC

From each of the four groups, we select 50 words by means of a random
strati�ed sampling method (ten strata, �ve words selected per stratum) to
arrive at a �nal set of 200 vocabulary items with a high degree of diversity
in terms of frequency (by splitting based on above/below average frequency
in SC) and potential keyness (by splitting based on higher/lower normalised
frequency compared to RC). Finally, a translation to Dutch is added to each
of the 200 words.

5.1.3.4 Data labelling

Next, we need to rank each of the four domain-speci�c sets of words from most
key/relevant to least based on the perspective of our target audience (i.e. L2
Spanish learners). This ranking will serve as the gold standard to which the
automatic ranking methods presented in Section 5.1.3.6 can be compared.
To rank the items, we perform a best-worst scaling (BWS; Kiritchenko and
Mohammad, 2017) experiment with six L2 Spanish learners (B2/C1 pro�ciency
level of Spanish, 22-26 years old, L1 Dutch), which should enable us to arrive at
a gold standard that is tailored to our speci�c L2 learning setting. To create the
BWS data, all four domain-speci�c sets of 200 words are randomly converted
into 400 unique 4-tuples (see Figure 5.1 for an example), for which participants
are asked to indicate the �best� (i.e. the most key/relevant) and �worst� (i.e.
the least key/relevant) item for the given domain. Each vocabulary item occurs
in exactly eight di�erent tuples.
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