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ABSTRACT

This paper addresses a critical issue in seabed characterization with deep learning semantic seg-
mentation using high-resolution Synthetic Aperture Sonar (SAS) data, that we call Catastrophic
Receptive Field Overflow (CRFO). We propose novel methods, including Mosaic Augmentation and
Homogeneous Patch Rejection, to (1) effectively mitigate CRFO and (2) enhance model performance.
Through experiments on real-world SAS data, we investigate the origins of CRFO, revealing its de-
pendence on model architectures and data characteristics. The presented solutions exhibit promising
results, whether measured in terms of Overall Accuracy or the reliability of models in inference
across various image input sizes or aspect ratios, in the face of new proposed metrics. These findings
provide valuable insights for addressing CRFO challenges in tasks involving relatively homogeneous
datasets.
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1 Introduction

Recent years have seen an increased interest and remarkable progress in deep learning for Computer Vision (CV) and
Remote Sensing (RS), particularly in tasks like Land Use and Land Cover (LULC) assessment with satellite imagery(L).
Fully Convolutional Neural Networks (FCNs) (2), which can be applied to any image of varying size and aspect ratio,
have played a pivotal role in semantic segmentation applications by categorizing each pixel in the images from various
features. Some of these recent works have been devoted to improving their precision such as (3)) focusing on refined
boundaries as an intermediate and separated classification task.

In our previous work concerned with the semantic segmentation for high-resolution sonar data(4), a challenge has
emerged while addressing the low-label regime with data augmentation and minibatch training, both requiring the
introduction of patch extraction in images. This method, using a sliding window, divides large images into smaller
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patches. When windows are overlapping, the aggregation of classification outputs from the FCN to the size of the image,
we call prediction mappings in the paper, involves a reconstruction strategy, such as discarding overlapping edges.

In this context, we observe an unexpected convergence issue with FCNs, where full-size image prediction mappings
exhibit local misclassifications of simple patterns. These patterns are erroneously assigned the closest, most represented
predicted class, as if their features were overflowing in Receptive Fields (RFs). This quantity is defined for a neuron
in a convolutional layer of a CNN as the support in the input image that may contribute to the output value. Another
manifestation of this issue occurs when patches uniformly receive a single class label, despite the ground truth indicating
heterogeneity. This is depicted by the straight lines in the discrepancy map between patch-reconstructed and full-size
image prediction mappings in Fig. |1} We refer to this phenomenon as Catastrophic Receptive Field Overflow (CRFO).
We concurrently observe this phenomenon with our model in Homogeneous LULC datasets such as () focusing on
man-made terrains with few boundaries.

This paper addresses CRFO, an unexplored challenge in the literature, significantly affecting semantic segmentation
precision and reliability for high-resolution and relatively homogeneous regions. Our results suggests that CRFO
results from a combination of input data distribution, model architecture and large RFs within FCNs. Experiments are
conducted on real-world high resolution images captured by SAS for seabed characterization. The results on the SAS
dataset validate the efficacy of the proposed mosaic augmentation and homogeneous patch rejection for effectively
mitigating CRFO. In the broader context of RS, our insights contribute valuable knowledge for diverse applications
such as LULC.

Table 1: Datasets description and repartition of homogeneities. # and % respectively stands for number of and
percentage.

Dataset Images #of 256-sized Patches

# | % homogeneous | # annotated # 9% homogeneous
Prior work(4) | 16 56.3% 141 M 2736 77.5%
This work 70 54.3% 616 M 11970 81.2%

2 High-Resolution sonar image Dataset

For investigating CRFO in semantic segmentation for seabed characterization we use a challenging dataset, which
originates from a decade of maritime surveys comprehensively described in (6). They were conducted by the Centre for
Maritime Experimentation and Research using an high-frequency SAS at a frequency of 300 kHz. The survey of the
dataset comprises data with a high ground resolution of up to 1.5 cm while at low altitude over the seabed, about 10 m.

Figure 1: Binary maps showcasing the discrepancy between patch reconstructed and full-size image prediction mappings
of our previous work accounting for 15.7% PIMDI.
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Table 2: The table presents performance improvement of proposed methods. @params corresponds to the number
of trainable parameters of the CNNs. Recon. OA stands for the Overall Accuracy (OA) of the patch reconstructed
prediction mappings compared to the ground truth.

| Feature Extractor - Dataset [ Recon. OA | Full-size OA [ HPMI | PIMDI | Combined metric | @params |

Prior work(4) 80.8% 86.2% 8.6% | 15.7% 0.013 232k
EffNet-BO - Standard 87.5% 88.1% 5.9% 8.5% 0.0050 7.23M
EffNet-BO - HPR 87.4% 89.4% 49% | 6.6% 0.0033 7.23M
EffNet-BO - Mosaic 87.9% 89.1% 39% | 4.2% 0.0016 7.23M
EffNet-B0 - Both 89.2% 89.8% 38% | 2.9% 0.0011 7.23M

Annotating the dataset, detailed in Table |1} poses challenges due to the intricate seabed nature, speckle noise, and
aperture synthesis errors, even for experts. In the absence of in-field analyses, our prior work completed the visual
annotation of 16 images. The four semantic classes characterizing the seabeds in the survey are Rocks, Small Sand
Ripples Large Sand Ripples and Flat Sand. However, the constraints of the low-label regime prevented experiments
with simpler CNNs(4). Consequently, we addressed this limitation to investigate CRFO by expanding the dataset with
an additional 54 annotated images. Additionally, we kept the seabed image with highest number of boundaries for
evaluation.

Another key challenge is the homogeneous nature of seabed images, defined by the labelling with a single class label of
every pixel in an image. This homogeneity intensifies when applying a patch extraction operation, as shown in Table ]
becoming a dominant focus in the learning process.

3 Methodology

3.1 Adaptable CNN design for experimentation

The proposed methodology builds upon the foundation laid by our previous work(4), leveraging the training pipeline
that includes preprocessing steps such as data normalization and data augmentation, CNN model design, training
schemes, and hyperparameters. Its adaptable CNN architecture expands upon the one of Deeplab(7)) with a replaceable
feature extractor as the encoder, such as the ones in (8), and the addition of a contractive Atrous Spatial Pyramid
Pooling (ASPP) module(7/). The decoder, featuring bilinear upsampling operations, is automatically generated based
on the number of decimations introduced in the encoder. Decimations refer to layers in the CNN models that reduce
the size of feature maps by a factor. Additionally, convolution layers, excluding the initial one, are substituted with
EfficientNet blocks(8). These adaptations can be activated or deactivated based on the desired model design, simplifying
experimentation and generating a search space of FCN architectures.

3.2 Proposed methods to recover from CRFO

Our proposed methods are aimed at mitigating the homogeneity in input data distribution, expecting a reduction of
CRFO.

3.2.1 Mosaic Augmentation

We extend the mosaic augmentation from object detection(9) for semantic segmentation as a mini-batch augmentation
strategy at the end of the augmentation process. The approach involves merging multiple rectangular corner crops,
applied in batches of four patches, from the generation of one random center point. These four-corner crops are
separated within each resulting patch with unique contribution of each augmented patch. This ensures the incorporation
of at least four artificial boundaries within the resulting patches provided to the model. To balance the augmentation’s
impact and avoid introducing excessive artificial boundaries, we limit its application to half the cases.

3.2.2 Homogeneous Patch Rejection (HPR)

With the expansion of the dataset, a novel strategy arises to reject homogeneous patches before augmentation, enabling
the training of networks primarily on heterogeneous patches. By deliberately excluding homogeneous patches prior to
augmentation, we increase the chance of showcasing a boundary in the input data distribution, anticipating a more robust
learning experience as long as dramatically reducing the dataset size does not compromise the model performance.
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