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Abstract

In this paper, we study the surgery scheduling problem in the operating room theatre.
The problem considers the sequencing of patients and calculation of their start times with
splitting of surgeries into resource phases to facilitate the efficient use of different types of
resources. We propose a dedicated two-layer heuristic to compose an operational patient
and resource schedule. The first optimisation layer applies an evolutionary heuristic to
devise patient schedules while considering the scheduling of the operating surgeons and
rooms. This step employs a machine-learning mechanism predicting the feasibility of
chromosomes, which improves the algorithm’s efficiency and effectiveness, and relies on
novel local search operators to find high-quality solutions. The second layer devises the
schedule of the other resources using a decomposition-based heuristic. Computational
experiments are conducted to show the performance of the proposed two-layer heuristic
and validate its design choices. We benchmark the proposed algorithm with other opti-
misation procedures and show the contribution of considering multiple resource phases
for real-life decision-making.

Keywords: OR in Healthcare; Operating room scheduling; Surgical resource phases;
Two-layer heuristic; Genetic algorithm

1 Introduction

The Operating Room (OR) theatre is vital in the functioning of hospitals but is resource-
intensive, accounting for the largest operating cost in a hospital. Treating surgical cases
requires multiple resources, such as physicians, anaesthesiologists, nurses, equipment, etc.
Striving for the efficient use of resources has become more important to reduce costs and/or
increase the revenues of hospitals. However, the management of resources in the OR theatre
is complicated. Resources are organised following either an open booking or (modified)
block booking scheduling strategy (Guerriero and Guido, 2011). When operating according
to a block booking strategy, surgeons are scheduled in an efficient manner because their
surgical cases are assigned to specific OR blocks and are not scattered over the week and
rooms. The drawback is that this strategy is not very responsive to variability in patient
demand, which hampers the efficient utilisation of the OR department (Day et al., 2012; Zhu
et al., 2018). In contrast, the open booking strategy allows surgeons to plan surgical cases
in any time block and OR, such that cases of different surgical disciplines can be planned
in the same time block (Fei et al., 2010). The open booking strategy is acknowledged to
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realise a higher utilisation of OR time because patient demand is aggregated and associated
variability is reduced (Day et al., 2012). However, this flexible scheduling method induces
higher idle times for resources and decreases the transparency of resources’ schedules (Zhu
et al., 2018). Coupling the advantages of both these former strategies, the modified booking
strategy encompasses a combination of block and open booking, organising a portion of
the OR time in blocks dedicated to specific surgeons whereas the remaining hours is shared
among surgeons (Fei et al., 2009). In accordance to the defined resource organisation, elective
cases are planned in advance by determining the date of surgery. The day before operational
execution, surgical cases are sequenced and required resources are scheduled to assign specific
surgery start times to cases. Due to the required presence of multiple types of resources,
the sequencing of surgical cases determines to a large extent the efficient use of the deployed
resources. Inadequate scheduling might lead to significant under- and/or overutilisation of
resources. Most studies in the literature assume the presence of required resources during the
entire duration of the surgery. However, significant improvements in resource utilisation and
cost may be realised when detailing the surgery resource requirements such that the surgery
duration is split into multiple phases and resources can be more adequately scheduled (Pham
and Klinkert, 2008; Latorre-Núñez et al., 2016).

In this paper, we study a comprehensive variant of the surgery scheduling problem en-
compassing the splitting of surgeries into different resource phases to improve the resource
scheduling practices, which has been motivated by a real-life case encountered in a private
hospital in Belgium. We assume the OR theatre is organised following an open or modi-
fied booking strategy, which embeds some additional flexibility regarding the scheduling of
surgical cases. This problem focuses on the sequencing of planned surgical cases and the cal-
culation of their specific start times, accounting for the required presence of different types of
resources (rooms, surgeons, anaesthesiologists, etc). Not considering any of these resources
may lead to excessive idle times for other resources and the blocking of the room, which
would delay or even lead to the cancellation of (one of the) subsequently scheduled surgeries.
Patients are sequenced following surgery priorities stipulated by the operating surgeons and
hospital management (Cardoen et al., 2009). The considered objective is oriented towards
the efficient organisation and utilisation of individual resources. To this end, we minimise
the number of (overtime) hours the specific resources are deployed. The objective decreases
implicitly the idle time incurred in the schedules of individual resources and avoids surgical
cases assigned to individual resources are scattered over time. Moreover, efficient utilisation
of resources is further facilitated via dividing the peri-operative stage into different phases,
each requiring a different resource mix, whereas mainstream literature assigns resources for
the entire duration of the surgery. The latter is motivated by the fact that particular re-
sources are not required during each phase of the operation, e.g. a surgeon is only required
during the surgery phase and not the pre- and post-surgery phases during which patients
are prepared or receive post-operative care; a circulator nurse is only required during the
pre-surgery phase to prepare the surgical tools needed during the operation. The introduced
flexibility resulting from the higher granularity allows the building of more efficient sched-
ules, reducing resource idle times and costs.
We tackle this complex optimisation problem by relying on a dedicated two-layer heuristic.
The first optimisation layer embodies an evolutionary algorithm that sequences surgical cases
considering the detailed scheduling of only two resource types, i.e. the operating surgeons
and rooms. The evolutionary algorithm operates on an encoding representing an ordering
of the planned surgical cases. This encoding is decoded into a patient and resource schedule
using a forward-loading generation scheme. To find a high-quality schedule in a limited run
time, the surgery lists are manipulated via the generation of neighbouring encodings using
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a set of novel local search operators taking the characteristics of the associated schedules
and patients’ priorities into account. The proposed method does not explore every gen-
erated encoding but embeds a learning mechanism that relies on knowledge gained from
previously decoded encodings predicting the feasibility of associated surgery and resource
schedules to improve the efficiency and effectiveness of the optimisation search. The second
optimisation layer takes a subset of the generated solutions from the first layer as input and
applies an decomposition-based heuristic to assign the remaining resource types, other than
rooms and surgeons, to the scheduled surgeries. The proposed methodology is tested using
a synthetic data set considering a wide range of settings, which is inspired by expert knowl-
edge, and a data set retrieved from a real-life case study. In the computational experiments,
we confirm heuristic design choices and benchmark the algorithm to alternative exact and
meta-heuristic procedures. In addition, we validate the defined problem by demonstrating
the value of considering multiple resource phases for real-life decision-making.

The remainder of this paper is organised as follows. Section 2 gives an overview of related
literature. Section 3 describes the surgery scheduling problem under study. The proposed
heuristic is presented in Section 4. Section 5 presents computational experiments to validate
the performance of the proposed heuristic. Conclusions and specific contributions of this
research are discussed in Section 6.

2 Literature review

OR planning and scheduling problems have been investigated extensively and many reviews
have been carried out on this topic in recent years (e.g. Zhu et al., 2019; Keskinocak and
Savva, 2020; Rahimi and Gandomi, 2021). Problem formulations for the surgery scheduling
problem vary widely owing to the specificity of the investigated case studies. In the following,
we review related studies that employ a higher granularity with respect to the allocation of
resources to surgeries, specifically to stages within surgeries. Depending upon the considered
problem characteristics, the surgery scheduling problem has been modelled as a (flexible) job-
shop or (hybrid) flow-shop scheduling problem (e.g. Pham and Klinkert, 2008; Lee and Yih,
2014). When representing the problem as a flow shop, the scheduling problem typically
discerns a sequential path for patients following different stages, possibly involving (i) the
pre-operative stage, where patients are prepared in the pre-operative holding unit, (ii) the
peri-operative stage, during which patients receive anaesthesia and are operated, and (iii)
the post-operative stage, where patients recover from residual effects of anaesthesia in the
postanaesthesia care unit (PACU) (Augusto et al., 2010). Studies that model the surgery
scheduling problem as a job shop assume that each surgical case has its own routing in the
peri-operative stage, which is facilitated via the splitting of surgeries into different resource
phases (Pham and Klinkert, 2008; Latorre-Núñez et al., 2016). Below, we investigate the
studied problem characteristics and proposed solution methodologies more closely.

Problem characteristics
Different types of resources have been considered in the literature, whose presence is required
to carry out the patient’s surgery. Apart from the consideration of OR time, relevant resource
availability constraints have been formulated involving surgeons (Roshanaei et al., 2020; Park
et al., 2021), surgical nurses (Di Martinelly and Meskens, 2017; Akbarzadeh et al., 2020),
and other surgical team members such as anaesthesiologists (Silva et al., 2015; Naderi et al.,
2021). A few studies have considered the required presence of post-operative resources such
as recovery beds and the intensive care unit capacity (e.g. Moosavi and Ebrahimnejad, 2020;
Naderi et al., 2021). Most of the formulated objectives in the literature concern the efficient
utilisation of these resources. In this regard, different studies considered minimisation of the
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makespan, which is defined as the difference between the opening hour of the OR depart-
ment and the closing time of the last OR in use (Pham and Klinkert, 2008; Latorre-Núñez
et al., 2016). Likewise, other resource-oriented objectives encompass the minimisation of the
total completion time, which takes the closing time of all the ORs into account (Augusto
et al., 2010), or the minimisation of overtime, which concerns the use of OR time after the
regular closing times (Fei et al., 2010). Other studies attempt to minimise the idle times
(Lee and Yih, 2014), or concern the levelling of the workload for a particular resource (e.g.
PACU beds (Cardoen et al., 2010)). Multiple studies consider different types of objectives
and formulate the objective function in a uniform manner in terms of costs (Latorre-Núñez
et al., 2016). For example, Roland et al. (2007) minimise opening costs of rooms and over-
time. However, in previous studies, costs represent aggregated resource costs, assuming all
resources are deployed during the completion of surgical cases and overtime, which is not the
case for observed real-life practices. The studied resource objectives in the literature do not
consider the perspective of individual resources and neglect that the surgeries assigned to
a particular resource can be scattered over the course of the single-day scheduling horizon.
The latter is deficient for the organisation of resources, whose efficiency can be improved by
scheduling surgeries for a particular resource in a dense manner. Hence, costs can be further
reduced by optimising the cost of individual resources, which is considered in this study.
In addition to the required presence of specific resources, many studies account for specific
patient characteristics to schedule surgical cases. Several studies include priorities for order-
ing surgical cases because of medical and practical reasons (e.g. Sier et al., 1997; Guinet and
Chaabane, 2003; Herring and Herrmann, 2012; Vancroonenburg et al., 2015; Doulabi et al.,
2016; Kroer et al., 2018). The priority criteria that have been mentioned are related to (i)
age, (ii) pathology and acuity, (iii) intervention complexity and surgery duration, (iv) con-
tamination risk, and (v) travel distance. The considered criteria differ between cases studied
in the literature. For example, Cardoen et al. (2009) prioritise the surgery of children since
it is hard for these patients to remain sober. Also, other patients may be prioritised based
on acuity and pathology type (e.g. patients suffering from diabetics) to protect them from
delays or possible cancellations, whereas patients with a substantial travel distance to the
hospital are given a lower priority such that they are treated preferably later on the day.
Most of these studies consider patient priorities as soft constraints and allow the re-ordering
of operations to resolve resource conflicts or improve efficiency. Meskens et al. (2013), how-
ever, stipulate hard constraints to impose priorities between surgeries per room and consider
three priority classes, i.e. start-of-day, medium and end-of-day priority, for ordering surgical
cases. Other patient-related objectives encompass waiting times of individual patients before
and after surgery (e.g. Lee and Yih, 2014; van Essen et al., 2012).

Note that the majority of problems studied in the literature model the availability of resources
only in an aggregate manner by imposing an upper bound on the resource use (e.g. Augusto
et al., 2010; Saremi et al., 2013). However, more efficient and effective utilisation of OR
resources can be attained when an actual schedule for individual resources is built, especially
when surgeries are split into different resource phases (Xiang et al., 2015; Latorre-Núñez
et al., 2016; Hamid et al., 2019). The latter refers to the assumption that resources can be
dismissed and/or (re-)summoned while the treatment of a surgical case is ongoing. A very
general form of this assumption has been identified in many studies investigating multi-stage
OR scheduling problems, which consider a combination of the peri-operative stage and other
stages. In these problems, the different stages require a different set of resources, e.g. a
surgeon may only be required during the peri-operative stage, while the recovery bed is a
resource that is required only in the recovery stage. Some studies observed that additional
improvements may be realised when further splitting the peri-operative stage into different
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resource phases or sub-stages. In this regard, Pham and Klinkert (2008) and Latorre-Núñez
et al. (2016) formulate a variant of the surgery scheduling problem by considering different
treatments to complete a single surgical case, i.e. a pre-surgery, surgery and post-surgery
treatment. Each treatment should be carried out via a particular and possibly different set
of resources. For example, Roland et al. (2010) and Roland and Riane (2011) assume that
an anaesthesiologist can be dismissed after (s)he sedated the patient.

Solution methodologies
Many studies have proposed a mixed-integer programming (MIP) formulation for a spe-
cific variant of the surgery scheduling problem, which can be solved using mathematical
programming (e.g. Pham and Klinkert, 2008; Latorre-Núñez et al., 2016) or a dedicated
solution procedure (e.g. Cardoen et al., 2009). However, due to the NP-hard nature of the
surgery scheduling problem (Aringhieri et al., 2015), solving a (larger-sized) instance to op-
timality may be rather impractical due to the long run times and the operational character
of the problem. As a result, the majority of studies have proposed to compose a surgery
schedule using a well-designed (meta-)heuristic procedure. Note that similar observations
have been made for the related flexible job-shop scheduling problem.
Devised heuristic procedures typically rely upon problem decomposition or constraint relax-
ation, and include (i) priority-based single-pass heuristics scheduling surgeries one by one
(e.g. Lin and Chou, 2020), (ii) column-generation-based heuristics (e.g. Fei et al., 2010),
and (iii) Lagrangian relaxation heuristics (Augusto et al., 2010). Also meta-heuristics have
been frequently presented as solution procedure. Fei et al. (2010) propose a genetic algo-
rithm (GA) relying on an encoding indicating the sequence of surgeries in the ORs and the
standard two-point crossover operator to yield new schedules. The GA of Latorre-Núñez
et al. (2016) also operates on permutations of surgeries, which are decoded by scheduling the
surgeries in the indicated order. The decoding mechanism checks for feasibility, computes
the start and end times of the surgeries and assigns the required resources. Permutations
are combined via the two-point crossover. The GA of Roland et al. (2010) exploits a serial
schedule generation scheme to successively schedule the next operation of the day, which
is started at the earliest precedence- and resource-feasible time. Alternative encodings are
generated using the one-point crossover. Marques et al. (2014) propose a biased random-key
GA for the integrated advance planning and scheduling of surgeries. The solution encod-
ing represents the assignment of a surgical discipline to a room and day. The decoding
mechanism composes a surgery plan via constructive and improvement heuristics, schedul-
ing the surgeries following their priority and estimated surgery duration. The GA of Lin
and Chou (2020) applies an encoding scheme that indicates both ordering of surgeries and
their partitioning into rooms and days. Initial solutions are generated in a random manner
or based on a priority rule (e.g. shortest processing time). Solutions are combined based on
their partitioning encoding and improved locally using exchange and insertion moves. Apart
from GAs, other meta-heuristic frameworks have been exploited to solve surgery scheduling
problems. For example, Hsu and Lin (2003) present a greedy heuristic and a tabu search
using insertion moves to rearrange the order of the surgeries scheduled. The tabu search
mechanism prevents unproductive moves and the evaluation of associated schedules.

Most of the meta-heuristic approaches employ a schedule generation scheme, which is exe-
cuted many times, requiring a significant amount of computation time. In this manuscript, a
learning mechanism is employed to avoid the decoding of non-promising encodings. Also in
recent literature, proposed optimisation procedures have integrated machine learning mod-
els. In their literature survey, Bengio et al. (2021) identified three different approaches,
i.e. (i) end-to-end learning that apply machine learning directly to solve optimisation prob-
lems; (ii) learning to configure OR algorithms; and (iii) learning alongside OR algorithms
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that utilise machine learning to guide the optimisation search into promising directions. In
view of the latter, Talbi (2016) describes different hybridisation schemes to combine meta-
heuristics with machine learning techniques to improve the computation times or the quality
of the yielded solutions. The machine learning can occur in any search component such as
the initialisation method, fitness evaluation, and parameter settings to apply neighbourhood
operators comprising mutation, crossover and local search. For example, an effective integra-
tion of learning techniques into an evolutionary algorithm for the flexible job-shop scheduling
problem is presented in Ho et al. (2007). The learning module extracts the knowledge from
previous generations and uses it to efficiently create fitter and more diverse offspring. Karimi-
Mamaghan et al. (2023) developed a novel iterated greedy algorithm based on reinforcement
learning to select appropriate perturbation operators during the search process. However, to
the best of our knowledge, no previous studies applied learning for predicting the feasibility
of encodings to improve the efficiency of the optimisation search.

3 Problem statement

The problem under study encompasses the multi-stage operational scheduling of surgical
cases in the OR theatre considering a planning horizon of a single day and multiple rooms.
The related schedule is typically composed one or two days before operations. We consider
a set of elective patients to be processed, which has been determined via advance planning.
In the following, we describe the problem in detail (Section 3.1) and provide a mathematical
formulation (Section 3.2).

3.1 Problem description

We assume a surgery consists of a sequence of treatment steps during the peri-operative stage,
labelled as surgical resource phases. Each of these resource phases has a fixed and known
duration, which is typically revised in an accurate manner the day before the operations
to perform the patient sequencing based on the opinion of the operating surgeon and/or
data analytical techniques (Fairley et al., 2019; Hassanzadeh et al., 2022). Each phase is
characterised by a particular required resource set, which is different from the preceding
and succeeding resource phases. These different phases may involve pre-surgery (such as
preparation, anaesthetics), surgery, and post-surgery (such as closing, anaesthetics check,
recovery). Figure 1 illustrates the patient flowchart together with the different resource
phases, which are described in the following. When a patient enters the OR, the room is set
up for the patient, i.e. the required equipment must be made ready and possibly sterilised in
the preparation phase, which requires the expertise of the OR technician and a scrub nurse.
During the anaesthetics phase, the patient is sedated by the anaesthesiologist. If no issues
occur, the anaesthesiologist can leave the patient under the care of a nurse anaesthesist
and return when the patient is awakened after surgery. In the procedure phase, the surgeon
carries out the medical procedure assisted by the scrub nurse and a Registered First Assistant
(RFA). The latter nurse assists directly with the surgeon, helping to control bleeding and
watching for signs of complications. After surgery, this RFA performs the closing phase to
close the wounds and apply bandages. In this phase, the surgeon is no longer required. Before
the patient is released from the OR, the involved anaesthesiologist is required to check the
patient’s awakening condition, i.e. the anaesthetics check phase. If the patient’s condition
is satisfactory, (s)he is transferred to the recovery unit to start the recovery phase, during
which the patient requires a recovery bed and is taken care of by a post-anaesthesia nurse.
After this phase, the patient may be sent to a ward unit for long-term care. The depicted
flowchart in Figure 1 and the above discussion are rather general. However, dependent on
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the considered patient type, the treatment phases relative to a patient may have a different
routing or a different set of resources may be required for some of the phases. E.g., some
surgeries require additional intermediate patient checks, executed by a technical assistant,
nurse or surgeon; outpatients can immediately leave the hospital after recovery and do not
need to be admitted to a ward unit.

Surgery

Pre-Opera ve stage Peri-Opera ve stage Post-Opera ve stage
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Figure 1: Illustration of the different surgical resource phases relative to the flow of an
individual patient in the OR theatre

Various types of constraints are imposed related to the scheduling of resources. The resource
requirements indicate the different types of resources needed per surgical phase. We assume
that all resources are available throughout the planning horizon and that a specific resource
unit corresponds to exactly one resource type. Note that, apart from the operating surgeon,
there is some resource flexibility in the assignment of a patient to the resources so that the
problem under study can be perceived as a flexible job-shop scheduling problem (Demir and
İşleyen, 2013). Each resource can process at most one patient at a time. Surgical phases
cannot be preempted with respect to time and resource handling, which implies that a par-
ticular resource phase cannot be stopped and delayed or completed by another resource (e.g.
moved to another room). When multiple surgical resource phases require the same type of
resource, the specific resource unit(s) utilised in the different phases should be identical. E.g.,
a patient should be sedated and awakened by the same anaesthesiologist. Moreover, when
not all resource phases have been completed during the stay of a patient in the pre-operative
holding unit, the OR or the PACU, the associated bed and potentially some other resources
are blocked and cannot be released for the treatment of another patient. The subsequent
resource phases relative to (pre/post-)surgery, should be immediately processed one after
the other without waiting times in between. For example, the operating phase should be im-
mediately succeeded by the closing phase. Last, some resources are not eligible to complete
the surgery of a patient. E.g., the surgery of a patient cannot be carried out in a particular
room because of inadequate equipment.
The problem under study determines a sequence of operations on each resource and the op-
erations’ start times, taking into account the patients’ priorities and the presence of different
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types of resources. The former implies that the scheduling task is undertaken such that
patients with a higher priority are scheduled first within a given room and for a particular
surgeon. Patients’ priorities are based on clinical considerations, and are defined by the
surgical team and the OR manager. In the considered hospital, priorities have been defined
relative to age, patient allergies and disabilities, contamination risk, surgical specialty, and
patient hospitalisation. The valid priorities for the case study are further specified in Section
5.4. Based on these characteristics, patients are categorised into sets having the same pri-
ority. Note that there is no strict ordering between patients of the same set. To ensure the
presence of required resources and feasibility of the schedule, the composition of a detailed
resource schedule is required, i.e. the start and end times of all operations scheduled for a
particular resource need to be decided. The objective of the problem under study involves
the schedules of individual resources and minimises associated costs, aiming to utilise these
as efficiently as possible. More precisely, we minimise the time span individual resources
are active, which can be calculated as the difference between the start time of the earliest
operation and the end time of the last operation assigned to that resource. Accordingly, the
objective minimises implicitly the idle time incurred in the schedules of individual resources
and facilitates the deployment of resources elsewhere in the hospital (e.g. anaesthesiologists
are also employed in pain clinics). In addition, the problem under study assumes surgical
cases can be completed in overtime, i.e. after regular working hours. To ensure proper
weighting for deploying resources in regular time and overtime, both objectives are multi-
plied by their respective costs on an hourly basis. In this way, an accurate trade-off between
the use of different types of resources in regular time or overtime is possible and the set of
patients is operated on as best as possible during regular hours. Note that, in order to avoid
impractical situations where the surgical cases of a surgeon are scattered over a large number
of rooms in compliance with the stipulated objectives, a maximum may be imposed on the
number of rooms in which a particular surgeon can perform surgeries. Online Appendix A
provides an illustrative example of the impact of splitting surgeries into different resource
phases on the resource utilisation.

3.2 Problem formulation

The presented problem formulation encompasses a precedence-variable-based model in line
with the models in the studies of Demir and İşleyen (2013) and Ku and Beck (2016), which
demonstrated that this type of formulation outperforms the sequence-position variable-based
model and the time-indexed formulation. Assume a set of resource types U (index u), a set of
resources Ru of type u (index r), and a set of surgeons A (index a). We study the allocation
scheduling of a set of elective patients P (indices p and q), for which a subset Qa is on the
waiting list of a particular surgeon a. Surgeries are divided into a set of resource phases S
(indices s and s) having specific resource requirements. The patient schedules are composed
using variables Cps, Vp and Y(ps)(qs). Variables Cps and Vp denote the completion times of
particular resource phases and processed surgeries, respectively. Binary variables Y(ps)(qs)
indicate the ordering of resource phases for patients assigned to the same resource. The
resource schedules are constructed following the variables Xurps, which are binary variables
indicating the allocation of a specific resource to a particular surgery phase of a patient.
The auxiliary variables War denote the allocation of a surgeon to a specific room and are
defined to properly impose relevant constraints on the resource schedules. The performance
measures are calculated via the auxiliary variables Sur, Fur and Our, indicating the duty start
times, duty end times and overtime occupations of individual resources. The mathematical
formulation of the surgery scheduling problem under study is stated below.
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Notation

Sets
P Set of patients (indices p and q)
U Set of resource types, except for surgeons (index u)
Ru Set of resources of type u (index r)
S Set of considered resource phases (indices s and s)
A Set of surgeons (index a)
Qa Set of patients on the waiting list of surgeon a (indices p and q)

Parameters
πp The priority associated with patient p (πp ≥ 0)
dps The duration to complete resource phase s relative to operating patient p
ma The maximum number of rooms to which surgeon a has access
vups 1, if resource type u is required to complete resource phase s relative to patient p; 0, otherwise
lp The last resource phase for patient p after which the patient can leave the OR
h The (maximum) length of the scheduling horizon, including regular and overtime
tu The end of regular working time for resource type u
ωur The cost of resource r of type u (per time slot)
γur The additional cost for using resource r of type u in overtime (per time slot)
burp 1, if surgery of patient p can be carried out by resource r of type u

Decision variables
Cps Completion time of resource phase s relative to patient p
Vp Time patient p leaves the OR
Y(ps)(qs) 1, if resource phase s relative to patient p precedes phase s relative to patient q; 0, otherwise
War 1, if surgeon a is assigned to room r ; 0, otherwise
Xurps 1, resource r of type u is assigned to resource phase s relative to patient p; 0, otherwise
Sur The duty start time for resource r of type u
Fur The duty end time for resource r of type u
Our The amount of working time in overtime for resource r of type u

Mathematical formulation

Min Z =
∑
u∈U

∑
r∈R

[ωur (Fur − Sur) + γurOur] (1)

s.t.

Cps = Cp(s−1) + dps ∀p ∈ P,∀s ∈ S \ {s0} (2)

Cps0 ≥ dps0 ∀p ∈ P (3)

Vp = Cplp ∀p ∈ P (4)∑
r∈Ru

Xurps = vups ∀u ∈ U,∀p ∈ P,∀s ∈ S (5)

Xurps = Xurps ∀p ∈ P,∀u ∈ U,∀r ∈ Ru,∀s, s ∈ S : vups = vups (6)

Xurps ≤ burp ∀u ∈ U,∀r ∈ Ru, ∀p ∈ P,∀s ∈ S (7)

Xurps ≤ War ∀a ∈ A, u = OR,∀r ∈ Ru,∀p ∈ Qa, ∀s ∈ S (8)∑
r∈Ru

War ≤ ma ∀a ∈ A, u = OR (9)

Vp −
∑
s∈S

dps ≥ Vq − h(2−Xurplp −Xurqlq ) ∀p, q ∈ P : πq > πp, u = OR,∀r ∈ Ru (10)

Vp ≥ Vq ∀a ∈ A,∀p, q ∈ Qa : πq > πp (11)

Cqs − dqs − Cps + h (2−Xurps −Xurqs)

+ h(1− Y(ps)(qs)) ≥ 0 ∀p, q ∈ P : q < p,∀u ∈ U,∀r ∈ Ru, ∀s, s ∈ S (12)

Cps − dps − Cqs + h (2−Xurqs −Xurps)

+ h(Y(ps)(qs)) ≥ 0 ∀p, q ∈ P : p < q,∀u ∈ U,∀r ∈ Ru, ∀s, s ∈ S (13)

Fur ≥ Cps − h(1−Xurps) ∀p ∈ P,∀u ∈ U,∀r ∈ Ru,∀s ∈ S (14)

Sur ≤ Cps − dps + h(1−Xurps) ∀p ∈ P,∀u ∈ U,∀r ∈ Ru,∀s ∈ S (15)
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Fur ≥ Sur +
∑
p∈P

∑
s∈S

dpsXurps ∀u ∈ U,∀r ∈ Ru (16)

Our ≥ Fur − tu ∀u ∈ U,∀r ∈ Ru (17)

Xurps ∈ {0, 1} ∀u ∈ U,∀r ∈ Ru, ∀p ∈ P,∀s ∈ S

Y(ps)(qs) ∈ {0, 1} ∀p, q ∈ P,∀s, s ∈ S

War ∈ {0, 1} ∀a ∈ A,∀r ∈ Ru with u = OR

Cps, Vp ≥ 0 ∀p ∈ P,∀s ∈ S

Fur, Sur, Our ≥ 0 ∀u ∈ U,∀r ∈ Ru (18)

The objective function (1) involves the organisation of resources and incurred costs. More
specifically, we minimise (i) the required time that resources are in service, and (ii) additional
costs for resources that work overtime. As both objectives involve costs, these two objectives
are aggregated and formulated as a weighted sum with appropriate weights. This objective
is subject to the following constraints. Equation (2) calculates the completion time of each
resource phase s for patient p, except for the first resource phase s0, as the completion time of
the preceding phase s− 1 plus the duration dps. Constraint (3) imposes that the completion
time of the first resource phase s0 should be larger than or equal to its duration. Equation
(4) calculates the time a patient leaves the OR, which is equal to the completion time of
the last resource phase lp. Equation (5) embodies the resource requirements and assigns the
required resources (type u) to surgery phase s for patient p. Equation (6) imposes that if a
resource type is needed in multiple resource phases to operate a patient, exactly the same
resource is always assigned. Constraint (7) allows the assignment of a specific resource r of
type u to an operation for patient p only if the resource is eligible to complete the surgery.
Constraint (8) models the indicator variables War, denoting whether surgeon a carries out
a surgery in room r. Constraint (9) limits the total number of rooms in which a surgeon
can perform surgeries. Constraint (10) is only valid when both patients are scheduled in the
same room, i.e. Xurplp and Xurqlq are equal to 1, and states that higher-priority surgeries
should be completed before lower-priority surgeries can be started. Constraint (11) ensures
that patient priorities are respected considering the schedule of a particular surgeon, i.e.
higher-priority surgeries are completed earlier. Note that, as this constraint involves only
patients’ completion times, surgeries related to the same surgeon can (partly) be operated
in parallel. Constraints (12) and (13) avoid that different resource phases related to patients
p and q that utilise the same resource r of type u, are scheduled simultaneously, i.e. phase
s of patient p and phase s of patient q are scheduled in a non-overlapping way. Either
constraint (12) or constraint (13) is relevant when both resource phases are carried out by
the same resource, i.e. Xurps and Xurqs are equal to 1. In case the resource completes first
phase s of patient p, i.e. Y(ps)(qs) equals 1, completion time Cps should be smaller than the
start time of phase s for patient q (Cqs − dqs), which is indicated via constraint (12). In
case the resource completes first phase s of patient q, i.e. Y(ps)(qs) is equal to 0, constraint
(13) is the relevant constraint, forcing the start time of phase s for patient p (Cps − dps) to
be larger than the completion time Cqs. Constraints (14) and (15) calculate the duty end
and start times for each resource based on the start and completion times of the assigned
surgery phases. As surgeries may be completed by different resources, constraints are made
relevant or redundant depending on the surgery-resource assignment. The bounding of the
duty end times is tightened via constraint (16), postulating that the duty end time is at
least equal to the duty start time and the duration of all surgery phases assigned to the
involved resource. This constraint neglects the possible presence of resource idle time, which
necessitates constraint (14) to adequately calculate the duty end times. Constraint (17)
determines the overtime as the difference between the duty end time and the end of the
regular working time. Constraints (18) represent the variable domain constraints.
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4 Solution methodology

The problem under study is a flexible job-shop scheduling problem, which is known as an NP-
Hard optimisation problem (Pham and Klinkert, 2008; Chaudhry and Khan, 2016), and is
enriched by multiple complicating resource constraints. Solving such a problem to optimality
in a real-life environment requires extensive computational effort owing to the typically large
instance sizes, required presence of multiple types of resources in different phases, and the
specific combination of objective(s) and constraints (Xie et al., 2019). Considering the daily
scheduling horizon, a methodology that provides a high-quality solution in a short time
span is vital to effectuate its use in real life. In this regard, we propose a dedicated two-layer
heuristic methodology, in which the first optimisation layer (Section 4.1) uses an evolutionary
algorithm to build schedules considering only two resource types, comprising the operating
surgeons and rooms, and the second optimisation layer (Section 4.2) applies an iterative
Hungarian algorithm to assign the other types of resources to the patient schedule. A
general overview of the procedure is depicted in Figure 2.
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Figure 2: Overview of the solution methodology

The first optimisation layer embodies a heuristic to devise a set of high-quality patient and
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resource schedules. These schedules are constructed in a relaxed manner defining when (start
time) and where (room) each surgical case takes place accounting for two resource types only,
i.e. rooms and surgeons. The latter is required because of the predefined interconnection
between patients and surgeons. The proposed method comprises a Genetic Algorithm (Hol-
land, 1992), which encompasses an intelligent exploitation of a random search that simulates
evolutionary ideas and genetic processes and preferably relies on problem-specific informa-
tion. The GA operates on a chromosome representation that consists of a surgery-sequence
list (Section 4.1.1). Using a decoding mechanism (Section 4.1.2), a chromosome is trans-
formed into a patient and surgeon schedule for which the quality can be evaluated using a
proxy for the objective function (eq. (1)) taking only the surgeon and room schedules into
account. The search heuristic is performed until a maximum number of schedules (Imax) is
decoded and evaluated. The algorithm starts with an initialisation step, which builds an
initial population of npop chromosomes using problem-specific information (Section 4.1.3). In
each evolution cycle, neighbouring surgery-sequence lists are generated based on attributes
of the involved population chromosome(s) via hill climbing and crossover operators (Section
4.1.4). More precisely, the algorithm selects randomly nLS solutions from the population
using a roulette wheel mechanism (Section 4.1.5) and applies different local search methods
to improve their solution quality. Subsequently, child chromosomes are produced via execu-
tion of crossover operators that combine the attributes of two parent chromosomes, which
are randomly selected from the population using the roulette wheel mechanism. Each cycle
combines parent chromosomes for nCO times and every time the applied crossover operator
is randomly chosen. Furthermore, each new child chromosome can undergo a mutation with
probability µ that randomly swaps the patients relative to a pair of positions in the chromo-
some, to prevent convergence during the search process. After this process of creating child
chromosomes, chromosomes are decoded, and the fitness values of newly generated schedules
are evaluated. To improve the efficiency of the heuristic, a learning mechanism is imple-
mented to discard chromosomes that will most likely lead to an infeasible schedule, before
they are decoded and evaluated (Section 4.1.6). The yielded fitness and diversity of chromo-
somes are considered to update the population. The population evolves over time admitting
new solution points and ruling out old solutions analogous to natural selection, improving
the quality of solutions in the population during the search process (Section 4.1.7).

The second optimisation layer concerns the assignment of other resources to the different
surgical resource phases of patients to design complete resource schedules. Input to this
layer are the nbst best patient schedules derived in the first layer of the solution procedure.
The second optimisation layer only concerns the assignment of other resources and does not
change the patient schedule nor the surgeon and room schedule. In order to construct feasible
schedules with respect to all resource types and assign the necessary resources, indicated
via the variables Xurps, we decompose the problem in a time-based manner and solve an
assignment problem exactly at different points in time, i.e. whenever a new resource phase
is started for any patient. The realised schedules allow the calculation of accurate values for
the decision variables Fur, Sur and Our for u ̸= OR and surgeons, and the objective Z (cf.
eq. (1)). Note that if no other resources are considered apart from room and surgeon, the
schedules derived in the first stage are adequate and further processing of the schedules via
layer 2 is not required. The incumbent solution devised in layer 1 will then be returned.

4.1 Optimisation layer 1: Evolutionary algorithm

4.1.1 Solution encoding

The evolutionary algorithm operates on chromosome encodings that correspond to permu-
tations of surgical cases, indicated by their patient number. This representation reveals the
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order according to which the decoding mechanism schedules the surgical cases. Note that
the length of a chromosome equals the number of surgical cases |P |.

4.1.2 Decoding mechanism

To evaluate the associated objective value of a chromosome, a schedule is generated based
on the encoding following a forward-loading technique in which the surgical cases are sched-
uled as early as possible (Xie et al., 2022). This heuristic loops over the order of surgical
cases indicated in the encoding and finds the earliest time for each surgical case considering
constraints (7)-(13). The decoding mechanism devises a patient schedule considering the re-
source allocations to rooms and surgeons only. For these types, an actual resource schedule is
built. The other resources are only considered in an aggregated manner avoiding their maxi-
mum level is exceeded at any time to accelerate the algorithm. Consequently, the evaluation
of a schedule via the decoding mechanism in the GA provides only a proxy of the objective
as the actual service time and overtime for these other resources cannot be calculated. The
actual schedules of the other resources are only determined in the second optimisation layer
for those encodings that are passed on from the first layer. The pseudocode of the decoding
mechanism is presented in Algorithm 1, which shows how a schedule is created based on a
patient sequence V = {v1, v2, . . . , v|P |} as input argument.

The decoding mechanism processes the surgical cases one by one as indicated in the sequence
V and tries to find the earliest eligible time slot to schedule for starting the surgery of patient
p = vi (lines 3-5). For every patient, the algorithm loops over all discrete time moments
t ∈ T ∗ (on a per-minute basis) starting from the first available moment in any room until
the end of the OR day (including overtime) (line 6). The function ForwardLoading finds
the first eligible time in a particular room r∗ to complete all resource phases for the surgery
of patient p by calling the function FindRoom (line 7), which is discussed in the next
paragraph. All resource phases need to be executed successively without waiting in between.
Whenever this function actually returns a room, the surgery of patient p is initiated at time
t and resource schedules relative to the operating surgeon and involved room are updated
for the interval [t+

∑s−1
s∗=1 dp∗s∗ , t+

∑s
s∗=1 dp∗s∗ ] (∀s ∈ S : vups=1) (lines 10-11). In addition,

the aggregated availability of other resource types over the relevant time intervals is adapted
to accurately evaluate feasibility when scheduling subsequent patients (line 12). When the
function does not retrieve a fitting moment, no feasible patient schedule can be constructed
given the sequence V and the decoding mechanism is stopped.
The function FindRoom first assesses the availability of all required resource types, other
than a room, to process the resource phases relative to the surgery of patient p∗ when it
is initiated at time t∗ (line 19). Note that resource feasibility is not only evaluated for the
involved surgeon but also for other resources (u ∈ U |vup∗s = 1,∀s ∈ S, u ̸= OR). The latter
is done based on aggregated resource constraints. When the required resources are available,
eligible rooms are stored in a list W (index w) on the condition that the relevant constraints
are satisfied (lines 21-23). The selection of the room is performed as follows. If the operating
surgeon has been assigned earlier to room r∗, the patient is assigned to the room (line 26).
Otherwise, a different room needs to be assigned to the surgeon. If the surgeon has been
assigned to less than ma rooms already, the room is selected that is stipulated as the least
eligible room to operate patients, indicated via the parameter buwp (lines 27-28).

4.1.3 Initialisation heuristics

The GA initialises the population of chromosomes in a random manner via two dedicated
heuristics. Half of the initial chromosomes are constructed by creating a random permutation
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Algorithm 1 Decoding mechanism (V )

1: procedure ForwardLoading(V )
2: infeasible ← True
3: for i ∈ {1, . . . , |P |} do
4: infeasible ← True
5: Set p = vi
6: for t ∈ T ∗ do
7: r∗ ← FindRoom(p, t)
8: if r∗ ≥ 0 then
9: infeasible ← False
10: Update the resource schedule relative to room r∗ by assigning patient p at time t
11: Update the resource schedule relative to surgeon a∗ = {a ∈ A|p ∈ Qa}
12: Update the aggregated usage over time of other resources types required to process the different resource

phases relative to patient p
13: break
14: if infeasible then
15: return

16: procedure FindRoom(p∗, t∗)
17: r∗ ← −1
18: W ← {}
19: if If any of the resources required to process patient p∗, different to room, is not available at time t∗ then
20: return -1
21: for r ∈ Ru (with u = OR) do
22: if Room r is eligible at time t∗ (cf. constraints (7)-(13)) then
23: W ←W ∪ {r}
24: if W = ∅ then return -1
25: Set a = {a ∈ A|p∗ ∈ Qa}
26: if ∃r∗ ∈W : a has been already assigned to room r∗ then return r∗

27: if a has been already assigned to ma rooms already then return -1

28: return r∗ = argminw∈W
∑

p∈P buwp (with u = OR)
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Figure 3: Illustration of initialisation heuristics

of patients and reordering this sequence so that the priority of patients is descending. The
other half of the initial population is generated by constructing a random permutation of
the surgeons. As the chromosome has a length equal to the number of patients, the number
of times a particular surgeon is selected to create a suitable permutation is equal to the
surgeon’s number of patients. The relevant patients are allocated to the positions of the
operating surgeon in descending order of their priority. Both heuristics consider the patients’
priorities to construct the patient sequence such that the generated initial sequences are more
likely to lead to a feasible schedule. These initialisation heuristics are illustrated in Figure 3.
Ordering patients according to their priority reduces the number of permutations that can be
generated using these methods. Note, however, as there are multiple surgeons and patients
can have the same priority owing to the broad definition of some of the priority considerations,
the set of producible chromosomes is still substantial. The proposed initialisation heuristics
generate a fraction of these chromosomes as ties between patients with the same priority are
broken randomly.
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4.1.4 Neighbourhood operators

To explore the solution space and search for better schedules, neighbouring sequences of
encodings in the population are generated using neighbourhood operators (z), i.e. (i) local
search operators that use dedicated information to construct a new (improved) sequence
based on a single parent chromosome; (ii) crossover operators that rely on (a pair of) parent
chromosomes to build new child chromosomes. The devised local search operators are applied
sequentially to a selected chromosome with probability θz. Chromosomes are combined by
applying a single crossover operator, which is selected in a random manner according to some
predefined proportion θz. The proposed algorithm includes a set of order-based crossover
operators that have been used frequently in the literature to manipulate permutation-based
solution encodings (Andreica and Chira, 2015), i.e. order crossover (z = OX), uniform
crossover 1 (z = UX1), uniform crossover 2 (z = UX2), uniform surgeon crossover (z =
UX3), and the partially-mapped crossover (z = PMX). The underlying mechanism assumes
that child chromosomes copy a part of their sequence from one of the parents whereas
the rest of the empty positions are completed by taking the legitimate elements, i.e. the
remaining surgical cases, in the order they appear in the other parent. Additionally, a
mutation operator is applied to the generated child chromosome(s) to avoid getting trapped
in a local optimum. The probability for mutation changes during the course of the heuristic
within the interval [µ, µ]. If individuals in the population have been improved, the mutation
rate µ linearly decreases in steps of 0.01, whereas this rate increases with the same step
size if no improvements have been observed. Applied order-based crossover and mutation
operators are explained and illustrated in Online Appendix B. The local search operators
are explained below, i.e.

Sequence improvement (z = SI): The goal of this operator is to improve the patient
sequence based on specific patient characteristics. This operator considers the surgeons
one by one and their associated patients. This operator exchanges positions of any pair of
patients of the selected surgeon in the sequence, based on following rules, i.e.

Rule 1. The first-ordered patient of the surgeon is characterised by the highest priority
and the lowest pre-surgery duration.
Rule 2. The other patients of the surgeon are ordered based on descending priority
and surgery duration as a tie-breaker, i.e. patients with an equal priority are ordered
according to a descending surgery duration.

The sequence improvement operator is illustrated in Figure 4, showing the initial ordering of
patients, their relevant characteristics and the modified sequence generated by applying this
neighbourhood operator to the patients of surgeon a1, i.e. patients 1, 2, and 3. All patients
have a priority equal to 10. Patient 2 is ordered first as this patient is characterised by
the lowest pre-surgery duration, which is equal to 3. This patient goes to the first position
associated with surgeon a1, i.e. position 1 in the sequence. When deciding on the order of
patients 1 and 3, patient 3 is ordered prior to patient 1 because of his/her higher surgery
duration. Correspondingly, patients 1 and 3 are allocated to positions 10 and 7.

Duty length improvement (z = DL): The goal of this operator is to improve the duty
duration for the surgeon having the one with the longest length. For that purpose, we select
the surgeon with the longest duty length and apply the rules described below to alter the
order of related patients in the chromosome encoding. Figure 5 illustrates this operator,
showing the initial sequence of patients, associated surgeons and priorities, and the modified
sequence. In the example, surgeon a2 has been identified as the surgeon with the longest
duty length.
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Figure 4: Illustration of the Sequence improvement operator for surgeon a1

Rule 1. The first patient in the sequence of the selected surgeon, i.e. the one with the
highest priority, is moved to the latest possible position in the sequence. This implies
that all surgical cases from other surgeons that have higher (or equal) priority are
allocated prior to this patient in the same order as they appear in the initial sequence.
In the example, patients 1, 2, and 3 have a higher (or equal) priority than patient 4,
which has the highest priority for surgeon a2, and are allocated prior to patient 4.
Rule 2. The other surgical cases in the sequence relative to the selected surgeon are
moved to the earliest possible position in the sequence. This implies that the patients
of the selected surgeon, apart from the first, are allocated prior to the cases of the
other surgeons with an equal priority. This rule is shown for patient 5 in the example,
which is moved prior to patients 6 and 7 in the sequence as the patient has the same
priority as patients 6 and 7.

Both rules ensure that the patients’ priorities are ordered in a descending manner, i.e. a
surgical case cannot be moved to a later or earlier position than the position of a case with a
lower or higher priority, respectively. By amassing all patients relative to a surgeon as best
as possible together in the sequence, we attempt to decrease the surgeon’s duty length.

1 6 4 2 7 8 9 10 5 3

10 5 10 10 5 3 2 1 5 10Priority:

Surgeon:

Ini al sequence:

Duty length improvement (     )

1 2 3 4 5 6 7 8 9 10Modified sequence:

P
a
�

e
n

t 

ch
a

ra
ct

e
ri

s�
cs

  

a1 a1 a1 a1 a1 a1 a1 a1a1 a3 a2 a1 a3 a3 a3 a3 a2 a1

a2

Figure 5: Illustration of the Duty length improvement operator for surgeon a2

Idle time improvement (z = IT ): The goal of this operator is to decrease the OR idle
time before the start of the surgery for the patient having the longest OR idle time observed
in the patient schedule. To this end, the operator selects all patients with the same priority as
the one with the largest OR idle time. The operator randomly shuffles the positions of these
patients in the sequence, generating a modified sequence. The operator is demonstrated in
Figure 6.

OR load exchange (z = LX): The goal operator of this operator is to better distribute
the workload over the different rooms in the patient schedule. First, the operator identifies
the rooms in which the workload is the highest and the lowest and selects the associated
patients. The operator is executed by interchanging these patients in a pairwise manner,
i.e. the position in the sequence of the ith patient allocated to the one room in the patient
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Figure 6: Illustration of the Idle time improvement operator

schedule is changed to the position of the ith patient allocated to the other room and vice
versa. Figure 7 illustrates the functioning of this operator. In the example, we identified
rooms 1 and 2 as the rooms with the highest and lowest workload and respective patient
sequences in these rooms are {1, 2, 6, 8} and {3, 4, 5, 7, 9, 10}. The positions of the patients in
these rooms are interchanged to generate a modified sequence, i.e. patients 1 and 3, patients
2 and 4, patients 6 and 5 and patients 8 and 7. Patients 9 and 10 are kept to their original
position as the number of patients in room 2 is larger.
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Figure 7: Illustration of the OR load exchange operator

4.1.5 Dynamic selection mechanism

The applied selection mechanism determines one or two parents from the population based
on which neighbouring chromosomes are created thriving on a roulette wheel selection, which
designates a probability for each chromosome and uses Monte Carlo simulation to select a
parent. The selection probability Pri for a chromosome i with objective value Zi is calculated
as e−χ.Zi∑npop

n=1 e−χ.Zn
, which is conforming to the principles of the Boltzmann selection mechanism

(Goldberg, 1990). The parameter χ is set to 1 in the first iteration. When the fitness of
some individual in the population is improved, we increase the value of χ by 0.1 to encourage
exploitation and intensify the search in the neighbourhood of promising solutions. Otherwise,
we reduce the value of χ by 1 to stimulate diversification.

4.1.6 Learning speed-up mechanism

To not waste time and effort in the decoding of unpromising encodings that lead to infeasi-
ble schedules, we employ a learning mechanism relying on Support Vector Machine (SVM)
Regression, which is a well-known technique for binary classification and prediction. SVM
employs a model to construct a decision surface by mapping the input vectors into a high-
dimensional feature space (Burges, 1998). The model is designed via a linear regression,
depicting the relationship between a multidimensional input vector and the output via a lin-
ear hyperplane using a Kernel function. The outcome is then used to predict future output
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values. In our approach, the regression is applied to construct reliable forecasts related to
the feasibility of the patient schedule associated with an encoding. We build a classification
model to predict whether a given chromosome will most likely generate a feasible or infeasible
patient schedule before actually decoding. Hence, the objective of the logistic regression is
to classify the solution space into these two regions. The proposed heuristic discards chro-
mosomes that have been labelled as infeasible for further exploration. We employ an offline
or batch learning approach relying on the data relative to the encoding and decoding of
chromosomes that becomes available during the course of the heuristic. The output value
is a binary value referring to the feasibility of the patient schedule generated based on a
chromosome encoding. The data features to train the prediction model are updated after a
batch of chromosome encodings, defined by a user-defined size MLδ, have been processed to
improve the precision of the predictive model. At those times, the training of the model is
done based on MLλ randomly selected encodings, encompassing only a subset of the previ-
ously decoded sequences for computational reasons.
Below, we discuss the input data features that are used to predict the feasibility of an en-
coding, which are extracted from the chromosome encoding and associated patient schedule.
Based on preliminary analysis, a smaller set of five relevant features are selected, which are
aggregate values calculated based on the chromosome sequence V ∗ under consideration as
relevant information for constructing schedules is typically composite and complex. The
number of features is kept low making the trade-off between computational efficiency and
precision to not substantially slow down the proposed heuristic.

• Ft1: Assuming that patient p∗ is assigned to position i in a given encoding V ∗ =

{v∗1, . . . , v∗|P |}, the feature Ft1 is calculated as
∑|P |

i=1 p
∗ × i (with p∗ = v∗i ) providing

information related to the positioning of patients in the encoding.
• Ft2: A priority violation may possibly occur in the decoded schedule for a pair of
patients p and q (with πp < πq) if in the given encoding patient p is positioned prior to
patient q. This feature counts the number of pairs for which such a priority violation
occurs relative to all pairs of patients in the encoding V ∗ = {v∗1, . . . , v∗|P |}. Given the

set of pairs of positions (i, j) ∈ O, we calculate this feature via equations (19) and (20).

IO (i, j) =

{
0, if (i, j) : i < j ∧ πp∗=v∗i

≥ πq∗=v∗j

1, if (i, j) : i < j ∧ πp∗=v∗i
< πq∗=v∗j

∀(i, j) ∈ O (19)

Ft2 =
1

|O|
∑

(i,j)∈O

IO (i, j) (20)

• Ft3: This feature calculates the number of feasible encodings that have been previously
created following the order of surgical cases in the given encoding V ∗ = {v∗1, . . . , v∗|P |}.
For that purpose, we build a |P |× |P |-matrix, i.e. Feaspi. The rows of this matrix are
relative to a particular patient, whereas the columns are related to the position in the
sequence encoding. Each element counts the number of times an earlier encoding with
patient p assigned to position i resulted in a feasible patient schedule. Feature Ft3 is

calculated as
∑|P |

i=1 Feasp∗i with patient p∗ assigned to position i, i.e. p∗ = v∗i .
• Ft4: This feature calculates the number of infeasible encodings similar to the principles
discussed for the previous feature. For that purpose, we build a |P | × |P |-matrix, i.e.
Infpi similar to matrix Feaspi. Each element counts the number of times an earlier
encoding with patient p assigned to position i resulted in an infeasible patient schedule.

Feature Ft4 is calculated as
∑|P |

i=1 Infp∗i provided the encoding V ∗ with p∗ = v∗i .
• Ft5: For a given encoding V ∗ = {v∗1, . . . , v∗|P |}, the feature Ft5 calculates the time
required to complete the surgeries of patients included in the first half of the sequence,
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i.e.
∑ |P |

2
i=1

∑
s dp∗s with p∗ = v∗i .

As the ranges of characteristics are different, the standardisation scaling technique is applied
to the different features for learning and classification, i.e. we subtract the mean observation
from an observed feature value and divide this difference by the standard deviation. In this
way, the input features are translated into the range [0,1] and distances between data points
become comparable, yielding better and more reliable predictions.

4.1.7 Population update

The population update maintains the predefined population size npop and governs the pop-
ulation by applying the following steps. In the first step, we remove the newly created
solutions that are highly similar to the solutions in the population, which ensures a set of
diverse solutions is retained in the population. Highly similar solutions are ones that have (i)
the same objective value and (ii) a distance from each other less than the diversity thresh-
old ξ × |P |, which depends on the length of the solution encoding. The distance between
solutions is calculated based on a decoded sequence and is related to the sequential order
of patients allocated to individual rooms. For example, assume that encoding 1 assigns pa-
tients in the order of {1, 2, 3} and encoding 2 assigns patients in the order of {2, 3}, both to
a particular room. In this case, the distance equals 1 as the direct order 1 → 2 is absent in
the second schedule. In the second step, we rank the remaining newly created solutions and
the solutions in the population based on the (proxy) objective value (eq. (1)), and eliminate
those solutions with inferior quality until the number of individuals equals npop.

4.2 Optimisation layer 2: Iterative Hungarian algorithm

The second optimisation layer determines the schedules of the resources other than rooms
and surgeons, whose schedule has been built in the first layer. Accordingly, the decision
variables Cps, Vp, Ypsqs and War are fixed, together with variables Xurps, Fur, Sur, and
Our (∀r ∈ Ru with u = OR and surgeons), and the model (1)-(18) is greatly simplified as
only constraints (5)-(7), (14)-(17), and (18) are relevant. Because constraint (7) has been
considered to construct feasible solutions in the first optimisation layer and constraints (14)-
(17) are auxiliary for calculating the objective value, only constraints (5) and (6) need to
be considered for constructing feasible resource schedules in this second optimisation layer.
Complicating constraints for solving the underlying problem are constraints (6). To tackle
these constraints and ensure a feasible solution is constructed, the second-layer heuristic
decomposes the scheduling horizon on a period-by-period basis into subproblems per resource
type, which are solved in chronological order given the (fixed) assignments of the resources in
previous periods. Every subproblem assigns available resources to surgical resource phases
of scheduled patients that are initiated at the start of the considered period in accordance
to the coverage requirements. The underlying structure of a subproblem, related to a single
period, embodies a transportation problem that minimises the total assignment cost (Ahuja
et al., 1993). Accordingly, the subproblem can be depicted on a bipartite graph consisting
of a set of supply nodes, i.e. the available resources of a particular type, with a supply equal
to 1, and a set of demand nodes, i.e. the resource phases of patients initiated at that time
point, with a demand equal to 1. The underlying assignment problem is solved in polynomial
time using the Hungarian algorithm (Kuhn, 1955) for the given assignment matrix, which is
constructed as follows, i.e.

• Matrix structure: In constructing the assignment matrix for a particular period t,
the rows are related to the available resources of the considered resource type that are



20

idle at time t. The columns are related to the (resource phases of) patients that are
initiated at moment t requiring the considered resource type.

• Cost structure: The calculated costs play a crucial role in the Hungarian algorithm
such that not only the objectives are properly represented but also infeasible assign-
ments are avoided. The cost associated with each element (resource r, patient p) in
the matrix presents the regular and overtime resource costs associated with the time
span between time t, i.e. the moment that the involved resource phase is activated,
and the end time t+ dps of this phase for treating the patient. In case the assignment
of resource r to patient p at time t is infeasible as one of the model constraints (2)-(17)
is violated (e.g. resource r is not able to treat patient p), a very large penalty cost is
accounted.

After solving a subproblem, the information related to the made assignments will be fixed
and the resource schedules of the involved resources are updated, i.e. the employed resources
are occupied during the completion of the related resource phase and possibly subsequent re-
source phases whenever a similar resource type is required to treat the patient (cf. constraint
(6)). During periods resources are occupied, they cannot be assigned to any other patients.
Because the scheduling horizon embodies multiple periods, which are solved in chronological
order, the solution in previous time periods impacts the cost matrix in the next period. As
a result, the matrix and the related costs are gradually updated each time period, steering
the solution towards a cost-efficient and feasible schedule.

5 Computational experiments

In this section, computational experiments are described to validate the proposed methodol-
ogy, which are carried out on synthetic and real-life data. Section 5.1 describes the parameter
settings based on which the test data is constructed and the criteria for measuring the al-
gorithm performance. In addition, we discuss the adopted methodology for calibrating the
input parameters relative to the design of the proposed algorithm and indicate the best
settings found. Section 5.2 provides insight into the composition of the learning mecha-
nism and its added value to the algorithm performance. Section 5.3 compares the proposed
algorithm and its components to alternative optimisation procedures and demonstrates its
stable performance for different instance settings. Section 5.4 benchmarks the algorithm to
solutions constructed manually by practitioners of the collaborating hospital and provides
insights into the splitting of surgeries in resource phases demonstrating the relevance of the
defined problem under study. The proposed algorithm is coded in C# and MIP models are
solved using IBM ILOG/OPL CPLEX 22.1.1 with parameters set to their default values.
Experiments are carried out on a Windows PC with Core i7-3770 - 3.40GHz CPU and 8 GB
RAM.

5.1 Test design

5.1.1 Characteristics of synthetic test instances

The test instances are inspired by real-life observations relative to a private hospital in Bel-
gium. To investigate the (stable) performance of the proposed solution algorithm and devise
general findings, we compose a wide set of synthetic problem instances varying the charac-
teristics in a systematic way. Instances are generated based on different input parameters
to control the size and complexity of instances. The parameters that determine the size of
instances are the number of surgical cases (|P |), the number of surgeons (|A|), and the num-
ber of rooms (|Ru| with u = OR). Other predefined parameters are the number of resource
types (|U |) and the number of resource phases (|S|), which are varied following three different
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levels. Table 1 displays the different values set for each parameter. The number of surgical
cases is in correspondence to the instance sizes observed in the relevant literature and real
life (cf. Section 5.4). To generate feasible instances, a sufficient number of resources, i.e.
surgeons and rooms, should be available. Therefore, the levels of parameters |P |, |A|, and
|Ru| (with u = OR) are bound together and provide definition to three different settings,
comprising smaller, medium, and larger-sized instances. Involving the number of resource
phases (|S|), we consider only the peri-operative stage during which patients occupy a room
and this stage may involve either no splitting (i.e. all resources are required during the en-
tire surgery duration), the splitting into two phases (i.e. a pre-surgery and a (post-)surgery
phase), or the splitting into three phases (i.e. a pre-surgery, surgery and post-surgery phase).
For each instance, at least two resource types are required, i.e. surgeons and rooms. When
|U | = 2, these are the only resources involved. Other required resources may involve anaes-
thesiologists, scrub nurses, RFA nurses, and OR technicians. When |U | = 4, two of these
resource types are randomly selected per surgical case on top of the surgeons and rooms.
When |U | = 6, all resource types are considered. The coverage requirements are equal to 1
for any resource type. The parameters are set based on a full factorial design according to the
input values in Table 1. Accordingly, we compose 27 (= 3× 3× 3) instance groups and each
group contains five instances so that the total number of instances in the dataset is equal to
135. Instances within a group are to a certain extent generated in a random manner, which
is discussed in more detail in the subsequent paragraph. The dataset is publicly available on
the Mendeley Data repository (doi: 10.17632/ytb434c7zx.1).

Table 1: Input parameter settings to generate synthetic test instances

Parameter Description Levels

Size The problem size as a function of |P |, |A|, and |Ru| (with u = OR) small, medium,
small : |P | ∈ {11, ..., 20}, |A| ∈ {5, 6} and |Ru| ∈ {4, 5} large
medium: |P | ∈ {21, ..., 40}, |A| ∈ {7, 8} and |Ru| ∈ {6, 7}
large: |P | ∈ {41, ..., 60}, |A| ∈ {9, 10} and |Ru| ∈ {8, 9}

|S| The number of involved surgical resource phases 1, 2, 3
|U | The number of resources 2, 4, 6

A specific instance is generated as follows. Based on relevant input values for the parameters
in Table 1, we select a value for parameters |P |, |A|, and |Ru| (with u = OR) from the
assumed intervals using a uniform distribution. The rooms are open for 600 minutes in
regular time (tu) and 180 minutes in overtime, i.e. 780 minutes in total, which is the
length of the scheduling horizon h. To ensure all the surgical cases can be operated, the
instance-generation process starts creating a feasible schedule, based on which instance-
specific parameters are determined. Because the characterised surgeries may involve different
types, we determine the duration of the surgeries (dps) in a uniform random manner (Day
et al., 2012). To this end, we first allocate the surgical cases to one of the rooms in a
uniform random manner and determine for every surgical case a time point in regular OR
time. The latter is determined randomly on the condition that the interval between the
determined time point and the chronologically preceding point in time is minimum 40% of
the average case duration in the allocated OR. The latter is equal to the regular OR time
divided by the number of cases allotted to the OR. The time interval between consecutive
time points is considered as the entire duration to complete all resource phases relative to
the patient. When multiple phases are considered, we assume the portion of the time for the
surgery phase to be 50% of the entire duration. In case both a pre- and post-surgery phase
are considered, the remaining time is randomly distributed between these two phases. The
surgeries occupy a room during the entire peri-operative duration, i.e. during all resource
phases. Surgeons are required only during the surgery phase and anaesthesiologists only

https://data.mendeley.com/datasets/ytb434c7zx/1
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during pre- and post-surgery phases when relevant. The maximum number of rooms to
which particular surgeons have access (ma) equals two for every surgeon. When |U | > 2,
the presence of other resource types for particular cases (vups) may be necessary during
the different resource phases conforming to the description in Section 3.1. We assume that
surgical cases can be operated in a particular room with a probability of 90% and all resources
are able to treat a particular patient (burp), apart from the surgeon. The number of resources
of each type (|Ru|) is determined based on the maximum number of resources required over
the scheduling horizon according to the feasible schedule constructed for data generation.
The cost coefficients for using resources (ωur and γur) are set in a relative manner. Based on
analysis of the real-life case, rooms and surgeons turn out to be the most expensive resources
and associated cost coefficients are set to 10. The relative cost coefficients of the other
resources (anaesthesiologists, FRA, etc) are set to 5. The overtime markup amounts to 20%
compared to resource costs in regular time.
The waiting lists of the surgeons (Qa) are defined as follows. First, the surgeons are assigned
to a room in a uniform manner and, subsequently, randomly allotted to the surgical cases
taking place in the room so that all surgeons have approximately the same caseload. Second,
the priorities of patients (πp) are determined per room and patient by patient within the
range between 1 and 10, which is conforming to the practices for the real-life case studied.
The priority of a surgical case allocated to a particular room is selected uniformly out of the
range of [1, x], with x representing the priority of the preceding surgical case in that room.
For the first patient, the priority is uniformly determined out of the interval [1, 10]. The
implications of hard priority considerations on the OR schedule efficiency is demonstrated
in Online Appendix A.

5.1.2 Calibration of input methodology parameters

In the following, we tune the input parameters related to the proposed algorithm. Because
of computational reasons, the calibration is only conducted on the smaller-sized instances
with |S| ∈ {2, 3} and |U | ∈ {2, 4}. Accordingly, we consider four groups of 5 instances, i.e.
20 instances in total. We first discuss the calibration and best settings for the GA applied
in optimisation layer 1 and next show the impact of varying the number of solutions nbst

passed to layer 2 of the algorithm.

First-layer input parameters
The proposed GA relies on many input parameters, which require to be tuned to find high-
quality solutions in an efficient and effective manner. To this end, we use the iterated racing
scheme implemented in the IRace package, which is a method for automatic configuration
proposed by López-Ibáñez et al. (2016). Table 2 displays the relevant parameters considered
in the tuning experiment, the studied ranges of values, and the best parameter settings
returned by the IRace package. The utilised stop criterion Imax is instance-specific and
equals 103 × |P |.

The majority of the parameters in Table 2 are related to the finding of neighbouring schedules,
i.e. local search, crossover, and mutation. The returned elite configuration demonstrates the
importance of the problem-specific local searches as they are applied to a substantial subset
of the population individuals. When improving an individual, all local search operators have
a relatively high probability to be applied as they all have a clear improvement purpose.
The combination of parent chromosomes is primarily based on basic methods OX, UX1
and UX2. The parameters related to the learning mechanism show that the update of the
prediction model is not required too frequently (MLδ = 6×|P |) and is every time performed
on a rather large number of samples (MLλ = 8 × |P |). The required threshold value ξ to
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Table 2: The input parameters and ranges considered in the IRace experiment and yielded
elite configuration

Parameter Range Configuration

General npop {10, 20, ..., 100} × |P | 10× |P |
nLS {0.1, 0.2, ..., 1} × npop 0.3× npop

nCO {0.1, 0.2, ..., 1} × npop 0.3× npop

Local search θSI [0, 1] 0.7

θDL [0, 1] 1

θIT [0, 1] 0.8

θLX [0, 1] 1

Crossover {θOX , θUX1, θUX2 [0, 1] {0.27, 0.30, 0.27,
θUX3, θPMX} [0, 1] 0.13, 0.03}

Mutation [µ, µ] [0, 0.1] [0.01]

Learning MLδ {1, 2, ..., 10} × |P | 6× |P |
MLλ {1, 2, ..., 10} × |P | 8× |P |

Pop update ξ {0, 0.1, 0.2, ..., 1} 0.3

remove highly similar solutions is found to be quite substantial and implies that sequential
orderings of patients in the rooms should be at least 30% different.

Second-layer input parameters
Figure 8 shows the impact of varying the number of solutions (nbst) that are sent to
the second optimisation layer. In the experiment, we set nbst to different values i.e.
{1, 2, 5, 10, |P |, 1.5× |P |, 2× |P |, 4× |P |, npop}.

Figure 8: The impact of varying the parameter nbst on the computational performance

The results show that the evaluation of chromosomes in the first layer based upon the rooms
and surgeons as only resources provides an appropriate proxy value for the true objective
value considering all resources. When only the best solution is passed to the second layer
(nbst = 1), the deviation in objective value to solutions yielded via MIP (∆Prf −GAIH,MIP )

amounts only to 2.4%. Increasing the value for nbst only slightly improves the quality of
the final solution. Passing all solutions from the final population in the GA to the second
layer, is not mandatory and increases the run time for the smaller-sized instances tested.
Therefore, we set this parameter nbst equal to |P |, which provides a balance between yielded
solution quality and run times.
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5.1.3 Performance measures

To demonstrate the performance of the proposed solution methodology we report the results
of the computational experiments using the following metrics:

General performance measures

Zy
x The solution value obtained by procedure x relative to objective component y

∆Prf yx1,x2
The deviation in performance relative to the value of objective component y between (inte-

ger) incumbent solutions obtained by procedure x1 and procedure x2 (=
Zy

x1
−Zy

x2

Z
y
x2

)

Feasx The percentage of instances for which a feasible solution has been yielded via procedure x

T imex The required run time in seconds for procedure x

with y = − The objective value calculated via equation (1)

OR The cost related to rooms

SU The cost related to surgeons

AN The cost related to anaesthesiologists

RN The cost related to RFA nurses

OT The overtime cost related to all resources

x = GAIH The proposed two-layer heuristic based on GA and an Iterative Hungarian method

MIP The benchmark MIP solution procedure using the commercial solver CPLEX solving
the model (1)-(18) with a time limit of 3600s

5.2 Impact of the learning mechanism

In this section, we benchmark the implemented predictive model and investigate its con-
tribution to detect infeasible chromosomes early. The assessment is only presented on the
20 smaller-sized instances with |S| ∈ {2, 3} and |U | ∈ {2, 4}, without loss of generality. To
validate the choice of predictive model, we devise different versions of the algorithm with
different learning methods embedded, i.e. the proposed Support Vector Machine regression
model (‘SVM’ ), a Logistic Regression model (‘LReg’ ), a naive prediction model (‘Naive’ ),
and a version of the algorithm without any learning method embedded (‘w/o learning’ ).
Logistic regression is a well-known technique for binary classification and depicts the rela-
tionship between the input features discussed in Section 4.1.6 and the output using a sigmoid
function (Hosmer et al., 2013). The naive method tries to predict the infeasibility of a chro-
mosome by comparing the similarity of new encodings to previously visited encodings that
turned out to be infeasible. The similarity degree is calculated based on the patient po-
sitions in the sequence. The threshold value for accepting a chromosome as feasible is set
to 0.5, which is standard for machine learning applications. Table 3 gives an indication of
the performance of the classifiers during the building or (re-)training of the learning model,
i.e. (i) the accuracy ΛTr of the learning model, (ii) the percentage α of type-I errors (false-
positive), i.e. P (x = Feasible | x = Infeasible), (iii) the percentage β of type-II errors
(false-negative), i.e. P (x = Infeasible | x = Feasible), and (iv) the time spent on building
the learning model (TimeGAIH,ML). The type-I and type-II error percentages are derived
based on cross-validation using the applied machine learning techniques. For the naive learn-
ing, which only tries to label chromosomes as infeasible based upon the degree of similarity
with previous infeasible encodings, this cross-validation is absent. To have a more precise
view of the impact of the learning mechanism on the functioning of the algorithm, Table 3
displays the performance of the classifiers during the processing of the algorithm when the
learning mechanism is applied accepting or rejecting newly generated chromosomes for de-
coding, i.e. (i) the recall or true positive rate, (ii) the specificity or the true negative rate,
and (iii) the accuracy ΛPr representing the correctly classified chromosomes versus the total
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number of generated chromosomes (Fawcett, 2006). To make our findings more specific, we
also display the visited (#ChrCR

− ) and decoded (#ChrDC
− ) number of chromosomes. For the

latter, we provide further insights into the number of decoded chromosomes that resulted
in a(n) (in-)feasible patient schedule (#ChrDC

Feas and #ChrDC
Inf ). Other reported metrics are

general and explained in Section 5.1.3.

Table 3: Computational performance for different learning methods (Imax = 1000× |P |)

Learning methods
w/o learningSVM LReg Naive

Training performance

ΛTr 89% 88% 63% -

α 8% 7% 2% -

β 7% 9% 71% -

T imeGAIH,ML 3.5 1.6 1.1 -

Model Performance

Recall 92% 92% 32% -

Specificity 81% 82% 97% -

ΛPr 89% 89% 52% -

General

#ChrCR
− 23392 23294 103871 16775

#ChrDC
− 16775 16775 16775 16775

#ChrDC
Feas 14027 13943 14549 10582

#ChrDC
Inf 2748 2832 2226 6193

∆Prf −GAIH,MIP 1.8% 2.0% 3.3% 2.3%

T imeGAIH,− 65.7 66.2 322.2 46.3

Classifier performance
Table 3 reveals that the sophisticated learning models (‘SVM’ and ‘LReg’ ) encompass a
large accuracy (ΛTr = 89% and 88% respectively), yielding acceptable errors α and β. The
naive prediction model, on the other hand, which relies on only a single data feature, leads
to the worst prediction accuracy. These results are confirmed when the learning mechanisms
are applied to newly generated chromosomes. Specifically for the proposed SVM classifier,
the recall and specificity equal 92% and 81%, respectively. Accordingly, the accuracy of the
SVM model to new data equals 89%. Results show that the method ‘LReg’ shows a similar
performance, whereas the näıve model is inferior attaining an accuracy of only 52%. To make
further differentiation between methods ‘SVM’ and ‘LReg’, we assessed the performance of
the classifiers using an ROC graph and calculation of the area under the curve (AUC)
(Fawcett, 2006). The classifier ‘SVM’ attains an excellent performance as AUC equals 0.84.
The classifier ‘LReg’ also realises a very good performance (AUC= 0.78). This confirms the
design choices of the proposed learning mechanism relative to the use of SVM as classifier
and the modelled features. An assessment of the relevance of these features and a graphical
representation of the ROC curve are provided in Online Appendix C.

Impact on algorithm performance
Computational analysis of the run times reveals that the algorithm spends 60% to 70% of
the run time on decoding individual chromosomes. Although the decoding procedure is not
computationally intensive per function call, the decoding function is invoked many times to
evaluate generated chromosomes, such that it is better to utilise the computer resources in an
efficient and effective manner. Table 3 shows that the use of sophisticated learning models
improves the efficiency of the algorithm as encodings that are predicted to be infeasible
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are discarded early. As a result, a larger number of relevant chromosomes can be visited
during the optimisation search given the stop criterion on the number of evaluated schedules
(Imax = 1000×|P |). Although both classifiers ‘SVM’ and ‘LReg’ have a comparable accuracy
in labelling a new chromosome as (in-)feasible, applying the proposed SVMmodel leads to the
best results in terms of solution quality. The algorithm with the learning mechanism ‘SVM’
can visit on average 23392 chromosomes whereas without machine learning only 16775 can
be visited, which comprises a difference of 6617 chromosomes. Hence, a relative proportion
of about 39.4% more chromosomes can be visited. The proposed algorithm with learning
decodes 14024 chromosomes into a feasible surgery schedule, versus only 10582 without
learning. Accordingly, the algorithm with learning (∆Prf −GAIH,MIP=1.8%) outperforms an

algorithm without learning (∆Prf −GAIH,MIP=2.3%). Thanks to the learning mechanism,
which requires only a fraction of the total run time, the algorithm with learning visits a
larger number of feasible chromosomes during the optimisation search and more time is
spent on exploring the neighbourhoods of promising solutions via local search and crossover.
The increased use of neighbourhood operators explains the rise of run times when a learning
mechanism is implemented (TimeGAIH). In this way, the learning mechanism also enhances
the effectiveness of the algorithm, guiding the optimisation search to more promising regions,
and (incumbent) solutions of better quality are yielded. The latter is also shown in Online
Appendix C, which discusses a computational experiment comparing the algorithm with and
without learning when the stop criterion involves a fixed time limit.

It is important to point out that type II-errors, which is the lowest for the SVM classifier,
might not necessarily impact the quality of the final solution, because (i) labelling a fea-
sible sequence incorrectly as infeasible does not cost decoding effort, and (ii) the model is
re-trained several times after a batch of chromosomes have been generated such that further
fitness evaluation is not ruled out. Results in Table 3 show that the proportion of false neg-
atives is limited but cannot be neglected. The acceptable rate for false negatives depends on
the specific application context and the consequences of wrongly discarding chromosomes.
To this end, we have studied the solution quality and the diversity among individuals in
the final population with and without a learning mechanism embedded, for which detailed
results are provided in Online Appendix C. Analysis revealed that, in general, the majority
of the wrongly discarded solutions have a substantially worse objective value and only some
of these chromosomes lead to a feasible surgery schedule of acceptable quality. Though, no
better solution would be attained if the feasibility of chromosomes would be correctly pre-
dicted for all chromosomes. Moreover, diversity among individuals in the final population
slightly increases owing to the learning mechanism as a larger number of chromosomes can
be examined. Hence, removing wrongly discarded chromosomes via a sophisticated learning
mechanism has no discernible negative impact relative to objective value and diversity. On
the contrary, a learning mechanism that attains a high accuracy, provides a better aver-
age solution quality of individuals in the final population and a better incumbent solution,
whereas observed diversity is fairly similar for the algorithm without implementation of a
learning mechanism.

5.3 Benchmark comparison

5.3.1 General comparison to MIP

In this section, we benchmark the computational performance of the proposed method to
solutions retrieved via MIP, solving model (1)-(18) via the commercial package CPLEX
with stop criterion of 3600s. Table 4 summarises the results for different instance groups
denoting the impact of the instance size (Size) and the complexity influenced by the number
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of resource types (|U |) and the number of resource phases (|S|). Also, results averaged over
all instances are reported (‘Avg’). We display the solution quality for different objective
components yielded via the proposed algorithm (Zy

GAIH), i.e. the budgeted resource costs
for rooms (OR), surgeons (SU) and anaesthesiologists (AN), and the overtime costs (OT )
involving all resources. In addition, we denote the percentage cost improvement of yielded
solutions towards MIP (∆Prf yGAIH,MIP ). The metric GapMIP presents the final optimality
gap between the best integer solution found and the best dual bound found by the MIP
solver. The metric ∆Prf −GAIH,MIP indicates the performance deviation between the quality
of integer incumbent solutions yielded via proposed heuristic and MIP, providing insights
into the relative effectiveness of these optimisation methods in finding high-quality integer
solutions. Other reported metrics are explained in Section 5.1.3.

Table 4: General performance and benchmark of proposed algorithm to MIP

|S| |U | Size
Avg1 2 3 2 4 6 small medium large

Resource

ZOR
GAIH 42556 41624 43188 41996 42664 42708 29733 43206 54428 42456

∆Prf OR
GAIH,MIP -5.7% -6.7% -7.4% -1.4% -9.1% -9.4% -6.5% -5.1% -8.3% -6.6%

ZSU
GAIH 43084 35182 35532 37989 37712 38098 27781 37631 48387 37933

∆Prf SU
GAIH,MIP -6.5% -6.0% -10.7% 2.2% -12.3% -13.1% -7.4% -7.1% -8.7% -7.7%

ZAN
GAIH 21421 9029 11091 0 13775 13918 10405 13779 17357 13847

∆Prf AN
GAIH,MIP -9.5% -9.6% -7.3% 0.0% -11.5% -6.1% -12.3% -1.8% -12.3% -8.8%

ZOT
GAIH 690 786 626 630 790 682 878 588 637 701

∆Prf OT
GAIH,MIP -280.7% -206.5% -240.3% -13.8% -219.4% -494.4% -165.9% -154.8% -406.9% -242.5%

MIP

GapMIP 35.8% 37.5% 34.9% 41.3% 37.7% 29.3% 50.5% 41.4% 16.3% 36.1%

FeasMIP 100.0% 97.8% 95.6% 100.0% 100.0% 93.3% 100.0% 100.0% 93.3% 97.8%

T imeMIP 2928 3601 3601 2927 3602 3602 3308 3369 3453 3377

GAIH

∆Prf −GAIH,MIP -6.2% -6.3% -8.2% 0.3% -10.7% -10.4% -7.0% -5.4% -8.4% -6.9%

T imeGAIH 337 581 614 460 547 525 195 433 904 511

Table 4 reveals the superior performance of the proposed algorithm in comparison to MIP
for all instance groups. The proposed algorithm can derive feasible solutions for all instances
that are, on average, 6.9% better compared to solutions yielded via MIP, with an average
run time of only 511 seconds. In contrast, the MIP solver finds feasible solutions for only
97.8% of the instances, with a substantial average optimality gap of 36.1%. This indicates
that MIP struggles to close the optimality gap due to a weak linear programming relaxation,
making it unsuitable for solving the problem under study.
The table further shows that MIP shows a slightly different behaviour across various instance
groups, although the obtained optimality gaps remain rather similar. As the instance size,
|U |, or |S| increases, complexity rises, and the number of instances for which MIP finds a so-
lution decreases (see FeasMIP ). In contrast, the proposed algorithm demonstrates a rather
stable performance across different instance groups, evidenced by substantial improvement
percentages realised by the proposed algorithm compared to MIP relative to the solution
value (∆Prf −GAIH,MIP ) and the different objective components.
The costs related to the rooms and surgeons are determined via the optimisation search
in the first optimisation layer of the proposed algorithm. The effectiveness of this first
layer is demonstrated as average cost decreases of respectively 6.6% and 7.7% are realised
(see ∆Prf OR

GAIH,MIP and ∆Prf SUGAIH,MIP ). The second layer of the proposed algorithm suc-
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cessfully optimises the use of other resources, reducing the costs for anaesthesiologists and
overtime by 8.8% and 242.5% (see ∆Prf AN

GAIH,MIP and ∆Prf OT
GAIH,MIP ). This validates the

design of the optimisation procedure in two separate layers to reduce complexity.
Overall, the benefits (∆Prf −GAIH,MIP ) of the proposed algorithm are greater for more com-
plex instances, such as when surgeries are divided into multiple resource phases, additional
resources are considered beyond rooms and surgeons, or a larger number of patients, rooms,
and surgeons are involved.

In addition, Table 4 shows that the proposed GA outperforms MIP for the instances with
|U | = 2, which include only the operating surgeons and rooms and coincide with the optimi-
sation done in the first optimisation layer. Although MIP finds a feasible solution for every
instance and an optimal solution for 10 out of 45 instances, we observe large MIP optimality
gaps (GapMIP=41.3%) and long run times (TimeMIP=2927s) when using MIP. The latter
is detrimental to solving an operational problem such as the one under study. In contrast,
the proposed GA realises solutions of high quality comparable to the best solutions yielded
by MIP within a one-hour time limit (∆Prf −GAIH,MIP = 0.3%) in a significantly shorter time
span (TimeGAIH = 460s). Hence, this benchmark reveals that the proposed GA is favoured
over MIP for solving the first optimisation layer.

5.3.2 Comparison to other meta-heuristics for first-layer optimisation

In this section, we benchmark the proposed GA for solving the first optimisation layer to
alternative (meta-)heuristic methods to assess its computational performance. The differ-
ent procedures generate and improve new individuals until 1000 × |P | schedules have been
evaluated. To evaluate the contribution of the proposed algorithm in a rather unambiguous
manner, we consider different (meta-)heuristics operating according to different principles
compared to the proposed GA, i.e.

• GA of Latorre-Núñez et al. (2016): This method encompasses a standard implemen-
tation of GA (‘Basic GA’) that has been presented for solving a closely related surgery
scheduling problem. The algorithm relies on permutations of surgeries as encoding, a
completely random initialisation, the linear order crossover OX, also known as the two-
point crossover, to combine parent chromosomes and a mutation crossover swapping
the positions of a pair of surgeries in the encoding with a predefined fixed probability.

• Simulated annealing: This meta-heuristic comprises, in contrast to GA, a single-
solution optimisation search focusing on modifying and improving a single candidate
solution. This meta-heuristic accepts not only better neighbouring solutions but also
worse ones with a decreasing probability when gradually exploring the solution space
to a larger extent. The initial solution is randomly constructed. New neighbouring so-
lutions are generated by randomly changing two positions in the permutation encoding
of surgeries. Each candidate neighbour is translated into a schedule by the decoding
mechanism (Section 4.1.2). The implementation is done in accordance with (i) the
template and methodology parameter settings proposed by Kirkpatrick et al. (1983)
(‘Basic SA’), and (ii) the method of Yu et al. (2024) that applies SA in combination
with local search (‘Advanced SA’). We apply for the latter method the dedicated local
search operators as presented in Section 4.1.4 to newly generated chromosomes.

• Particle swarm optimisation: This meta-heuristic is inspired by swarm intelligence
following the collective behaviour of decentralized, self-organized agents in a population
or swarm. The individuals in the population are moved in a direction in the search
space relative to their own best-known position as well as the entire swarm’s best-
known position. In this way, the genes of individuals are not directly copied to new
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individuals as done in a GA but a random swap of task-worker assignments within
the individual takes place, combined with the copy of an assignment of the best local
and global solution. The implementation is done following (i) the basic PSO presented
by Poli et al. (2007) (‘Basic PSO’), and (ii) the method of Sugianto and Kim (2024)
that applies PSO in combination with local search (‘Advanced PSO’). We apply for
the latter method the dedicated local search operators as presented in Section 4.1.4 to
newly generated chromosomes.

Hence, for all alternative meta-heuristic procedures, we consider a less convoluted version
without local search and a more advanced version with local search. The latter is done to
demonstrate that the GA framework is preferred above other types of meta-heuristics to
generate new chromosomes. Benchmark results are displayed in Table 5. Apart from gen-
eral metrics, explained in Section 5.1.3, the table also shows the percentage of instances for
which the proposed method yields solutions of better (ObjGAIH<x) or equal (ObjGAIH=x)
quality.

Table 5: Computational benchmark with other meta-heuristic solution methodologies for
the first-layer optimisation

SA PSO GA

x Basic Advanced Basic Advanced Basic Proposed

General

Feasx 28.1% 83.7% 43.7% 100.0% 13.3% 100.0%

∆Prf −x,MIP -5.6% -6.2% 2.0% -3.7% -4.0% -6.9%

T imex 678 678 530 881 209 511

Performance

ObjGAIH<x 88.1% 55.6% 98.5% 71.3% 97.0% na

ObjGAIH=x 8.9% 17.8% 1.5% 17.8% 3.0% na

Table 5 reveals that the proposed GA leads to a better computational performance in compar-
ison with alternative meta-heuristic methods. The proposed method finds solutions of better
or equal quality for most of the instances as shown by metrics ObjGAIH<x and ObjGAIH=x.
Both the basic and advanced SA methods do not find a feasible solution for all instances.
This rather unstable behaviour is explained by the fact that the SA operates on a single
solution. Moreover, the run times recorded by simulated annealing are substantially longer,
which is due to the fact that disruptive crossover operators are not applied and the relative
number of local search moves is increased, which is computationally more intensive. Thanks
to the implemented local search, the advanced PSO method finds feasible solutions for all
instances. However, both the basic and advanced PSO methods perform significantly worse
in terms of solution quality and requires larger run times due to the larger relative share
of local search moves needed to realise a solution of acceptable quality after a PSO diversi-
fication operation. Moving the solutions in the search space relying on swarm intelligence
does not provide any guarantee involving the quality of the newly generated individuals,
whereas the crossover operator in GA copies genes from parent to child chromosomes, which
supports retaining the good characteristics of a solution. Comparison with the basic GA of
Latorre-Núñez et al. (2016), which finds feasible solutions for only 13.3% of the instances,
shows the proposed convoluted GA with local search is very much needed to attain feasible
solutions of high quality for all instances.
These results demonstrate that the local search operators greatly contribute to the finding of
feasible and high-quality solutions in acceptable run times for all evaluated meta-heuristics.
In Online Appendix D, we provide insights into the performance of the individual local
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search operators by demonstrating (i) the optimisation potential of a local search method
via implementation of a single local search in the algorithm, and (ii) the contribution of each
local search to the proposed algorithm via an ablation study.

5.3.3 Comparison to MIP for second-layer optimisation

To assess the quality of the proposed heuristic devised for the second optimisation layer,
we benchmark the computational performance of this method to MIP solving the reduced
problem via CPLEX, accounting for objective (1) subject to constraints (5)-(7), (14)-(17),
and (18). In the following, we label this latter method as ‘GA → MIP ’, designating the
first layer is solved using the proposed GA and the second layer via MIP, instead of the
proposed iterative Hungarian method, to compose complete resource schedules for the nbst

best patient schedules derived in the first layer. Via preliminary experiments, nbst has been
set to |P | (cf. Section 5.1.2). To ensure comparability between methods, we require both
approaches to process |P | patient schedules in the second optimisation layer and impose a
time limit on the MIP search per patient schedule. Based on empirical experimentation, this
time limit is set to 36 seconds given a maximum run time for solving an instance equal to
3600 seconds. This limit of 36 seconds ensures that sufficient run time is available to search a
complete resource schedule for each input chromosome. Important is that this is guaranteed
also for the largest problem instances for which the number of patients |P | is equal to 60
and the optimisation in the first layer via the GA requires considerable run times.
The results are reported in Table 6 for different instance groups categorised by |S|, |U |, and
instance size. We display the run times required for completing the entire second optimisation
layer, reflecting the total time required to devise complete resource schedules for the |P | input
chromosomes using MIP (TimeLyr2GA→MIP ) or the iterative Hungarian method (TimeLyr2GAIH).
In addition, we display the performance deviation between the best integer solutions found
by both algorithm versions (∆Prf −GAIH,GA→MIP ), and the percentage of instances for which
the proposed procedure attains a better solution quality (ObjGAIH<GA→MIP ) or equal per-
formance (ObjGAIH=GA→MIP ). For both evaluated versions, the same solutions are input
from the first optimisation layer that has been solved using the proposed GA.

Table 6: Benchmark comparison between proposed heuristic and MIP for the second-layer
optimisation

|S| |U | Size
Avg1 2 3 2 4 6 small medium large

T imeLyr2
GA→MIP 675 607 781 11 1014 1037 321 727 1015 688

T imeLyr2
GAIH 13 14 18 11 16 19 6 13 27 15

∆Prf GAIH,GA→MIP -0.13% -0.17% 0.19% 0.00% 0.03% -0.15% 0.07% -0.01% -0.18% -0.04%

ObjGAIH<GA→MIP 33.3% 33.3% 11.1% 0.0% 28.9% 48.9% 6.7% 24.4% 46.7% 25.9%

ObjGAIH=GA→MIP 66.7% 55.6% 37.8% 100.0% 35.6% 24.4% 68.9% 51.1% 40.0% 53.3%

Table 6 reveals that both procedures yield solutions of comparable quality
(∆Prf −GAIH,GA→MIP = −0.04%). The iterative Hungarian method, which decomposes
the problem per time period, leads to better solutions for instances of larger size, having a
larger number of resource types (|U | = 6) and a smaller number of resource stages (|S| = 1
or 2). For these instances, slightly more efficient resource schedules have been built using
the proposed method, which results from the imposed time limit truncating the MIP search.
As a result of the latter, MIP does not yield an optimal solution for each of the nbst patient
schedules that are passed to the second optimisation layer, which explains why the presented
performance deviation can be negative. In general, the proposed method is able to realise a
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better (equal) performance compared to MIP for 25.9% (53.3%) of the instances. Moreover,
computation times for solving the second optimisation layer are far smaller (approximately
factor 45). These observations confirm that the proposed second-layer optimisation is able
to compute solutions of high quality in a small time span.

5.4 Real-life validation of problem definition

This section presents a case study carried out in the private hospital Sint-Elisabeth Zot-
tegem (Belgium) to evaluate the value of dividing surgeries into multiple resource phases.
For that purpose, we perform experiments running the proposed algorithm on real-life in-
stances with and without the splitting of surgeries and compare the yielded solutions to the
solutions that have been composed manually by the hospital staff. To retrieve the necessary
instance information, we have conducted several interviews with the main actors responsible
for composing the OR schedules and examined the OR logbook for the month July 2022.
Accordingly, related data has been collected involving 19 instances, with each instance rep-
resenting the activities of a single day. For these instances, the total number of patients (|P |)
ranges from 38 to 88. Patient data, including priority (πp) and assigned surgeon (Qa), have
been recorded in the OR log. The hospital provided following priority considerations, i.e. (1)
Patients with latex allergy or patients at risk of malignant hyperthermia; (2) Patients less
than 6 years old; (3) Patients less than 18 years old; (4) Patients with a mental disability;
(5) Other elective cases; (6) Patients colonised or infected with multidrug-resistant germs;
and (7) Patients with open tuberculosis. Next to these priority rules, there are two general
rules for sequencing the other elective cases (priority 5). First, cases that require anaesthesia
should be performed before cases that do not require anaesthesia. Second, day clinic patients
should be scheduled before inpatients. In addition, the hospital has kept track of the time
relative to the different resource phases in the peri-operative stage for treating the patients.
The instances consider four main resource types (|U |), i.e. rooms, surgeons, anaesthesiol-
ogists, and RFA nurses. Resource requirements for each resource phase (vups) have been
determined based on interviews and the OR log. We further assume that a surgery can only
be carried out by the assigned surgeon and in the room(s) allocated to the specialty of the
involved surgeon (burp), whereas patients can be treated by any anaesthesiologist and RFA
nurse. Other necessary data, such as the maximum number of rooms a surgeon can be as-
signed (ma) and stipulations involving regular time and overtime (tu), are determined based
on the expertise of the interviewed OR staff. The data has been made publicly available
on the Mendeley data repository (cf. supra). To explore the effectiveness of the proposed
problem definition and solution approach, we compare three different scenarios, i.e.

• Scenario 1 - Manual: This scenario corresponds to the current scheduling practices
at the hospital, encompassing an evaluation of the schedules composed manually by
the OR staff. In their approach, resources are assumed to be present during the entire
duration of the surgeries, i.e. surgeries are not divided into multiple resource phases.

• Scenario 2 - GAIH|S|=1: This scenario solves the real-life instances using the pro-
posed procedure without splitting the duration of surgeries into multiple resource
phases, conforming to the scheduling practices of the collaborating hospital.

• Scenario 3 - GAIH|S|>1: This scenario solves the real-life instances using the pro-
posed procedure considering the assumption that the duration of surgeries can be
divided into multiple resource phases identified by the hospital.

Table 7 displays the average results for the different scenarios tested. The table shows the
costs relative to the deployment of the different resources (Zy

x with y = OR, SU , AN ,
RN , and OT ). Moreover, we display the incurred overtime (OT ), the makespan (Cmax),
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and the OR utilisation (ρ). The latter metrics are not explicitly included in the objective
function but are reported as consequence variables of the performed optimisation, which
are useful to assess the resource organisation. The makespan (Cmax) represents the time
between the OR opening hour and the closing time of the last room in use. Moreover, we
report the realised improvements of applying the proposed algorithm to the real-life case
study (∆Prf −GAIH,Manual), the benefits of splitting surgeries into multiple resource phases

(∆Prf −GAIH|S|>1,GAIH|S|=1
), and the required run times. Comparison of the schedules derived

manually (Manual) and the solutions composed via the proposed algorithm without splitting
(GAIH|S|=1) indicates that the proposed algorithm yields solutions with superior quality.

The percentage improvement (∆Prf −GAIH|S|=1,Manual) equals 4.3%, which is calculated based

on the overall objective (cf. eq. (1)). Benefits can be discerned for all resource costs, i.e.
the objective components, and the run time to compose the schedule (1192s). Involving the
resource organisation, we observe the automated approach leads to a slight increase in the
incurred overtime (OT ) and the makespan (Cmax), and the almost complete utilisation of
the budgeted OR time without having idle times between surgeries (ρ = 99.8%). Dividing
the duration of surgeries into multiple resource phases significantly improves resource costs
relative to surgeons, anaesthesiologists, RFA nurses, and incurred overtime. To realise these
cost decreases, the costs related to the opening of rooms is slightly increased and some idle
time is scheduled between some of the surgeries (ρ = 95.6%). The overall cost reduction
of splitting surgeries equals 28.0% (∆Prf −GAIH|S|>1,GAIH|S|=1

), whereas run times are rather

stable. The general metrics related to the resource organisation show reductions in the
amount of overtime (OT ) from 244 to 179 minutes and the makespan (Cmax) from 628 to
577 minutes. Hence, the results for real-life data confirm that dismissing surgeons or other
resources to start their next treatment before the current surgery is completed, lowers the
use of resources and associated costs and also improves secondary measures involving the
overtime and makespan.
Note that a benchmark of the proposed algorithm to MIP for these real-life instances confirms
earlier findings discussed in Section 5.3. The proposed GA significantly outperforms MIP,
for which a time limit has been imposed of 7200 seconds. Assuming surgeries can be divided
in multiple resource phases (|S| > 1), a feasible solution is obtained for only 11 out of 19
instances using MIP (FeasMIP=57.9%), whereas GA finds feasible solutions for all instances.
Moreover, for these instances for which a feasible solution has been yielded via MIP, returned
solutions record a substantially worse solution quality (∆Prf −GAIH,MIP = −21.3%), whereas
run times are significantly longer (TimeMIP = 6594s).

6 Conclusion

In this paper, we proposed a two-layer heuristic to solve the allocation scheduling problem
in OR theatres. The problem under study considers the splitting of surgeries into multiple
resource phases to improve resource efficiency and costs. The proposed procedure is able to
find high-quality solutions within an acceptable time span outperforming known optimisation
approaches. The contribution of this study is threefold. First, the definition of the multi-
stage OR scheduling problem under study is comprehensive and more general compared to
problems considered in closely related literature. The problem is identified as a flexible job-
shop scheduling problem, comprising multiple resource stages in the peri-operative surgery
stage and multiple resource types, more than only rooms and surgeons. The scheduling
involves not only patients with priority considerations but encompasses also a higher gran-
ularity with respect to the scheduling of individual resources and their detailed assignment
to surgeries. We have demonstrated the value of the defined problem in a real-life context,
and foremost of the splitting of surgeries into multiple resource stages, which increases the
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Table 7: Comparison of real-life scheduling practices to the proposed algorithm

x Manual GAIH|S|=1 GAIH|S|>1

Resource metrics

OT 207 244 179

Cmax 568 628 577

ρ 94.0% 99.8% 95.6%

Resource costs

ZOR
x 39848 36829 38771

ZSU
x 38940 38026 31526

ZAN
x 19924 17729 5222

ZRN
x 19924 17729 5222

ZOT
x 2085 1625 757

General

∆Prf −GAIH,Manual -4.3% -31.3%

∆Prf −GAIH|S|>1,GAIH|S|=1
-28.0%

T imex < 1 day 1192 1126

resource efficiency but also secondary performance measures like overtime and completion
time. Second, we propose a two-layer heuristic to devise patient and resource schedules
in a decomposed manner. In the first optimisation layer, only schedules for the operating
surgeons and rooms are constructed considering aggregated resource availability constraints
for the other resources, whereas the detailed schedules of the other resources are determined
in the second layer. The developed procedure relies on dedicated components to guide the
optimisation search, encompassing amongst other single-pass initialisation heuristics consid-
ering patient priorities to derive feasible schedules, and novel local search operators to find
improved neighbouring schedules. Third, the combinatorial optimisation algorithm embeds
a learning mechanism that predicts the feasibility of generated encodings to avoid the further
exploration of infeasible solutions in the search space. In this way, we improve the efficiency
of the meta-heuristic search and direct the optimisation search to promising regions of the
search space.

In future research, this study can be extended in multiple directions. The problem under
study relies on expected values relative to the duration of surgeries. The latter are typically
revised in an accurate manner the day before the operations by the operating surgeon.
Although, the planned outcome based on deterministic values provides valuable insights in
the duties of involved resources and patient sequence, it would be interesting to further
explore the proposed heuristic principles to develop a tractable solution approach for a
stochastic variant of the multi-stage surgery scheduling problem, which is most close to reality
and accounts for multiple (real-time) recourse decisions to mitigate the impact of incurred
disruptions due to operational variability, e.g., arrival of emergency patients and prolonged
duration of surgeries. Exploited principles seem to be most promising for a simulation-
optimisation heuristic or a scenario-based optimisation approach.
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