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Summary

Over the past decade, deep learning has emerged as a disruptive
technology that has achieved state-of-the-art performance on a
wide range of complex computer vision tasks, from image clas-
sification to object detection and segmentation. The success of
deep learning for computer vision can be attributed to its ability
to learn from visual data using deep neural networks. However, a
major challenge is that these deep neural networks require enor-
mous computational resources during training and inference.
State-of-the-art vision models contain millions of parameters and
require billions of floating point operations to process a single
input image.

This intense computational requirement makes deploying these
powerful AT models only possible on server-grade hardware plat-
forms which have large GPUs or TPUs. These requirements make
deployment problematic on embedded systems and edge devices
that have tight constraints related to memory, latency, power
consumption and heat dissipation. As deep learning matures
towards widespread real-world adoption, there is a crucial need
to develop techniques that can optimize large vision models to be
highly accurate yet compact and efficient enough to enable their
deployment on resource-constrained platforms. This has given
rise to a new field focusing specifically on research into resource-
efficient deep learning techniques tailored for computer vision
applications.

There are two main approaches towards efficient deep learning
models. The first one is to design compact neural networks,



which involves using neural network building blocks that can
efficiently use the available hardware. By carefully designing
the architecture of a neural network, it is possible to maintain
competitive accuracy with smaller networks. The other path
towards efficient deep learning is compression. This approach
starts from a pre-trained large model and slims it using tech-
niques such as pruning, quantization and knowledge distillation
while minimizing the loss in accuracy. In this dissertation, we
look at both of these approaches.

First, in chapter 2, we look at the design process of compact
neural networks. Designing an efficient computer vision model
for deployment on a certain targeted hardware platform requires
careful consideration of the building block used in the neural
network architecture. We propose a methodology to properly
evaluate and compare candidate building blocks as a preselec-
tion step for neural architecture search or manual design. Our
approach captures both the trade-off between accuracy and a
resource metric such as latency as well as the likelihood of finding
good-performing models with that building block. We use our
approach to analyze multiple variations of the popular MBConv
building block on multiple (mobile) hardware platforms. Our
findings confirm the need for a hardware-aware building block
selection method as the performance of a specific building block
varies significantly between hardware accelerators.

In the next two chapters, we look at model pruning techniques in
order to achieve efficient computer vision models. More specif-
ically, we first take a look at the vision transformer in chapter 3.
In recent years, the vision transformer architecture has become
the dominant architecture for state-of-the-art computer vision
models. While vision transformers are able to obtain impres-
sive accuracy, they also require prolonged training times and
larger datasets. This means that, in order to benefit from their
accuracy in downstream tasks and applications, the use of pre-
trained models has become essential. However, their adoption
on resource-constrained devices such as mobile and embedded
platforms remains limited due to the high computational cost.
As the computational cost of a vision transformer is quadratic
with respect to its inputs, we look at reducing the input tokens



it processes. We introduce Learned Thresholds token Merging
and Pruning (LTMP), an input token reduction approach which
combines token pruning, a technique that removes tokens, with
token merging, a technique that combines rather than discards
tokens. LTMP adds learnable thresholds that determine which
tokens to merge and which ones to prune in each block of the
vision transformer. We also introduce a budget-aware training
loss which allows us to reduce the floating point operations to any
required amount. As our method only introduces two learnable
parameters per transformer block, it is able to converge within
a single fine-tune epoch. This reduces the fine-tuning cost by
an order of magnitude compared to other learnable pruning ap-
proaches while achieving state-of-the-art accuracy.

Finally, in chapter 4 we look at a downstream computer vision
task, since most models deployed on mobile and embedded de-
vices have task-specific neural network components. In com-
puter vision, object detection is one of the most extensively stud-
ied and deployed downstream tasks. Object detection models
predict both the exact spatial location of each object in an image
as well as its class label. Most approaches towards efficient com-
puter vision models, however, have focused on reducing the com-
putational complexity of the backbone network. But as the com-
putational complexity in the backbone network keeps shrinking
through advances in efficient deep learning, the importance of
an efficient object detection head, in which anchors are used
to predict potential objects, increases. We, therefore, propose
an approach that reduces the object detection head in one-stage
anchor-based object detectors: anchor pruning. Pruning an-
chors results in both smaller models and a reduction in the post-
processing time required to go from the raw output of an object
detector to the final bounding box predictions. By using an ef-
fective search algorithm that identifies redundant anchors, we
are able to provide a Pareto frontier of object detection heads,
allowing model designers to trade accuracy for speed.

All approaches in this dissertation aim to provide model design-
ers with tools to trade accuracy for a smaller or faster model. Ulti-
mately the optimization goals depend on the final application and
hardware platform. By providing methodologies that provide



new approaches or better alternatives to existing approaches, we
aim to help practitioners bring advanced AI models to mobile and
embedded devices.

Vi



Samenvatting

In het afgelopen decennium heeft de technogolie gekend als deep
learning zich ontpopt als een baanbrekende technologie die on-
geévenaarde prestaties heeft geleverd voor een brede waaier aan
complexe computervisietaken, van beeldherkenning tot object-
detectie en segmentatie.

Het succes van deep learning voor computervisie kan worden
toegeschreven aan het feit dat deze technologie kan leren uit
visuele data met behulp van diepe neurale netwerken. Een grote
uitdaging is echter dat deze diepe neurale netwerken enorm veel
rekenkracht vereisen tijdens het trainen en toepassen. De al-
lernieuwste beeldherkenningsmodellen bevatten miljoenen pa-
rameters en vereisen miljarden berekeningen om één enkele in-
voerafbeelding te verwerken.

Deze hoge computationele kost maakt het inzetten van
deze slimme Al-modellen alleen mogelijk op krachtige
hardwareplatformen die GPU’s of TPU’s hebben. Dit maakt
het gebruik van Al-modellen moeilijk voor ingebedde en
mobiele systemen die strenge beperkingen hebben met
betrekking tot het geheugen, uitvoeringstijd, stroomverbruik
en warmteafvoer. Naarmate deep learning verder groeit in de
richting van wijdverspreide toepassing in de echte wereld, is er
een cruciale behoefte om technieken te ontwikkelen waarmee
grote computervisie modellen kunnen worden geoptimaliseerd
zodat ze zeer nauwkeurig zijn, maar toch compact en efficiént
genoeg om te kunnen worden ingezet op platformen met
beperkte middelen. Dit heeft geleid tot een nieuw veld dat zich
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specifiek richt op onderzoek naar reken-efficiénte deep learning-
technieken op maat voor computervisietoepassingen.

Er zijn twee verschillende aanpakken om tot efficiénte
deep learning modellen te komen. De eerste is het
ontwerpen van compacte neurale netwerken, waarbij neurale
netwerkbouwstenen worden gebruikt die efficiént gebruik
kunnen maken van de beschikbare hardware. @ Door de
architectuur van een neuraal netwerk zorgvuldig te ontwerpen, is
het mogelijk om een competitieve nauwkeurigheid te behouden
met kleinere netwerken. De andere weg naar efficiént deep
learning is compressie. Deze benadering gaat uit van een
kant-en-klaar groot model en slankt dit af met technieken als
pruning, kwantisatie en kennis overdracht, waarbij het verlies
in nauwkeurigheid wordt geminimaliseerd. In dit proefschrift
bekijken we beide benaderingen.

Eerst kijken we in hoofdstuk 2 naar het ontwerpproces van com-
pacte neurale netwerken. Het ontwerpen van een efficiént com-
putervisiemodel voor gebruik op een bepaald hardwareplatform
vereist een zorgvuldige beoordeling van de bouwsteen die wordt
gebruikt in de neurale netwerkarchitectuur. We stellen een me-
thodologie voor om kandidaatbouwstenen grondig te evalueren
en te vergelijken als voorselectiestap tijdens ontwerp van neurale
netwerken. Onze aanpak houdt rekening met zowel de afweging
tussen nauwkeurigheid en een hardware-metriek zoals uitvoe-
ringstijd alsook met de waarschijnlijkheid van het vinden van
goed presterende modellen met die bouwsteen. We gebruiken
onze aanpak om meerdere variaties van de populaire bouwsteen
MBConv te analyseren op meerdere (mobiele) hardwareplatfor-
men. Onze bevindingen bevestigen de noodzaak van een hard-
warebewuste selectiemethode voor bouwstenen, aangezien de
prestaties van een specifieke bouwsteen aanzienlijk verschillen
tussen hardwareacceleratoren.

In de volgende twee hoofdstukken kijken we naar snoeitechnie-
ken (ook wel gekend als pruning in de literatuur) om tot efficiénte
computervisie modellen te komen. Meer specifiek kijken we in
hoofdstuk 3 eerst naar de vision transformer. In de afgelopen jaren
is de vision transformer architectuur de dominante architectuur
geworden voor geavanceeerde computervisie modellen. Hoewel
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vision transformers een indrukwekkende nauwkeurigheid kun-
nen bereiken, vereisen ze ook langere trainingstijden en grotere
datasets. Dit betekent dat, om te profiteren van hun nauwkeu-
righeid in verdergaande taken en toepassingen, het gebruik van
voorgetrainde modellen essentieel is geworden. De toepassing
op apparaten met beperkte rekenkracht, zoals mobiele en em-
bedded systemen, blijft echter beperkt vanwege de hoge com-
putationele kosten. Aangezien de benodigde rekenkracht van
een vision transformer kwadratisch is ten opzichte van zijn in-
voer, kijken we naar het verminderen van de invoer paketten
of tokens die het verwerkt. We introduceren Learned Thresholds
token Merging and Pruning (LTMP), een aanpak voor tokenreduc-
tie die tokenpruning, een techniek die tokens verwijdert, com-
bineert met tokenmerging, een techniek die tokens combineert
in plaats van weggooit. LTMP voegt leerbare drempelwaarden
toe die bepalen welke tokens moeten worden samengevoegd en
welke moeten worden verwijderd in elk blok van de vision trans-
former. We introduceren ook een budgetbewuste trainingsfunc-
tie waarmee we de benodigde rekenkracht tot iedere gewenste
waarde kunnen terugbrengen. Omdat onze methode slechts twee
leerbare parameters per transformerblok introduceert, kan deze
convergeren binnen één iteratie over de data tijdens het aanle-
ren. Dit verlaagt de kosten voor het leren met een grootteorde
in vergelijking met andere leerbare benaderingen voor pruning,
terwijl een zeer hoge nauwkeurigheid wordt bereikt.

Tot slot kijken we in hoofdstuk 4 naar een afgeleide
computervisietaak, aangezien de meeste modellen die worden
ingezet op mobiele en embedded apparaten taakspecifieke
neurale netwerkcomponenten hebben. In computervisie
is objectdetectie een van de meest uitgebreid bestudeerde
en toegepaste taken.  Objectdetectiemodellen voorspellen
zowel de exacte ruimtelijke locatie van elk object in een
afbeelding als het label van de klasse. De meeste benaderingen
voor efficiénte computervisiemodellen hebben =zich echter
gericht op het verminderen van de rekencomplexiteit van het
backbone-netwerk. Maar omdat de rekencomplexiteit in het
backbonenetwerk blijft krimpen door vooruitgang in efficiént
deep learning, wordt het belang van een efficiénte objectdetectie
module, waarin ankers worden gebruikt om potenti€le objecten



te voorspellen, steeds groter. Daarom stellen we een aanpak
voor die de objectdetectie module verkleint in ankergebaseerde
objectdetectie modellen: anker pruning. Het prunen/snoeien van
ankers leidt tot zowel kleinere modellen als een vermindering
van de naverwerkingstijd die nodig is om van de ruwe uitvoer
van een objectdetector te komen tot de uiteindelijke locatie-
voorspellingen. Door een effectief zoekalgoritme te gebruiken
dat overbodige ankergeneratoren identificeert, kunnen we een
Pareto frontier van objectdetectiekoppen bieden, waardoor
modelontwerpers nauwkeurigheid kunnen inruilen voor
snelheid.

Alle methodes in dit proefschrift zijn erop gericht om modelont-
werpers hulpmiddelen te bieden om accuraatheid in te ruilen
voor een kleiner of sneller model. Uiteindelijk zijn de optima-
lisatiedoelen afhankelijk van de eindapplicatie en het hardware-
platform. Door methodes aan te reiken die nieuwe benaderin-
gen of betere alternatieven voor bestaande benaderingen bieden,
willen we ontwerpers van deep learning applicaties helpen om
geavanceerde Al modellen naar mobiele en embedded apparaten
te brengen.
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Introduction

1.1 Deep Learning and Computer Vision

Deep Learning (DL), a machine learning (ML) subfield that uti-
lizes neural networks with multiple layers, has been the domi-
nant paradigm in artificial intelligence (AI) for the past decade.
The start of this deep learning revolution is often attributed to
Alexnet (Krizhevsky, Sutskever, and Hinton 2012). In 2012, a
team from the university of Toronto submitted a deep convo-
lutional neural network (CNN) named AlexNet to the ImageNet
competition (J. Deng et al. 2009), a challenge in which competi-
tors had to classify images across 1,000 categories. AlexNet dom-
inated the competition that year with an improvement of 10.8
percentage points in the top-5accuracy over the runner-up. Since
then, deep learning has become the de facto approach to various
tasks and achieved state-of-the-art performance in numerous do-
mains.

One of the domains revolutionized by deep learning is computer
vision. Computer vision is a subfield of AI that focuses on en-
abling computers and machines to interpret and understand vi-
sual information from digital images, video or other visual in-
puts. It involves developing algorithms and techniques to ex-
tract meaningful information, recognize patterns, and derive in-
sights from visual data. Computer vision encompasses a wide
range of tasks, including image classification, object detection
and tracking, semantic segmentation, image synthesis, scene un-
derstanding, visual scene reconstruction, etc. Computer vision
applications aim to enable computers to perceive, interpret, and
comprehend the visual world, enabling new applications in fields
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such as autonomous systems, robotics, healthcare, surveillance,
augmented reality, and human-computer interaction.

Since Alexnet won the ImageNet image classification challenge,
the computer vision community has adopted deep learning ap-
proaches across a wide range of tasks. Since then CNNs (LeCun et
al. 1998) have been successfully applied to object detection (Gir-
shick et al. 2014; Girshick 2015), object tracking (Chu et al. 2017),
semantic segmentation (Girshick et al. 2014), instance segmenta-
tion (He et al. 2017), human pose estimation (Toshev and Szegedy
2014), monocular depth estimation (Eigen, Puhrsch, and Fergus
2014), facial recognition (Sun, Wang, and Tang 2014), and many
more.

While the deep learning era in computer vision started with CNNs
based neural networks, in recent years a new dominant archi-
tecture has arrived: the transformer architecture (Vaswani et
al. 2017). Similarly to CNNs this architecture has pushed the
limits in a wide range of vision tasks (Zheng et al. 2021; Kirillov et
al. 2023; Meinhardt et al. 2022; Chen et al. 2022). In this disserta-
tion, we look at resource-efficient approaches for both CNN- and
transformer-based network architectures.

1.2 Motivation

Over the past decade, deep learning models have undergone sig-
nificant advancement, becoming both bigger and better in terms
of performance and accuracy. Since AlexNet, the boundaries
of deep learning have been pushed by increasingly larger ar-
chitectures such as VGG (Simonyan and Zisserman 2014a), In-
ception (Szegedy et al. 2015), ResNet (He et al. 2016), ResNeXt
(Xie et al. 2017), EfficientNet (Tan and Le 2019), ViT (Dosovitskiy
et al. 2021), Swin Transformer (Ze Liu et al. 2021), ConvNeXt
(Zhuang Liu et al. 2022), MaxViT (Tu et al. 2022), etc. In Figure 1.1,
we show the accuracy (evaluated on the ImageNet-1k classifica-
tion benchmark) and the computational complexity measured in
floating point operations (FLOPs) and the number of parameters
of these models. As can be seen, the accuracy of deep learn-
ing models has increased over the years. These advances can
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be attributed to the increase in network complexity, number of
parameters and the amount of training data and iterations used
in the training process. For instance, ViT-L/16 has 305 million
parameters, requires 191 GFLOPs for a single pass through the
network and was trained for 16,000 TPU hours.
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Figure1.1 ImageNet-1k test-set classification results for various
computer vision deep learning models. Deep learning has pro-
gressed towards bigger and better models over the years.

While these models achieve state-of-the-art performance,
their computational complexity requires high-end Graphics
Processing Units (GPUs) or Tensor Processing Units (TPUs)
and are therefore usually deployed in cloud-based solutions.
Cloud-based deep learning requires data transmission from the
edge device that captures the image or video inputs to the cloud.
This requires significant bandwidth and introduces latency,
which can be detrimental in real-time applications or scenarios
with limited network connectivity.

As an alternative, Edge-AI aims to address the limitations posed
by cloud-based deep learning by bringing the computational
power and intelligence closer to the input sensors themselves.
By deploying deep learning models directly on the edge devices,
such as smartphones, Internet of Things (IoT) devices, or
embedded systems, it reduces the need for constant data
transmission to the cloud. This approach offers several
advantages, including reduced latency, improved privacy and
security, and lower energy consumption (Zhou et al. 2019).
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One of the key advantages of Edge-Al is the ability to perform
real-time inference and decision-making directly on the edge de-
vice. This is particularly important in applications that require
immediate responses, such as autonomous vehicles, robotics, or
surveillance systems. By eliminating the round-trip latency as-
sociated with cloud-based solutions, Edge-AlI enables faster and
more efficient processing of data, leading to improved respon-
siveness and overall system performance.

Moreover, Edge-Al also addresses the concerns related to limited
network connectivity. In scenarios where the edge device op-
erates in remote or resource-constrained environments, relying
on cloud-based solutions may not be feasible. Deploying deep
learning models on the edge device itself eliminates the depen-
dence on continuous network connectivity, making it suitable for
applications in areas with intermittent or unreliable internet ac-
cess. Another benefit of processing data locally is that it ensures
privacy, as there is no need for the data to leave the embedded
edge device.

1.3 Efficient Deep Learning

As shown in Section 1.2, most of the models in deep learning
that are designed to target state-of-the-art accuracy are either too
large or require a high number of floating-point operations, mak-
ing them impractical for deployment on edge devices. In order
to deploy models on edge devices, there need to be compact deep
learning models that require fewer computational resources and
are smaller in size.

The development of efficient deep learning models is driven by
the need to deploy neural network architectures effectively on
resource-constrained devices. In this context, the focus lies on
creating models that can perform inference efficiently, taking
into account the limitations imposed by edge computing environ-
ments.

When considering deep learning models at the edge, several fac-
tors become critical in determining their efficiency. These fac-
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tors commonly include the number of parameters in a model,
the model’s disk size, its memory footprint during inference, in-
ference latency, and energy consumption. Each of these factors
plays a crucial role in ensuring that deep learning models can
operate optimally within the constraints of edge devices.

Itis important to note that the specific properties such as memory
and throughput of deep learning hardware at the edge can vary
across different hardware vendors. Consequently, compact deep
learning models are rarely designed for one specific hardware
configuration. Instead, the focus is on creating models with sig-
nificantly lower numbers of parameters and FLOPs. In order
to satisfy the resource requirements of a broad range of edge
devices, these models are often released in different versions of
varying sizes.

Irrespective of the optimization goals, the ultimate aim is to
achieve near Pareto-optimality, which refers to coming close
to the set of choices that cannot be improved upon without
degrading at least one of the objective functions (Miettinen
1999). Since the true Pareto-optimal front is often unknown in
real-world machine learning problems, the solutions found by
multiobjective optimization algorithms are loosely called Pareto-
optimal (Jin and Sendhoff 2008). This means that any chosen
model should represent a good trade-off solution considering
the specific requirements and constraints. The collection of
Pareto-optimal models is called the Pareto frontier.

As an illustration, Figure 1.2 displays a Pareto-frontier for the
accuracy/FLOPs trade-off. By striving for Pareto-optimality, we
ensure that the selected model is optimal in terms of the trade-
offs we prioritize, resulting in efficient and effective deep learn-
ing solutions at the edge.

1.4 Landscape of Efficient Deep Learning

There are two main approaches to achieve computationally effi-
cient deep neural networks:
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Figure 1.2 Pareto frontier: the green dots represent Pareto-
optimal models, which perform better than any of the non-
optimal models (red dots) given the same accuracy or FLOPs.
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Compact network architecture design. One approach
to improving the efficiency of deep neural networks is
through the design of compact network architectures. This
involves exploring various architectural choices such as
reducing the number of layers, using skip connections,
or employing parameter sharing techniques. By carefully
designing the network architecture, researchers aim
to strike a balance between model complexity and
performance, resulting in more efficient models that
require fewer computational resources while maintaining
competitive accuracy.

Compressing existing models. Another strategy for
achieving efficient deep learning is through model
compression. This approach focuses on reducing the size
of pre-trained models without significantly sacrificing their
performance. Techniques such as quantization, pruning,
and knowledge distillation are commonly employed to
compress deep neural networks.
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1.4.1 Compact network architecture design

The first research direction to achieve compact neural networks
for computer vision was to manually design new efficient neu-
ral network architectures. One of the pioneering works in this
area was MobileNet (Howard et al. 2017). MobileNet used an
alternative neural network building block to the standard con-
volutional layer by introducing a more computationally efficient
alternative: the depthwise separable convolution. Compared to
AlexNet, which sparked the start of the deep learning revolu-
tion, MobileNetV1-0.5 achieved 4% better accuracy while being
45 times smaller and requiring 9.4 times less compute. Since Mo-
bileNet, many different efficient operations and neural network
building blocks have been proposed, such as group convolutions
(Xie et al. 2017), channel shuffle (Xiangyu Zhang et al. 2018; Ma
et al. 2018), channel attention (Hu, Shen, and Sun 2018), etc.
In addition to the manual design of efficient components for
compact neural networks, research also shifted towards neural
architecture search (NAS). NAS automates the process of search-
ing for the best trade-offs of hyperparameters in neural network
design. This includes factors like the number of layers, channel
width, kernel size, etc., which can be computationally intensive
to search for manually.

Along this line of research, we present in Chapter 2 an approach
to evaluate building blocks for neural networks in computer vi-
sion that are used in compact network design for mobile and
embedded platforms.

1.4.2 Model compression

Model compression techniques offer another promising direc-
tion for achieving efficient deep learning models that can be
deployed on edge devices. Designing compact network architec-
tures from scratch can be time consuming and computationally
demanding, compressing existing large pretrained models pro-
vides an alternative approach to improve efficiency and adapt-
ability for resource-constrained devices. One notable advantage
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of compression techniques is that they build upon models al-
ready known to achieve high accuracy. The primary objective
of compression is to reduce the computational cost, latency, en-
ergy consumption, or other computational requirement needed
for deployment on a specific hardware platform with minimal
sacrifice in accuracy.

These compression methods can roughly be divided into three
categories: (1) quantization methods aim to reduce the precision
of floating-point numbers, typically from the standard 32-bit for-
mat to a lower bit width, effectively decreasing the memory and
computational requirements, (2) pruning methods selectively re-
move the least important components of a network, such as neu-
rons or connections, to reduce model complexity and eliminate
redundancy, and (3) distillation techniques enhance the perfor-
mance of compressed networks by training them to mimic the
output of larger, more complex models, leveraging knowledge
transfer to maintain accuracy while reducing computational de-
mands.

Quantization

The weights and activations of most neural networks are
represented as 32-bit floating point values.  Quantization
is an approach that reduces the precision for the weights
and activations by quantizing them to a lower-precision
representation such as 16, 8 or 4 bit. Quantization improves
the efficiency of deep learning models in multiple ways: It
reduces the size of the model, improves the latency on hardware
platforms that support lower-bit arithmetics and improves
energy efficiency (Jacob et al. 2018). Many deep learning
hardware accelerators such as NVIDIA (embedded) GPUs
support fast processing of low-precision arithmetic. Research
from Lin 2019 showed that inference speed of INT8 quantized
version of popular computer vision networks such as ResNet50,
VGG-19, and InceptionV3 could achieve a 3.89x, 3.32x, and
5.02x speedup on an NVIDIA GTX 1080 compared to traditional
FP32 operations. Further benchmarking by Salvator et al. 2019

10
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shows that INT4 inference of ResNet 50 provides an additional
50-60% speedup on NVIDIA RTX GPUs.

The easiest way to apply quantization is by applying post-
training quantization (PTQ). PTQ techniques range from
simple approaches such as uniform symmetric quantization
(Krishnamoorthi 2018) and asymmetric min/max quantization
(Jacob et al. 2018) to methods such as ACIQ that analytically
compute the optimal clipping range and bit-width settings per
channel in CNNs (Banner, Nahshan, and Soudry 2019).

While quantization can significantly reduce latency and model
size, PTQ often comes at the cost of accuracy degradation. The
loss of accuracy in quantization arises from the fact that low-
precision representations can introduce quantization errors that
accumulate throughout the network, leading to deviations from
the original high-precision values. A popular approach to reduce
the accuracy degradation is by applying quantization aware train-
ing (QAT). QAT retrains or fine-tunes the model with the new
quantized weights. Usually, this means that the forward pass is
performed on the quantized values, while the backwards pass
uses the full-precision values such that near-zero gradients do
not get clipped. Popular QAT approaches include PACT (Choi et
al. 2018), QIL (Jung et al. 2019), and LSQ (Esser et al. 2019; Bhalgat
et al. 2020).

For a comprehensive overview of quantization approaches for
neural networks, we recommend interested readers refer to the
survey conducted by Gholami et al. 2021.

Pruning

Most deep learning models are inherently overparameterized,
characterized by an excessive number of weights in the neural
network that are often redundant. These redundant parameters
contribute little to the network’s overall performance, leading
to increased memory requirements during training and longer
inference times during deployment. Pruning techniques have
emerged as a powerful approach to address this issue and effi-
ciently optimize deep learning models.

11
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The primary objective of pruning is to identify and remove parts
of the neural network that can be eliminated without causing
a significant drop in performance. By reducing the number of
parameters, pruning effectively streamlines the model, leading
to improved efficiency in terms of memory consumption and
computational resources.

Pruning approaches can generally be categorized into two main
types: unstructured and structured pruning. On the one hand,
unstructured pruning targets individual weights within the net-
work, allowing for a fine-grained removal of redundant weights
(LeCun, Denker, and Solla 1989; Han et al. 2015). But while un-
structured pruning can lead to higher compression rates, it may
result in irregular weight patterns, making it more challenging
to deploy efficiently on hardware platforms, often requiring spe-
cialized accelerators that can benefit from unstructured pruning
(Shijin Zhang et al. 2016). In structured pruning, on the other
hand, entire convolution filter channels or layers are selected and
pruned from the model (H. Li et al. 2016; Yang, Chen, and Sze
2017). This method ensures that the network’s weights can still be
represented as matrices, albeit of a smaller size, making it more
straightforward to implement on hardware accelerators.

While unstructured versus structured deals with where to prune,
another important aspect of pruning is what to prune. One of
the first proposed approaches is to prune based on the magni-
tude of the model’s weights or gradients (LeCun, Denker, and
Solla 1989; Han et al. 2015; Guo, Yao, and Chen 2016). More
recent approaches include incremental regularization pruning
(H. Wang et al. 2019) and energy-based pruning (Yang, Chen,
and Sze 2017). In general, pruning research follows the same
evolution as the broader deep learning research field. As new
neural network architectures are proposed, they eventually lead
to pruning algorithms specifically designed for them.

Along this line of research, we present in Chapter 3 a pruning
approach for vision transformers and in Chapter 4 a pruning ap-
proach that introduces anchor pruning for anchor-based object
detectors.

12
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Knowledge Distillation

Knowledge distillation is a model compression technique that
leverages the knowledge contained in a large pre-trained teacher
model to train a more compact student model. The technique was
popularised by Hinton, Vinyals, and Dean 2015 but originally pro-
posed in Bucilua, Caruana, and Niculescu-Mizil 2006. The knowl-
edge transfer is accomplished by training the smaller student net-
work to mimic the outputs of the teacher network instead of the
ground truth labels of the training data. In practice, this is done
by minimizing a loss function in which the target is the softmax
output of the teacher model. However, most teacher models out-
put probability distribution outputs where the correct class has a
very high probability and all other classes are near zero. As this
does not provide much additional information over the ground
truth labels, most knowledge distillation approaches work with a
softmax with temperature scaling, i.e. the probability p; of class
exp(%)
> exp(2)
is the temperature hyperparameter. While the first approaches
focused on distilling the knowledge from the logits of the teacher
to the student, more recent knowledge distillation approaches
leverage information from activations or weights from interme-
diate layers (Romero et al. 2014; Zagoruyko and Komodakis 2016;
Huang and Wang 2017; Heo et al. 2019; Ahn et al. 2019).

i is calculated from the logits z as p; = , and where 7

For a comprehensive overview of knowledge distillation
approaches, we recommend interested readers refer to the
survey conducted by Gou et al. 2021.

1.5 Research contributions and overview of this
dissertation

All chapters in this doctoral dissertation except for this introduc-
tion and the conclusion are based on journal publications. Each
of the following chapters introduces a different approach towards
efficient deep learning models for computer vision applications.

13
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Relevant background knowledge is included in each chapter sep-
arately.

Chapter 2: Hardware-aware Mobile Building Block Evaluation

In this chapter, we propose a methodology to accurately
evaluate and compare the performance of efficient neural
network building blocks for computer vision in a hardware-
aware manner. Our comparison uses Pareto frontiers based
on randomly sampled networks from a design space to capture
the underlying accuracy/complexity trade-offs. We show that
our approach matches the information obtained by previous
comparison paradigms while providing more insights into the
relationship between hardware cost and accuracy. We use our
methodology to analyze different building blocks and evaluate
their performance on a range of embedded hardware platforms.
This highlights the importance of benchmarking building blocks
as a preselection step in the design process of a neural network.
We show that choosing the right building block can speed up
inference by up to a factor of two on specific hardware Al
accelerators.

Chapter 3: Learned Threshold Token Merging and Pruning for
Vision Transformers

Vision transformers have demonstrated remarkable success in
a wide range of computer vision tasks over the last years; how-
ever, their high computational cost remains a significant barrier
to their practical deployment. In particular, the complexity of
transformer models is quadratic with respect to the number of
input tokens. Therefore techniques that reduce the number of
input tokens that need to be processed have been proposed. This
chapter introduces Learned Thresholds token Merging and Prun-
ing (LTMP), a novel approach that leverages the strengths of both
token merging and token pruning. LTMP uses learned threshold
masking modules that dynamically determine which tokens to
merge and which to prune. Our results demonstrate that LTMP
achieves state-of-the-art accuracy on ImageNet across various
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reduction rates while requiring only a single fine-tuning epoch,
which is an order of magnitude faster than previous methods.

Chapter 4: Anchor Pruning for Object Detection

This chapter proposes anchor pruning for object detection in
one-stage anchor-based detectors. While pruning techniques are
widely used to reduce the computational cost of neural networks,
they tend to focus on optimizing the backbone networks where
often most computations are. In this chapter, we demonstrate
an additional pruning technique, specifically for object detec-
tion: anchor pruning. With more efficient backbone networks
and a growing trend of deploying object detectors on embedded
systems where post-processing steps such as non-maximum sup-
pression can be a bottleneck, the impact of the anchors used in
the detection head is becoming increasingly important. We show
that many anchors in the object detection head can be removed
without any loss in accuracy. With additional retraining, anchor
pruning can even lead to improved accuracy. Extensive exper-
iments on SSD and MS COCO show that the detection head can
be made up to 43% more efficient while simultaneously increas-
ing accuracy. Further experiments on RetinaNet show that the
entire model can be compressed by 44% while only losing 1.8%
accuracy which is 3x better compression and 4.1% better accu-
racy than the default way of scaling anchors. We also tested on
SSDLite and PASCAL VOC to show the general effectiveness of our
approach. We also introduce overanchorized models that can be
used together with anchor pruning to eliminate hyperparameters
related to the initial shape of anchors.
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2.1 Introduction

As stated in the Introduction, the growing computational cost of
modern computer vision deep learning models and the desire
to use these powerful models on mobile and embedded devices
has accelerated research regarding the design of computationally
efficient neural networks that are optimized for deployment on
resource-constrained edge devices.

Over the years, many computationally efficient neural networks
for mobile deployment have been designed. Early work on effi-
cient models for computer vision was carried out by manually
designing networks. Their design process focused mainly on
optimising the multi-layer convolutional building blocks that are
repeated multiple times in the network structure, in order to
make them hardware efficient.

These hand-crafted architectures, often introducing new mobile
building blocks, were crucial in achieving state-of-the-art accu-
racy while conforming to the computational limits of embedded
and mobile devices. However, such models offered only a limited
range of configurations, e.g. four predefined variations for differ-
ent model sizes. This inherent inflexibility posed substantial con-
straints on their adaptability across diverse tasks and use cases,
highlighting the need for a more dynamic, adaptive approach to
network design.
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Definitions: Building blocks, models, model families, and design
spaces

A neural network building block is a structured group of opera-
tions that is repeated throughout the architecture. For example,
the architecture of MobileNetV1 consists of multiple consecutive
repetitions of depthwise separable convolutions, in other words:
the depthwise separable convolution is its building block.

In the literature, the terminology regarding the definition of
models and networks is rather ambiguous. Often a network
or model refers to a specific, fully defined, neural network.
However, sometimes a network or model refers to any model
that follows the design of the paper that introduced the network
architecture. =~ To make this more concrete: MobileNetV2
can refer to the specific base architecture as defined in
Sandler et al. 2018 and which you can use in a popular deep
learning framework such as PyTorch by calling torchvision
< .models.mobilenet_v2(pretrained=True), but it can also refer
more generally to all variations of the base architecture, as
MobileNetV2 is defined up to a width multiplier (e.g in PyTorch
a MobileNetV2 network can be defined more generally by

torchvision.models.mobilenet_v2(width_mu1t=width_mu1tiplier))

In this dissertation, we will use a different terminology for the
more general definition of models and networks: We define a
model family as a collection of related neural network models
that share some set of high-level architectural design principles.
These can range from very high-level principles, e.g. the convo-
lutional model family is any network that uses some kind of con-
volutional layer, to very specific principles, e.g. the EfficientNet
model family fully defines the specific layers to use up to a scaling
parameter that captures the relation between the depth, width
and input resolution of the network (Tan and Le 2019).

Related to this is the definition of a design space. A design space
is a concrete set of architectures that can be instantiated from a
model family. A design space consists of two components: (1) a
parameterization of a model family, such that specifying a set of
model hyperparameters fully defines a network instantiation and
(2) a set of allowable values for each hyperparameter.
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The task of designing a neural network to run on a specific target
platform with a specified latency constraint is complex. This
stems from the numerous and interlinked decisions that must
be made during the design process. From the selection of the
building blocks and the optimization of the hyperparameters to
the fine-tuning of the model’s capacity, each choice is a delicate
balancing act between accuracy and the computational cost. The
complexity of this task requires a more efficient, automated pro-
cess of network design that goes beyond what typically can be
achieved by manually designing networks.

The design process, therefore, shifted towards neural
architecture search (NAS) to find new state-of-the-art efficient
models. NAS techniques remove the burden of manual design
by automating the search for architectures that achieve high
accuracy. Given that efficient models are predominantly targeted
at mobile and embedded platforms, which are frequently
resource-constrained, NAS also evolved to optimize within
these constraints. This extension, called hardware-aware NAS,
incorporates these constraints into the search, which enables
the finding of optimal models for specific target platforms
(Stamoulis et al. 2019; Tan et al. 2019; B. Wu et al. 2019; Guo
et al. 2020a; Gu et al. 2021).

However, the effectiveness of NAS is accompanied by the consid-
erable computational costs associated with training and evaluat-
ing numerous candidate networks. As such, an extensive NAS ap-
proach is only feasible when substantial budgets can be allocated
to computing resources. To circumvent this, the search space of
current NAS methods is typically constrained using techniques
such as parameter sharing (Pham et al. 2018; Guo et al. 2020b; B.
Wu et al. 2021; M. Chen et al. 2021). This strategy, often referred
to as one-shot NAS, amortizes the training cost of all networks
in the search space by concurrently training all potential archi-
tectures within a large supernet, reducing the cost of NAS by up
to three orders of magnitude (H. Cai et al. 2019). Typically, one-
shot NAS approaches employ a fixed building block as the basis
of their search space. From this building block, a supernet is
constructed, and the subsequent search focuses on identifying
optimal sub-networks within this space. Key architectural pa-
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rameters, such as network depth, width, and kernel filter sizes,
are systematically varied to explore diverse architectural config-
urations within the supernet. The selection of the layer structure
of the building block itself is largely guided by the prevailing
literature, established practice, or previous experience.

Though hardware-aware NAS is a thriving field of research, the
primary focus tends to be on enhancing the efficiency of the
search process. In order to benchmark their advancements,
most NAS studies utilize the same building block to construct
networks for comparison. However, as we will demonstrate
in this chapter, the relative efficiency of a neural network
depends on multiple factors: the chosen building block of the
architecture, the targeted hardware platform, and the desired
latency or accuracy. This implies that a genuinely hardware-
aware network design approach necessitates a hardware-aware
building block selection process as a preliminary step before
finalizing the full network architecture, whether through manual
design or neural architecture search.

To establish a more systematic approach to designing networks,
Radosavovic et al. 2019 introduced a comparison paradigm
premised on empirically sampled distribution estimates. While
their follow-up study in Radosavovic et al. 2020 demonstrated
the utility of this paradigm in optimizing a neural network
design space, it did not account for the trade-off between the
accuracy of a model family and the hardware cost for running a
model. However, as we will show in this chapter, this trade-off
provides invaluable insights. The optimal design choice can shift
depending on the desired accuracy or latency or when deploying
on a different embedded platform.

In this chapter, we introduce our novel methodology to evalu-
ate and compare the performance of efficient network building
blocks for computer vision in a hardware-aware manner. Much
like the approach described in Radosavovic et al. 2019, which
until now has been the dominant paradigm to compare design
spaces, we use a sampled approach to pre-estimate the potential
performance of a model family.

However, our methodology goes beyond performance estima-
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tion. Rather than focusing only on the accuracy of a model fam-
ily, we propose an extension based on a sampled estimate of
the Pareto frontier. This extension highlights the trade-off be-
tween accuracy and complexity, presenting a more nuanced un-
derstanding of the model’s performance capabilities. This allows
us to account for not just model accuracy but also its efficiency
and fit to the specific resource constraints of the hardware plat-
form, thereby enabling more informed and effective decisions in
the network design process.

2.2 Background: Model comparison paradigms

2.2.1 Curve estimates

In order to compare the efficiency of their proposed model fam-
ilies, most studies utilize curve estimates that show the trade-
off between accuracy and a model complexity metric, such as
FLOPs or inference latency. These metrics are assessed across
predefined model variants within a model family. The result-
ing plots offer practitioners valuable insights into the trade-offs
between accuracy and complexity, enabling them to make in-
formed choices for their design constraints. Figure 2.1 illustrates
the use of curve estimates for comparison of various compact
network model families.

However, this curve estimate comparative approach is not with-
out its shortcomings. Most papers only use a handful of prede-
fined model variants. Typically, these variants differ in only one
design parameter, such as input resolution or a custom width
multiplier. Consequently, this approach fails to offer a compre-
hensive view of the model family’s potential.

For instance, if one wishes to choose between different model
families in another complexity spectrum, or wants to ascertain
the effects of other complexity scaling hyperparameters, curve
estimates fall short. They provide no straightforward mecha-
nism to extend the comparative framework beyond the limited
set of predefined model variants, restricting their utility to design
hardware-specific variants.
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Figure2.1 Performance curve estimates for MobileNetV1, Shuf-
fleNetV1, MobileNetV2 and ShuffleNetV2 on the ImageNet-1k
classification task.

2.2.2 Empirical Distribution Functions

To make a robust analysis of a model family over a wide range
of network hyperparameters, Radosavovic et al. 2019 introduced
a new methodology: comparing model families using empirical
distribution estimates. Instead of comparing handpicked vari-
ants of a network, they sample from a design space that parame-
terizes a network family over a wide range of network parameters
and train the variants to collect accuracy metrics, which can be
compared using empirical distribution functions (EDF). Let 1 be
the indicator function, for a set of n models with errors e;, the
error EDF is defined as:

F(e) = iiwil[ei <] (2.1)
i=1

F(e) gives the fraction of models with error less than e, with
normalizing factor w to control for model complexity. The error
EDF is normalized such that it factors out confounding effects
of differences in the computational complexity of model distri-
butions, i.e. without this normalization, a model family that on
average produces larger networks and therefore more accurate
networks would have a better error EDF. To normalize the error
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EDF of sets of n models, the weights w; are assigned to each model
such that > w; = 1 and such that for two model sets that are
compared C1(c) =~ Cs(c) for all ¢ in a given complexity range
where

Cle) = % S wille; < o 2.2)
=1

In practice, this is achieved by setting the weights for the model
sets such that their complexity distributions are uniform and
span the same range. This is done by binning the complexity
range into k bins and setting the weights of each of the m; models
with a complexity value that corresponds to bin j to w; = —.

Once such weights are established, differences in the normalized
EDF F' between model families cannot stem from potential differ-
ences in the model complexity distributions.

Examining the error distribution of a design space tells a more
complete story beyond the lowest achievable error. It allows for
analyzing how likely it is to find a model under a certain error
value while accounting for the influence of the model’s complex-
ity. Given multiple network design spaces, it is beneficial to
choose the design space that not only possesses a sufficient num-
ber of best networks but, more critically, features a high density
of good networks. But while this approach enables comparison of
entire model families and has been shown to be a valuable tool to
create better design spaces (Radosavovic et al. 2020), the metric
can not capture differences in the accuracy/complexity trade-offs
between different model families.

Figure 2.2 illustrates the normalized empirical distributions of
the NASNet, Amoeba, PNAS, ENAS, and DARTS (NAS) families
on the ImageNet 1k test set, where “Error | Complexity metric”
denotes the complexity metric that is used to normalize the error
EDF and error is defined as 1 — accuracy, with the accuracy being
the standard top-1 accuracy.
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Figure 2.2 Normalized error EDF for the NASNet, Amoeba,
PNAS, ENAS, and DARTS (NAS) families on the ImageNet-1k clas-
sification task.

2.3 Related work

2.3.1 Compact model design

Early work on efficient models for computer vision was carried
out by manually designing networks. MobileNetV1 (Howard et
al. 2017) and its introduction of depthwise separable convolutions
stimulated the beginning of a research field focused on the design
of efficient vision models that can be deployed on embedded and
mobile platforms. Subsequently, improved model architectures
were released: MobileNetV2 (Sandler et al. 2018) added inverted
residuals and inverted bottlenecks and MobileNetV3 (Howard
et al. 2019) expanded this further by adding a squeeze-and-
excitation module (Hu, Shen, and Sun 2018) to the bottleneck
structure. Apart from the MobileNet family, other families
of efficient models such as the ShuffleNets (Xiangyu Zhang
etal. 2018; Ma et al. 2018) which are based on group convolutions
and a shuffle operator, were designed.

However, as stated in the introduction of this chapter, the design
process of efficient machine learning models shifted towards
(hardware-aware) NAS. NAS algorithms have revolutionized
the field by enabling the discovery of novel and efficient deep
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learning models by leveraging techniques such as reinforcement
learning (Zoph and Le 2016), evolutionary algorithms (Real
et al. 2019), or gradient-based optimization (Liu, Simonyan,
and Yang 2018). Networks optimized with NAS have repeatedly
demonstrated superior performance over their manually
designed counterparts (Liu, Simonyan, and Yang 2018; C. Liu
et al. 2018; Real et al. 2019; Pham et al. 2018; B. Wu et al. 2021).
Hardware-aware NAS even incorporates the computational
requirements for deployment on resource-constrained devices
into the search, which enables the finding of optimal models for
specific target platforms (Stamoulis et al. 2019; Tan et al. 2019,
B. Wu et al. 2019; Guo et al. 2020a; Gu et al. 2021).

2.3.2 Model evaluation on hardware platforms

There have been many approaches to measure and predict the
resource costs such as latency, throughput and energy consump-
tion of a neural network on specific hardware accelerators.

One class of techniques directly profiles the model on the phys-
ical target hardware platform to measure the true runtime per-
formance (Lai, Suda, and Chandra 2018). While profiling pro-
vides accurate metrics, it requires obtaining the hardware and
inference runtime which is not always feasible. Analytical cost
models (Wu, Emer, and Sze 2019; Mei et al. 2021) are another ap-
proach that predicts performance based on modelling the hard-
ware architecture and analyzing the hardware model characteris-
tics like the neural network layer dimension, hardware memory
hierarchy, the number of processing elements on the accelera-
tor, etc. These analyses allow estimating costs without physical
hardware access but may not fully capture complex hardware
optimizations. More recently, machine learning techniques like
nn-Meter (L. L. Zhang et al. 2021) have been proposed that can
predict hardware metrics by training on profiling or simulation
data. These data-driven approaches can learn mappings between
model architectures and hardware performance.

However, regardless of the type of cost evaluation, these cost
analyses are typically done on specific neural network models
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after they are fully designed and trained and can provide no
conclusions regarding entire model families.

2.3.3 Building blocks evaluation

As discussed in Background: Model comparison paradigms, to
establish a more systematic approach to designing networks
Radosavovic et al. 2019 introduced a comparison paradigm
premised on empirically sampled distribution estimates. This
approach is the first and only methodology to evaluate entire
design spaces, which are usually defined by their corresponding
building block. ~ However, systematic evaluation of neural
network building blocks in a hardware-aware manner which
allows insight into the accuracy/complexity trade-off involved
remained an unexplored research direction.

2.4 Methodology: Capturing trade-offs and design
space performance through sampling

2.4.1 Approach

The aim of hardware-aware network design is to optimally use the
available training computing budget to find solutions that are as
close as possible to the accuracy/complexity Pareto frontier for
the targeted hardware platform. This means that we are inter-
ested in two properties: (1) We want to capture trade-offs between
accuracy and model complexity, such that we can create models
that are the most accurate given certain hardware constraints.
This is what traditionally curve estimates capture. (2) As, in
practice, there is a bound on the total number of model variants
that can be evaluated within a reasonable time, we are interested
in how easy itis to find good performing models in a design space.
This is what the empirical distribution function in Equation (2.1)
captures.
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In this chapter, we propose a methodology that enables insights
about both accuracy/complexity trade-offs and how likely it is to
find good models in a certain design space.

Instead of trying to estimate the true Pareto frontier like in tra-
ditional curve estimates, we propose to use a random sampling
accuracy/complexity curve based on +130 samples (Section 2.4.3
shows how we arrive at this number). As we will demonstrate
in the next section, like the EDF approach in Radosavovic et
al. 2019, this also implicitly captures the underlying difficulty of
finding good solutions, while maintaining the complexity/accu-
racy trade-off information.

In essence, our methodology to evaluate mobile building blocks
involves executing the following steps:

(1) Create a design space for the mobile building block to be
evaluated.

(2) Randomly sample +130 models from this design space and
train them in a low epoch regime.

(3) Collect hardware costs, such as latency from the target
hardware platforms.

(4) Create a Pareto frontier based on the optimal accuracy/-
complexity points from the sampled models.

2.4.2 Motivation and demonstration

Capturing a trade-off between model accuracy and complexity
through a curve estimate for network design spaces requires
identifying near-Pareto-optimal models. This process requires
sampling, training and evaluating many individual networks.
Ideally, these samples should contain several models near the
Pareto optimum. However, training and evaluating a single
neural network can take hours or days. When considering
the number of possible networks, which grows exponentially
with the number of tunable hyperparameters, this task quickly
becomes unfeasible.  Efficient neural architecture search
methods could potentially mitigate this issue by reducing the
number of required samples. However, studies have shown
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that NAS techniques are not always better than random search
methods (Bergstra and Bengio 2012; Yu et al. 2020).

An additional issue of curve estimates is tied to hardware-aware
evaluations. The complexity metric of a neural network is of-
ten expressed through a hardware-related metric such as latency
or energy consumption. This measure value can shift signifi-
cantly when deploying models to new hardware platforms. Con-
sequently, the previously identified Pareto-optimal points might
no longer uphold their optimality for this novel platform. This
necessitates the acquisition of new data points to recalibrate the
Pareto curve, ensuring that the trade-off relationships remain
accurate and relevant within the updated hardware environment.
Our sampling-based approach, on the other hand, does not re-
quire new data points and only requires updates to the complex-
ity values.

To approximate what a traditional Pareto-optimal frontier curve-
estimate would look like, we used the NDS dataset (Radosavovic
et al. 2019), which contains 5000 trained models from each of
the multiple design spaces. Figure 2.3a shows the 5000 trained
models from two of the design spaces in this dataset, the design
space based on the NASNet (Zoph et al. 2018) and the PNAS (C.
Liu et al. 2018) model families, and highlights the best of those
models on an accuracy/complexity curve.

Comparing only the best models from these larger sampling
spaces with a Pareto curve, as depicted in Figure 2.3a, indicates
that both families are capable of achieving similar high-
performing models.

However, as described above, training and evaluating many mod-
els is computationally expensive. Especially if the goal is to de-
termine the best building block to use in an automated or manual
design process.

The normalized error EDF of the same set of models in
Figure 2.3b shows that, when randomly sampled, the PNAS
family produces more models with good accuracy than the
NASNet family. This means that, for a model designer or NAS-
method, it is easier to find a well-performing model for the PNAS
model family than for the NASNet family.
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Our approach, illustrated in Figure 2.3c, shows the insights of
both Figure 2.3a and Figure 2.3b. Our approximate curve esti-
mate shows Error/FLOPs trade-off but also accounts for the like-
liness of finding these near Pareto-optimal models.

2.4.3 Sample Size

Training multiple neural networks to evaluate a model family is
a necessary but expensive step in the process of designing a new
deeplearning model. While itis not necessary to train every sam-
pled model until convergence, as a low-epoch regime suffices to
gather insights (Radosavovic et al. 2020), we still aim to minimize
the required number of samples.

We, therefore, analyzed the effect of the sampling size on the
complexity/accuracy curve. To quantify this, we measured the
average standard deviation across the accuracy/complexity curve
over 100 repetitions of multiple sample sizes. To determine the
best point in this cost-benefit trade-off, we use the Kneedle algo-
rithm (Satopaa et al. 2011) to find the elbow point where the cost
to train extra networks is no longer worth the expected decrease
in noise on the Pareto curve.

Figure 2.4 shows the trend lines of the average standard deviation
across the accuracy/FLOPs curve for increasing sample sizes, as
well as the elbow points. For all families in the NDS dataset, this
elbow point occurs for a sample size between 80 and 180, with
a mean of 128. Similarly for the accuracy/complexity curves,
with the number of parameters and number of activations as
complexity metrics, the mean elbow point lies at 105 and 117
samples. We, therefore, recommend a sample size of 130 when
using random sampling Pareto curves.

2.4.4 Comparison to Empirical Distribution Functions

In this section, we illustrate why it is beneficial to keep informa-
tion about the accuracy/complexity trade-off.
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Figure2.3 (a) Curve estimate comparison of the best performing
models out of 5000 generated ones for the PNAS and NASNet
families shows that they both can achieve similar accuracies.
However, the normalized error EDF in (b), shows that PNAS
will provide good models much faster, which is also implicitly
captured when creating accuracy/complexity curves (c¢) through
random sampling with only 130 samples.
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Figure 2.4 Trend lines of the average standard deviation on the
accuracy/FLOPs curve for increasing sample size, together with
their elbow points where the extra cost to train extra networks is
not worth it.

We first revisit the results from Radosavovic et al. 2019 for the
DARTS (Liu, Simonyan, and Yang 2018) and ResNeXt (Xie et
al. 2017) model families to compare them to our approach. The
corresponding normalized EDFs can be seen in Figure 2.5 (left
column). To make a fair comparison, we only use 130 sampled
models for both approaches. Using their approach, Radosavovic
et al. 2019 concluded that the DARTS and ResNeXt models
are similar when normalized by the total number of trainable
parameters and that the DARTS family is a better choice than the
ResNeXt models when normalized by FLOPs (top left and middle
plots). The main insight obtained from these EDFs is that they
show which family provides more higher performing models.
However, they cannot show how this is related to the complexity
of the models.

In the right plots of Figure 2.5, we present our random sampling
accuracy/complexity curves. It can be seen that the ResNeXt
and DARTS families perform similarly in the FLOPs domain un-
til 150M FLOPs, where DARTS models start to outperform the
ResNeXt models. In the parameter domain, we can see that
the ResNeXt family produces slightly more efficient models in
the low parameter setting, but the DARTS family can reduce the
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error with larger models. Using EDFs provides less insight as the
difference in the complexity distribution between model fami-
lies becomes larger. When comparing the same ResNeXt and
DARTS models based on their number of activations, which is
a better proxy than FLOPs or parameters for certain memory-
bound hardware accelerators, such as GPUs and TPUs (Baker et
al. 2016), the corresponding EDF still shows that the ResNeXt and
DARTS models perform similarly, while our performance curve
shows that the ResNeXt family outperforms DARTS in the lower
complexity domain by a significant margin.

2.5 Hardware-Aware Mobile Building Blocks
Evaluation

In this section, we use our proposed sampling-based Pareto es-
timate curves to evaluate mobile building blocks for computer
vision models on various hardware platforms.

2.5.1 Mobile Convolutional Building Blocks

Our focus is on comparing model families that are defined only
by their convolutional building block, i.e. all models in the family
have a structure that consists of a sequence of repeated blocks,
which can have different structural parameters, such as input
resolution and output channels, but share the same layer struc-
ture. The different model families are compared using design
spaces that share the same set of hyperparameters and only differ
in the used building block.

In recent years, one building block has been dominant in
hardware-aware designed neural networks (Gupta and Akin
2020; Tan et al. 2019; Howard et al. 2019; Tan and Le 2019)—the
mobile inverted bottleneck convolution (MBConv). The structure
of this building block is illustrated in Figure 2.6. It consists of a
depthwise separable convolution used in an inverse bottleneck
structure and, in many cases, a squeeze-and-excitation unit.
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Figure 2.5 (left) The normalized EDFs highlight that DARTS
models produce more highly accurate models. (right) Random
sampling accuracy/complexity curves show that, in the low com-
plexity domain, ResNeXt outperforms DARTs.
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Figure 2.6 Structure of the MBConv building block, consisting
of a depthwise separable convolution with an inverse bottleneck
and squeeze-and-excitation unit.

While it has been shown to be a computationally efficient build-
ing block, recent work has shown that the large variation within
layers of edge models due to the use of diverse compression tech-
niques results in throughput and energy efficiency shortcomings
(Boroumand et al. 2021).

In the remainder of this chapter, we evaluate alternative building
blocks which differ in the convolutional layer type, the bottleneck
structure and the inclusion of a squeeze-and-excitation unit with
the following experiments:

Depthwise Separable Convolutions versus Standard Convolutions

Since its introduction in MobileNet (Howard et al. 2017),
depthwise separable convolutions have been the de facto
building block for efficient vision models. A depthwise
separable convolution factorizes a standard convolution into a
depthwise convolution and a 1 x 1 convolution called a pointwise
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convolution.  This factorisation reduces the computational
cost as a standard convolution has the computational cost of
K - K -Cj, - Cyy - H-W but a depthwise separable convolution
only costs K - K - Cyy, - H - W (depthwise) + Ciy, - Cout - H - W
(pointwise), where K x K is the kernel size, C;,, the number of
input channels, C,,; the number of output channels, and H x W
the size of the feature map. This results in a reduction of a factor
of ﬁ + % For the commonly used 3 x 3 kernel size, this means
a reduction by a factor of 8 to 9. While depthwise separable
convolutions were initially introduced for small vision models,
they became standard in vision models across all complexity
ranges; for example, the very large vision model EfficientNet-L2
with 480M parameters and 585B FLOPs also uses them.

Although standard convolutions may be more computationally
expensive, they can, in certain cases, utilize the hardware
resources more effectively. Hardware accelerators for deep
learning commonly use wide single-instruction multiple-
data (SIMD) processing units to achieve a high FLOP/second
throughput. However, high throughput can only be achieved if
there is enough data reuse to fully utilize the processing units.
In depthwise convolutions, the data reuse is much lower than
in standard convolutions as each input feature map is only used
in the computation of its corresponding output feature map.
During training, resource utilization of depthwise convolutions
can be improved by using large batch sizes and obtaining data
reuse with the convolutional kernel weights. However, during
inference, where, typically, batch sizes of one are used, this
places a memory bottleneck on the hardware accelerator.

As a result, fused versions of the MBConv building block (Fused-
MBConv), where the first pointwise and depthwise convolution
are fused into a standard convolution, have recently been
included in some hardware-aware neural architecture searches
(Xiong et al. 2021; Gupta and Akin 2020; Tan and Le 2021) and
have been shown to be amongst the best models on certain
hardware platforms.
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Grouped Convolutions versus Depthwise Separable Convolutions
and Standard Convolutions

In grouped convolutions, the input channels are divided into
multiple groups over which a normal convolution is performed.
This puts their cost in FLOPs between those of depthwise and
standard convolutions. Depthwise convolutions can be consid-
ered as a special case of grouped convolutions, where the num-
ber of groups equals the number of input and output channels.
Similarly, standard convolutions are a special case where there
is only one group.

In theory, grouped convolutions should be able to improve hard-
ware utilization through their improved data reuse, while still us-
ing significantly fewer FLOPs than standard convolutions. How-
ever, it has been shown in Gibson et al. 2020 that the current im-
plementations in most deep learning frameworks fail to leverage
these advantages.

Bottleneck versus Inverted Bottleneck versus no Bottleneck

Bottlenecks were introduced, together with residual
connections, in ResNets (He et al. 2016). The main idea behind
this was to lower the computational cost of each building block
by performing the convolutions at a lower dimension, such that
more building blocks can be stacked and deeper networks can
be created without significantly increasing the computational
cost.

A standard bottleneck structure consists of three convolutional
layers: a 1 x 1 pointwise convolution to reduce the channel size,
a standard convolution to improve the features, and a final 1 x 1
pointwise convolution to restore the channel dimensions. A par-
allel residual path connects the input and output of this block.

In the standard MBConv, an inverted bottleneck was introduced
where the residual connection is moved to connect the bottle-
necks. In practice, this means that an inverted bottleneck con-
sists of a pointwise convolution to expand - instead of reduce - the
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channel dimension, a (depthwise) convolution and a final point-
wise convolution to restore the original channel dimension. The
motivation for this design was that it is more hardware efficient
as only the bottleneck lower dimension tensors need to be fully
saved to memory as the intermediate higher channel dimension
tensors are only used in depthwise convolutions. This means the
tensor can be split into smaller ones.

A third possibility is to use no bottleneck since the RegNet pa-
per found that their best models used a bottleneck expansion/re-
duction factor of 1.0 (Radosavovic et al. 2020). When using no
bottleneck, we also drop the final pointwise convolution present
in bottleneck structures, since it is no longer required to make
channel sizes match. All our building blocks in this comparison
make use of depthwise convolutions.

Squeeze-and-Excitation Unit

A squeeze-and-excitation (SE) (Hu, Shen, and Sun 2018) block is
an architectural unit for convolutional neural networks that per-
forms dynamic channel-wise feature recalibration to improve the
representation power of a convolutional building block. Given
input X, the SE unit first squeezes the spatial information using
global average pooling:

This step is followed by an excitation step that recalibrates the
channels:
s = o(W2(ReLU(Wy(2)))). (2.4)

where W, and W5 are two learned linear transformations and o
refers to the sigmoid activation function. The final output Y of
the SE unit is obtained by scaling the original inputs: Y = X ©s,
where © refers to the channel-wise multiplication.

MnasNet (Tan et al. 2019) brought the SE unit to mobile vision net-
works, as they were shown to improve model performance com-
pared to previous state-of-the-art models with similar latency.
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More recently, however, squeeze-and-excitation modules have
been removed from mobile vision architectures when they are
deployed on embedded Al accelerators. EfficientNet-lite (Google)
and MobileNetEdgeTPUv2 (Akin et al. 2022), for example, remove
the SE unit as they claim it is not well supported for mobile accel-
erators, such as the Google EdgeTPU.

2.5.2 Setup
Design Space

We evaluate building blocks for mobile vision models based on
the RegNet design space (Radosavovic et al. 2020). Instead of
making the width of every block in the neural network a hy-
perparameter, where the width of a convolutional block refers
to the number of filters/kernels, the RegNet design space pa-
rameterizes the design space with only four parameters: depth
d (also known as number of blocks), initial width wg, slope w,
and quantization w,,. The width of a specific block can then be
calculated as u; = wg + w, - j for 0 < j < d. This block width
is additionally quantized through the hyperparameter w,,, such
that the network only increases width at four stages, where each
stage consists of a sequence of identical blocks. The building
block specific hyperparameters such as kernel size, group size
in grouped convolutions or bottleneck multiplier are shared be-
tween all blocks in a specific model (e.g. kernel size is 3 x 3 for all
convolutions in that specific model)

We evaluate the SE block by comparing design spaces with the
depthwise separable building block, with and without an SE unit
extension.

Dataset

All evaluated networks were trained on the Visual Wake Words
dataset (Chowdhery et al. 2019). This dataset is specifically de-
signed for vision models in embedded applications. It represents
the vision use-case of identifying whether a person is present
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in an image or not. The dataset was derived from the publicly
available COCO dataset and provides a realistic benchmark for
tiny vision models.

Implementation details

For all evaluations, we sampled 130 models (as described in Sec-
tion 2.4.3) from the design spaces created by the evaluated build-
ing block and trained each model for 10 epochs. The models
were trained using stochastic gradient descent (SGD) and a co-
sine learning rate schedule with an initial learning rate of 0.05, a
weight decay of 10~* and a batch size of 128 on an NVIDIA RTX
3090.

Hardware Platforms

We evaluated the different mobile building block choices on
a range of hardware platforms. The platforms evaluated were
a Central Processing Unit (CPU) and Graphics Processing Unit
(GPU) found in modern mobile phones, such as the Pixel 4,
a dedicated hardware accelerator for edge devices (i.e., the
Intel Movidius Myriad X Vision Processing Unit (VPU)), and an
embedded GPU from NVIDIA found on the Jetson Nano. We
also included a benchmark on a server-grade GPU to highlight
the difference between choices for edge deployment versus
cloud deployment. Table 2.1 gives an overview of the hardware
platforms and also includes the inference framework used as it
also influences the inference speed.

For practical reasons, the latencies from the mobile CPU, mo-
bile GPU and VPU were obtained using nn-Meter (L. L. Zhang
et al. 2021), a highly accurate latency prediction library which
was trained on 26,000 models with a similar building block to our
experiments.
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Table 2.1 Hardware platforms used for evaluation of mobile
building blocks.

Platform Device Processor Framework
mobile CPU Pixel4 CortexA76 CPU TFLite
mobile GPU Pixel4 Adreno 640 GPU TFLite

VPU Intel NCS2 MyriadX VPU OpenVINO
embedded GPU Jetson Nano NVIDIA Maxwell GPU TensorRT
server GPU Server NVIDIA RTX 3090 GPU PyTorch

2.5.3 Results
Depthwise Separable Convolutions versus Standard Convolutions

Figure 2.7 compares the randomly sampled Pareto frontier of
the design space based on the depthwise separable convolution
to the design space based on the standard convolution. Recall
that these design spaces have the same parameterization but only
differ in the used convolutional layer. It can be seen that depth-
wise separable convolutions outperform standard convolutions
when comparing FLOPs. The performance curves for the mobile
CPU and mobile GPU have similar trend lines and also favour
the depthwise separable convolutions. For the Jetson Nano em-
bedded GPU, however, we see that the computationally smaller
depthwise separable convolutions no longer translate into faster
latency. Instead, standard convolutions outperform depthwise
convolutions as the complexity grows. On the VPU and server-
grade GPU, the initial order is also reversed and standard con-
volution executes faster than the depthwise separable convolu-
tion.

To quantify the difference, we selected models with equal FLOPs
from both families and compared the latencies on the different
hardware platforms. On the mobile CPU, models from both fam-
ilies with equal FLOPs also have about equal latencies, but on the
VPU, the inference time of the depthwise separable convolution
models is twice as long as for the standard convolution models.
A similar trend was observed for the embedded GPU, where the
latencies of those models were a factor of 1.85x longer.
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Figure 2.7 Depthwise separable convolutions are efficient when
evaluated by FLOPs (upper left), but this does not translate to
faster inference on all embedded hardware platforms.
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Grouped Convolutions versus Depthwise Separable Convolutions
and Standard Convolutions

Figure 2.8 shows that grouped convolutions are never the most
promising solution on any of the tested hardware platforms. This
means that, for most target latency ranges and platforms, using
the much larger search space offered by grouped convolutions
will rarely be beneficial. Instead, it is more efficient to nar-
row down the model design space to either depthwise separable
convolutions or standard convolutions, based on their relative
performance in trade-off plots like that shown in Figure 2.8.

Bottleneck versus Inverted Bottleneck versus no Bottleneck

The results, as shown in Figure 2.9, indicate that using inverted
bottlenecks degrades performance and fails to deliver the
promised expected inference speedup. In general, across all
hardware platforms, the blocks without a bottleneck and with
a regular bottleneck show very similar performance. It can be
observed that the VPU and server-grade GPU slightly favour
the building block without a bottleneck as it executes faster
compared to bottleneck blocks. These are the same hardware
platforms as those where the standard convolution outperformed
the depthwise separable convolution, indicating that pointwise
convolutions underperform on these platforms.

Squeeze-and-Excitation Unit

Figure 2.10 shows that the SE block is a favourable addition for
certain mobile platforms as it is very FLOPs-efficient. This trans-
lates to it being more optimal for mobile CPUs and GPUs. How-
ever, for the embedded Jetson Nano GPU, it is no longer a clear
benefitto include the SE unit as it fails to exploit the optimizations
for convolutional kernels and adds a significant delay. Compar-
ing models with and without the SE unit and with equal execution
time on a mobile CPU, we found that those same models without
the SE unit have a running time thatis up to a factor of 1.9x longer
on the embedded Jetson Nano GPU.
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Figure 2.8 While grouped convolutions should, in theory, be
able to combine advantages from depthwise and standard convo-
lutions, current implementation across various hardware accel-
erators and inference platforms fail to leverage these advantages,
making grouped convolutions not the optimal choice.
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Figure 2.9 The bottleneck structure has little influence on the
latency across all tested hardware platforms. The accuracy of in-
verted bottlenecks significantly lags behind building blocks with

standard
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Figure 2.10 Adding a squeeze-and-excitation block improves
performance on most hardware platforms but not all. The Jet-
son Nano GPU, for example, executes them significantly slower,
making them not always the optimal choice.
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2.6 Limitations

In this chapter, we limited the hardware-related complexity met-
ric to latency. However, this is not the only important hardware
resource cost metric, other useful metrics to consider when eval-
uating a building block include energy consumption, core uti-
lization, number of memory accesses, etc. Incorporating these
can potentially reveal the hardware bottlenecks that are present
for certain deep learning building blocks that do not perform
well on the given embedded device compared to other hardware
platforms.

While our approach aims to reduce the training cost required for
such specialized networks, it is still orders of magnitude more
expensive to create such a new model from scratch than it is to
fine-tune an existing network. In practice, most applications will
use an existing pretrained network and optimize its hardware
efficiency by applying reduction techniques such as distillation,
quantization and pruning. Chapter 3 and Chapter 4 introduce
such pruning approaches for vision transformers and anchor-
based object detectors.

2.7 Conclusions

Developing a new model for a targeted hardware platform, with
given runtime constraints, requires careful consideration of the
building blocks. An evaluation based on FLOPs often leads to
misleading conclusions with respect to the relative benefits of the
components in the standard MBConv block on specific hardware
platforms. We developed a methodology that can be used to
select building blocks and constrain the design spaces as a first
step in the network design process (i.e. as a preselection step
before NAS) in a hardware-aware manner, while maintaining the
freedom to trade-off between task performance and execution
efficiency.

We used our approach to evaluate the hardware efficiency of
different convolutional building blocks on various hardware plat-
forms. Our results show that execution of building blocks with
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components that are theoretically efficient, such as the SE unit,
take a factor of 1.9x longer to execute than their non-optimized
counterparts due to better hardware utilization on platforms with
specific embedded AI accelerators, such as the Intel NCS2 or the
Nvidia Jetson Nano.

In essence, the insights gained from this investigation highlight
the importance of benchmarking the building blocks used in mo-
bile vision neural networks, which have been overlooked in the
past. We believe that our methodology is key to the development
of hardware-aware neural networks for deployment on edge de-
vices.
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3.1 Introduction

The adoption of transformers (Vaswani et al. 2017), originally
developed for natural language processing (NLP), in the field of
computer vision with Vision Transformer (ViT) (Dosovitskiy et
al. 2021) has led to significant progress in the field. But despite
the impressive results of vision transformers, their success has
come with a cost; as mentioned in the Introduction, ViT models
are computationally expensive and require larger datasets (e.g.
ImageNet-21k instead of ImageNet-1k (J. Deng et al. 2009)) and
prolonged training times (Dosovitskiy et al. 2021). In order to
benefit from their accuracy in downstream tasks and applica-
tions, the use of pretrained models has become essential. How-
ever, their adoption on resource-constrained devices such as mo-
bile and embedded platforms remains limited due to the high
computational cost.

As discussed in Chapter 2, the design process of resource-
efficient convolutional neural networks often relies on NAS
methods. We have shown that for such approaches, it is
important to evaluate the right building block. However, when it
comes to transformers, a different approach is usually taken as
the computational cost of training a transformer is much larger.
Making transformers more resource-efficient is, therefore,
mostly done by taking a pretrained model and reducing its
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computational cost by techniques such as distillation (K. Wu
et al. 2022), quantization (Zhenhua Liu et al. 2021) and pruning.
Previous transformer pruning techniques have explored pruning
model weights (Gordon, Duh, and Andrews 2020), attention
heads (Voita et al. 2019), and input tokens (Rao et al. 2021).
This last approach is very effective, as the model complexity
of a transformer is quadratic to the number of input tokens.
In vision transformers, the input tokens are non-overlapping
patches of an image, e.g. a token may represent a single patch of
16 x 16 pixels. Token pruning has attracted research interest as
it matches our intuition that not all parts of an image are equally
important. This was previously non-trivial with convolutional
neural networks.

In this chapter, we introduce Learned Thresholds token Merging
and Pruning (LTMP). Our approach combines the benefits of to-
ken merging, a technique that allows us to combine rather than
discard token information, with pruning, a technique that allows
us to remove uninformative tokens. To the best of our knowl-
edge, this is the first approach to extensively combine these two
reduction techniques, which leads to improved accuracy com-
pared to previous work. Our approach uses learned threshold
masking modules, which allow the model to learn thresholds that
determine which tokens to prune and which ones to merge in
each layer. This enables adaptive token reduction while only
requiring two learnable parameters per transformer block. As
a result, our approach converges within a single epoch, reducing
the fine-tuning cost by an order of magnitude compared to other
learnable pruning approaches.

The main scientific contributions of this chapter can be summa-
rized as follows:

+ We propose to combine token merging with token pruning,
enabling us to achieve high token reduction rates with min-
imal loss of accuracy.

* Our method introduces learned threshold masking
modules, which require only two learnable parameters
per transformer block, allowing our approach to converge
within a single epoch.
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« We optimize the thresholds using a novel budget-aware
training loss for which we introduce a reduction target
Ttarget and an actual FLOPs reduction factor rprops. This
allows us to create models of any size and allows the model
to freely distribute the reduction operations across layers.

3.2 Background: Vision Transformers

An overview of the Vision Transformer (ViT) (Dosovitskiy et
al. 2021) architecture and its most important components is
depicted in Figure 3.1.

3.2.1 Self-Attention

The key idea behind the transformer architecture is self-
attention. Given a sequence of n input feature vectors of
dimension d, self-attention computes a representation that
represents how a certain input is related to all other inputs.
The formula for the attention mechanism, also known as Scaled
Dot-Product Attention, is:

. QKT”
Attention(Q, K, V) = softmax(W)V, (3.1)

where X € R"*4 s the input matrix and Q = XWg, K = XWk,
and V = XWy, are learned linear transformations of the input
sequence. For a given input in the input sequence, the self-
attention computes the dot-product of the query representation
with all keys, which is then normalized using the softmax op-
erator and scaled with v/d to get the attention weights. Each
input is then updated to become the weighted sum of all value
representations of the input sequence.

Multi-head Self-Attention

Transformers use Multi-head Self-Attention (MSA) layers, which
extend the self-attention mechanism by concatenating and lin-
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Figure 3.1 Overview of the Vision Transformer architecture.
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early projecting the queries, keys and values h times with differ-
ent, learned projections. Each of the h projections performs the
attention Equation (3.1) in parallel. The h different output val-
ues are then concatenated and projected back to the embedding
dimension d.

3.2.2 Position-wise MLP layer

The other layer in the transformer blocks is the position-wise
multilayer perceptron (MLP) layer. This layer applies a standard
MLP to each input token in the sequence separately and identi-
cally. In vision transformers, this MLP contains two layers, with
a GELU (Hendrycks and Gimpel 2016) non-linearity:

MLP(X) = GELU(XW1 + b1)W2 + by . (3.2)

3.2.3 Transformer encoder block

The building block of the vision transformer is the transformer
encoder block which is repeated L times throughout the
encoder.

The transformer encoder block consists of a Multi-head Self-
Attention (MSA) layer and a position-wise MLP layer. Layer
normalization (Ba, Kiros, and Hinton 2016) is applied before
every MSA and MLP layer and residual connections (He et
al. 2016) are applied after every MSA and MLP layer.

Computational complexity of a transformer encoder block

Let us denote ¢ odute (2, d) as a function that calculates the FLOPs
of a module based on the number of tokens n and the embedding
dimension d. For the MSA layer, the computations involved are
the projections of the Q, K, and V matrices, the attention func-
tion of Equation (3.1) and the final project of the concatenated
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output. This gives us the following FLOPs computation cost for
the MSA component:

dmsa (n, d) = 3nd? + 2n%d + nd?
= 4nd? 4 2n2d. (3.3)

For the position-wise MLP layer, the FLOPs come from the two
layers which project the input from dimension d to 4 x d and
back:

émrp(n, d) = 4nd? + 4nd? = 8nd? . (3.4)

Combining Equation (3.3) and Equation (3.4) gives us the total
FLOPs of the transformer encoder block:

oLk (1, d) = dnmsa(n, d) + ouvp(n, d) = 12nd? 4+ 2n%d.  (3.5)

3.2.4 Vision transformer

An overview of the vision transformer model is depicted in Fig-
ure 3.1.

The input to a transformer model is a tensor of shape R**"*¢
where b is the batch size, n the sequence length, and d the dimen-
sion of the input embedding. In vision transformers, inputs (also
called tokens) are obtained by splitting the input image into non-
overlapping patches of e.g. 16 x 16 pixels and linearly projecting
these to the desired input embedding dimension d. As the trans-
former contains no convolutions or recurrence, the information
about the position of the inputs is encoded through positional
embeddings. Positional embeddings have the same embedding
dimension d as the embedded input tokens, such that they can be
applied by summing them with the obtained input embeddings.
There are many types of positional embeddings, but they can
roughly be divided into two categories: fixed and learned (Dufter,
Schmitt, and Schiitze 2022). In vision transformers, the embed-
dings are learned 1D position embeddings.

Inspired by BERT’s approach (Devlin et al. 2018), the vision trans-
former adds a special [CLS] token to the input tokens, the hidden
state at the end of the transformer encoder corresponding to this
token is used as the input for the classifier which predicts the final
classification label.
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3.3 Related work

3.3.1 Efficient Vision Transformers

Initially, transformers (Vaswani et al. 2017) were adopted from
NLP to computer vision (Dosovitskiy et al. 2021) for their
impressive accuracy. But despite their success in many vision
tasks, ViT-based models could not compete with lightweight
CNNs for deployment on resource-constrained platforms (X.
Wang et al. 2022). As the computational complexity of the
attention mechanism is quadratic with respect to the input
tokens two popular approaches to reduce the computational
complexity are: (1) changing the attention mechanism to a more
efficient alternative (Kitaev, Kaiser, and Levskaya 2019; Chen,
Fan, and Panda 2021; Ze Liu et al. 2021; Yawei Li et al. 2021) and
(2) reducing the number of input tokens through token pruning
(the following section provides an overview of token pruning
approaches). However, the research is not limited to these
two approaches and other pruning approaches that have been
successfully applied to transformers are, among others, weight
pruning (Gordon, Duh, and Andrews 2020) and attention heads
pruning (Voita et al. 2019). For a more elaborate overview of
compression and acceleration techniques for transformers, we
refer the reader to Xu and McAuley 2023; Han et al. 2022.

3.3.2 Token Pruning

The self-attention mechanism in transformers, with its capacity
to handle variable length inputs and order-agnostic nature, fa-
cilitates unstructured reduction of the number of input tokens
during the forward pass through the transformer blocks, a task
that was challenging in convolutional-based models. Reducing
the number of tokens by discarding unimportant ones is what
is known as token pruning. Token pruning methods can differ
in various ways, such as the score used to determine the impor-
tance of each token. Pruning methods can also differ in the way
that token reduction is applied. In fixed rate pruning (Goyal et
al. 2020; Rao et al. 2021; Bolya et al. 2023; Liang et al. 2022; Xu
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et al. 2022), a predefined number of tokens is removed per layer,
while in adaptive approaches (Kim et al. 2022; Yin et al. 2021; Liu,
Wu, and Guo 2022) the tokens are pruned dynamically based on
the input.

The most recent pruning approaches do not only prune tokens
but they also create a single additional token after each pruning
step. This token aggregates the information of the pruned tokens
and limits the loss of accuracy while pruning. EViT (Liang et
al. 2022), Evo-ViT (Xu et al. 2022), and SPViT (Kong et al. 2022)
use a weighted average based on the importance score to create
the new fused token.

3.3.3 Token merging

Token merging (ToMe) (Bolya et al. 2023) takes this combining
technique one step further. ToMe exclusively combines pairs of
tokens into new tokens rather than pruning them. This has as
advantage that it does not discard but summarizes information,
leading to better accuracy while being equally effective in reduc-
ing computational complexity. ToMe introduces a lightweight
token matching algorithm to merge similar tokens. It is as fast
as pruning while being more accurate.

ToMe partitions all tokens into two sets A and B of roughly equal
size by alternating and calculates similarity scores for each token
in A with every token in B. The similarity score is defined as
the cosine similarity between the key vectors (K) used in the
self-attention layer. The final similarity score of a token in A is
the highest similarity score with any token in B. Based on this
score, ToMe merges the £ most similar tokens through averaging
and concatenates the two sets back together. This approach is
visualized in Figure 3.2

3.4 Motivation

Although token merging is generally more accurate than pruning
as it combines tokens instead of discarding them, it is not always
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Figure 3.2 Overview of the token merging approach as intro-
duced in Bolya et al. 2023. Figure reproduced from the original

paper.

better to do token merging instead of token pruning. In some
cases, it may be more beneficial to prune an unimportant token
rather than merging the most similar tokens, as the similarity
between them may not be very high.

In this section, we explore whether token merging and token
pruning are techniques that can be combined. Figure 3.3 visual-
izes the remaining tokens after the 10th layer in ViT-B when prun-
ing or merging 16 tokens per layer. It can be observed that the
kept tokens are noticeably different between both approaches.
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Figure 3.3 Visualization of token pruning (middle) compared to
token merging (right). The visualization shows the remaining
tokens after the 10th layer in ViT-B when pruning or merging 16
tokens per layer.

To quantify the relation between merging and pruning, we calcu-

lated the Kendall tau rank correlation (Kendall 1938) between the
importance scores used in token pruning and the similarity scores
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used in token merging. However, as merging only calculates sim-
ilarity scores for tokens in set A (see Section 3.3.3), we compute
the Kendall tau correlation between the similarity scores and
the importance scores of only the tokens in set A. The Kendall
tau correlation evaluates the degree of correspondence between
rankings based on two different measured quantities, with values
closer to 1 indicating strong agreement and values closer to —1
indicating strong disagreement in the rankings. The formula for
Kendall’s tau is:

(number of concordant pairs) — (number of discordant pairs)

= (number of pairs)
1 2(number of d;scordant pairs) ’ (3.6)
(5)
where (3) = ”(”2_1) is the binomial coefficient for the number of

ways to choose two items from n items. This formula computes
the difference between the number of concordant pairs and the
number of discordant pairs, normalized by the total number of
pairs. Any pair of observations (z;,y;) and (z;,y;), where i < j,
are said to be concordant if the sort order of (z;,z;) and (y;, y;)
agrees: that is, if either both z; > z; and y; > y; holds or both
x; < x; and y; < y;; otherwise they are said to be discordant.

Table 3.1 Kendall 7 correlation between importance scores in to-
ken pruning and similarity scores in token merging. The correla-
tions are calculated over 1000 images using a ViT-B where each
layer pruned and merged 8 tokens.

layer | 1 3 5 7 9 11
T 0.01 0.14 0.21 0.19 0.15 0.22

As merging only calculates similarity scores for tokens in set A
(see Section 3.3.3), we compute the Kendall tau correlation be-
tween the similarity scores and the importance scores of only the
tokens in set A. We calculated the correlations over 1000 images
using a ViT-B where each layer pruned and merged 8 tokens in a
fixed top-k manner and report the results in Table 3.1. We find
that the Kendall tau 7 correlations between both scores are low,
especially in the early layers where the most important merging
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and pruning is done. We, therefore, propose combining token
merging and token pruning.

3.5 Methodology

3.5.1 Overview

An overview of our framework is shown in Figure 3.4. Given any
vision transformer, our approach adds merging (LTM) and prun-
ing (LTP) components with learned threshold masking modules
in each transformer block between the MSA and MLP compo-
nents. Based on the attention in the MSA, importance scores for
each token and similarity scores between tokens are computed.
Learned threshold masking modules learn the thresholds that
decide which tokens to merge and which ones to prune.

3.5.2 Learned thresholds
Learned thresholds pruning

In each transformer block an importance score (defined later in
Equation (3.19)) is calculated for every token x;,i € {1,...,n},
where n = hw is the number of tokens'. A threshold #' ¢
R,l € {1,...,L}, where L is the number of transformer blocks,
determines which tokens to keep and which to prune in each
layer; only tokens with an importance score above the threshold
are kept.

In order to prune tokens adaptively, we introduce a threshold
masking module M that, given the importance scores s' € R”,
learns a pruning threshold ¢ and outputs which tokens to keep:

1, ifst > ¢

. (3.7)
0, otherwise

M(Si‘a 91) = {

1. We omit the [CLS] class token for simplicity, during pruning and/or merg-
ing we always keep the [CLS] token.
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Figure 3.4 Overview of our Learned Threshold token Merging
and Pruning approach. LTMP contains a merging and pruning
component, each with a learned threshold masking module. The
components are added between the Multi-head Self-Attention
and MLP components of each transformer block.
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However, in order to make #' learnable during training,
the threshold masking module needs to be differentiable.
We achieve this by implementing the threshold masking
module as a straight-through estimator (Bengio, Léonard, and
Courville 2013), where we estimate the masking function during
backpropagation as

M(s},0") = o(Z—), (3.8)

where o(x) is the sigmoid function and 7 is the temperature hy-
perparameter.

During inference we only keep the tokens in the [-th block where
M(st,0") = 1. However, during training, we can not simply
drop tokens as that does not allow the model to backpropagate
the influence of the threshold on the model performance. We,
therefore, create a mask indicating which tokens are kept and
which ones are pruned. Every threshold masking module only
updates the entries of the mask for the tokens that have not yet
been removed prior to that layer, as tokens that are pruned in an
earlier layer have to remain pruned. We construct the pruning
mask m' € [0, 1]" as follows:

m! = ‘ . (3.9)

I M(st, 0", ifml~t=1
’ m!~ 1, otherwise

To make the masked tokens behave equal to removing the tokens
during inference, we make changes to the only place where to-
kens influence each other: the attention mechanism?.

Recall the original formula for attention as defined in
Equation (3.1). In order to avoid that the masked tokens
influence the attention mechanism, we propose a modified
attention function:

Attention_with_mask(Q, K, V,m) = SV, (3.10)

2. Technically, tokens also influence each other during layer normalization,
however, as pruning is done on pretrained models, we simply use the global
statistics from pretraining during normalization.
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where,
A;)m;
Sij = ;Xp( i) 1<i4,5,k<n (3.11)
2 k=1 €xXp(Agk)my,
and,
A = QK'/\/d}, e RV, (3.12)

Equation (3.11) computes a masked softmax, which is equiva-
lent to a softmax calculated with the pruned tokens removed.
Attention_with_mask behaves similarly to the masked attention
as found in the transformer decoder of language models. But
where the masking in transformer decoders is done by setting
masked tokens to —oo (such that exp(—oc) = 0), our approach
requires the influence of the straight-through estimator mask to
propagate to the thresholds during backpropagation.

Learned thresholds merging

Token merging is originally a top-k approach, meaning that it
merges the k tokens with the highest similarity score and has no
learnable parameters. We modify ToMe to use thresholds instead
of top-k by applying the same techniques as just introduced in
Section 3.5.2; i.e. by adding our learned threshold masking mod-
ule, in which similarity scores above the learned threshold values
are selected for merging, and by changing the attention function
to Equation (3.10). Additionally, we also change the merging
module from ToMe such that it merges all pairs with a similarity
score above the threshold instead of merging the top-£ pairs.

Learned thresholds merging and pruning

With learnable thresholds, it is trivial to combine merging and
pruning, as we can simply add a learned threshold masking mod-
ule that learns thresholds for importance scores and another
module that learns thresholds for similarity scores, as illustrated
in Figure 3.4.
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3.5.3 Training Strategy
Training objective

To effectively reduce the number of tokens in the transformer
blocks, it is necessary to include a regularization loss term in the
training process. Without this loss, the model has no incentive
to prune any tokens and the pruning thresholds will simply be
set to 0 as the most accurate model uses all inputs. We propose
a budget-aware training loss which introduces a reduction target
Ttarget fOr the FLOPs of the vision transformer.

As defined in Section 3.2, we denote ¢y oqule(n,d) as a function
that calculates the FLOPs of a module based on the number of
tokens n and the embedding dimension d. The actual FLOPs
reduction factor rops of a ViT can then be computed as:

¢BLK Pusa(m! !, d)
TFLOPS_ Z dvir(n < ¢BLK(n, d) (3.13)
¢MLP(HI n, d)> ¢uEap(m'n, d)
¢pLx(n, d) dvir(n,d)

where m’ = 1 3" | m! is the percentage of input tokens that are
kept after the I-th threshold masking operation and m® = 1. PE,
BLK and HEAD denote the different components of a vision trans-
former: the patch embedding module, the transformer blocks
and the classification head.

As the vast majority of the FLOPs in a vision transformer
occurs in the transformer blocks (=~ 99% in ViT-S), we ignore

the FLOPs in the patch embedding and classification head:

¢pE(nd) _ ¢HEAD(7.d)
dyiT(n,d) dyir(n,d)

~ 0. That means that we can simplify

¢eik(n.d) 1 (3.14)

pvir(n,d) L’
where L is the number of transformer blocks.

Equation (3.5) showed that the FLOPs of the transformer block is
¢BLK(”; d) = 12nd2 + 2n2d.
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Substituting Equations (3.3) to (3.5) into (3.13) gives:

L ~1—1, 12 = 1—1,2 )

1 /2m' 'nd® + (m'~'n)°d + 4m’'nd
"'FLOPs ~ Z L ( 6nd? + n2d - (315
=1

Given this FLOPs reduction factor rprops as a function of the
threshold masks, we define our regularization loss as the
squared error between the reduction target and the actual FLOPs
reduction factor:

Lreg = (rtarget - TFLOPs)2 . (3.16)

This regularization loss is then combined with the classification
loss, for which we adopt the standard cross entropy loss:

L= Lep+ Moreg - (3.17)

The overall training objective is to learn thresholds that opti-
mize the model while reducing the model complexity to a certain
reduction target. The combination of learned thresholds and
our budget-aware loss enables the model to optimally distribute
merging and pruning across layers.

Training schedule

LTMP only adds two learnable parameters per transformer block
(one for pruning and one for merging). As explained in Chapter 1,
pruning approaches are always applied to pretrained models.
We, therefore, only update the thresholds during training and
keep all other trainable parameters fixed, allowing LTMP to con-
verge within a single epoch.

3.6 Experiments

In this section, we demonstrate our approach through extensive
experiments on the ImageNet-1k classification task (J. Deng et
al. 2009) using various ViT variants (Steiner et al. 2022; Touvron et
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al. 2021). All pretrained models are taken from the timm PyTorch
library (Wightman 2022).

All our experiments are trained for a single epoch, using SGD
without momentum and a batch size of 128. The remaining train-
ing settings, such as augmentations, are set to the default values
of timm. The hyperparameters that are introduced in LTMP are
settor = 0.1and A = 10. Asthe importance scores and similarity
scores have values in different ranges we use separate learning
rates for the thresholds in the pruning modules and the merging
modules: 5 - 10-° for the pruning thresholds and 5 - 102 for the
merging thresholds. To select these hyperparameters, we used a
separate held-out validation set containing 2% of the original Im-
ageNet training set and determined their performance on DeiT-
Small with 74,4 set to 0.65. To show the robustness of these hy-
perparameters, we did not change the training hyperparameters
between model variations and reductions targets (i.e. ViT-Tiny
With 744,ge¢ Set to 0.45, is fine-tuned with the same hyperparame-
ters).

3.6.1 Main results

Results on DeiT

As most other pruning approaches require extensive fine-tuning,
the most commonly used baseline vision transformer in other
works is the data-efficient image transformer (DeiT) (Touvron et
al. 2021). For this reason, we report most of our results also on
DeiT models.

In Figure 3.5, we show our approach applied to DeiT-Tiny, -Small
and -Base. For each model, we vary 74,4¢; Such that we obtain a
set of reduced models, each with a different model size. Table 3.2
lists the detailed results for the DeiT models. Models used in one
of the other tables in this chapter are highlighted in grey. We
included rtrget, such that our results can be reproduced.
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Table 3.2 Detailed results for DeiT models.

Model Ttarget FLOPs Accuracy

DeiT-T (Baseline) 1.258G 72.16
DeiT-T 0.85 1.091G 72.11
DeiT-T 0.80 1.029G 71.98
DeiT-T 0.75 0.974G 71.97
DeiT-T 0.70 0.918G 71.83
DeiT-T 0.65 0.866G 71.74
DeiT-T 0.60 0.813G 71.47
DeiT-T 0.55 0.752G 70.97
DeiT-T 0.50 0.703G 70.48
DeiT-T 0.45 0.652G 69.76

Model rtarget FLOPS Accuracy

DeiT-S (Baseline) 4.608G 79.85
DeiT-S 0.85 3.940G 79.82
DeiT-S 0.80 3.753G 79.82
DeiT-S 0.75 3.518G 79.76
DeiT-S 0.70 3.326G 79.68
DeiT-S 0.65 3.155G 79.65
DeiT-S 0.62 3.016G 79.60
DeiT-S 0.60 2.955G 79.45
DeiT-S 0.55 2.722G 79.26
DeiT-S 0.50 2.523G 78.98
DeiT-S 0.45 2.314G 78.61

Model rtarget ~FLOPS Accuracy

DeiT-B (Baseline) 17.583G 81.99
DeiT-B 0.85 15.007G 81.93
DeiT-B 0.80 14.152G 81.87
DeiT-B 0.75 13.403G 81.73
DeiT-B 0.70 12.571G 81.60
DeiT-B 0.65 11.754G 81.33
DeiT-B 0.60 11.022G 81.01
DeiT-B 0.55 10.276G 80.31
DeiT-B 0.50  9.608G 79.37
DeiT-B 0.45 9.003G 78.84
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Results on ViT

The previous section reports on DeiT models as they are most
commonly used in related pruning works. However, the standard
pretrained ViT models as found in the timm library (Wightman
2022; Steiner et al. 2022), are more accurate than the DeiT models
while having the same number of FLOPs. While DeiT models
are often chosen because of their more efficient training, LTMP
requires only a single training epoch, making the more accu-
rate ViT models the preferred vision transformer to prune. We,
therefore, also include results on ViT models here. Figure 3.6
shows the accuracy/FLOPs trade-off curve for LTMP reduced ViT
models. We also included the DeiT models as a comparison. It
can be observed that ViT is indeed often the better choice, except
for the heavily reduced variants of the ‘small’ sized models, where
the performance of ViT degrades faster than DeiT. More detailed
listings of the results can be found in Table 3.3.
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Figure 3.6 Accuracy/FLOPs trade-offs for LTMP variants of ViT-
Tiny, -Small and -Base. DeiT variants are also plotted for compar-
ison. FLOPs are plotted in logarithmic scale.

3.6.2 Comparison to other work

In Table 3.4, we compare the reported top-1 accuracy, FLOPs, and
fine-tune epochs of other pruning approaches to our work. The
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Table 3.3 Detailed results for ViT models.

Model  rarget FLOPs Accuracy

ViT-T (Baseline) 1.258G 75.45
ViT-T 0.85 1.094G 75.40
ViT-T 0.80 1.029G 75.35
ViT-T 0.75 0.970G 75.26
ViT-T 0.70 0.911G 75.19
ViT-T 0.65 0.855G 74.86
ViT-T 0.60 0.803G 74.56
ViT-T 0.55 0.737G 73.95
ViT-T 0.50 0.688G 73.00
ViT-T 0.45 0.639G 71.72
ViT-T 0.40 0.600G 70.35

Model  riarget FLOPs Accuracy

ViT-S (Baseline) 4.608G 81.37
ViT-S 0.85 3.895G 81.41
ViT-S 0.80 3.689G 81.13
ViT-S 0.75 3.495G 81.08
ViT-S 0.70 3.309G 80.87
ViT-S 0.65 3.134G 80.49
ViT-S 0.60 2.915G 80.19
ViT-S 0.55 2.692G 79.76
ViT-S 0.50 2.501G 79.01
ViT-S 0.45 2.321G 77.95
ViT-S 0.40 2.248G 76.39

Model  7target FLOPs Accuracy

ViT-B (Baseline) 17.583G 84.54
ViT-B 0.85 15.024 84.45
ViT-B 0.80 14.258G 84.41
ViT-B 0.75 13.461G 84.29
ViT-B 0.70 12.685G 84.07
ViT-B 0.65 11.975G 83.75
ViT-B 0.60 11.152G 83.23
ViT-B 0.55 10.280G 82.76
ViT-B 0.50  9.559G 82.26
ViT-B 0.45 8.841G 81.34
ViT-B 0.40 8.465G 80.31
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other approaches we compare with are SPViT (Kong et al. 2022),
DynamicVit (Rao et al. 2021), EViT (Liang et al. 2022), EvoViT (Xu
et al. 2022) and ToMe (Bolya et al. 2023). Most works report on a
pruned model with around 3.0 GFLOPs, which for DeiT-S corre-
sponds to r4rger = 0.65 in our approach. Only SPViT reports on a
different model size, which is why it is compared separately.

Table 3.4 Comparison of LTMP to other token reduction ap-
proaches on DeiT-S. Our method reaches state-of-the-art accu-
racy with significantly fewer fine-tune epochs than other learn-
able approaches.

fine-tune
Method FLOPs Accuracy epochs
DeiT-S (Baseline) 4.6G 79.8 -
SPViT 3.8G 79.8 75
LTMP (Ours) 3.8G 79.8 1
DynamicViT 2.9G 79.3 30
EViT 3.0G 79.5 30
EViT 3.0G 79.8 100
Evo-ViT 3.0G 79.4 300
ToMe 3.0G 79.3 0
LTMP (Ours) 3.0G 79.6 1

The results show that LTMP reaches state-of-the-art accuracy at
a fraction of the fine-tuning epochs required by other learnable
methods. The accuracy of LTMP matches or exceeds the
accuracy of other token pruning approaches which require a
minimum of 30 fine-tune epochs. Only EViT is able to reach a
higher accuracy than LTMP, but only when drastically increasing
the fine-tune epochs to 100, which is two orders of magnitude
more than our approach. Because ToMe requires no fine-tuned
checkpoints for comparisons, we are able to compare LTMP
to ToMe more extensively over a wide range of model sizes.
Figure 3.5 shows the accuracy/FLOPs trade-offs for LTMP
and ToMe. Our experiments show that LTMP consistently
outperforms ToMe across model sizes.
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3.6.3 Synergy between merging and pruning

In order to analyze the synergy between token merging and token
pruning, we examined the distribution of merged and pruned
tokens across each layer of the vision transformer. The results,
shown in Figure 3.7 for DeiT-S, reveal that token merging is the
dominant reduction operation in the early layers of the trans-
former, while token pruning is more prevalent in the final layers.
This aligns with the findings of Bolya et al. 2023 that merging is
more effective than pruning, as it can summarize information.
However, once all similar tokens are merged, it is more beneficial
to prune the least informative tokens rather than merging tokens
that are not as similar. In other words, the first layers are mainly
used to combine similar patches, and once this is mostly done,
token pruning removes the unimportant parts of the input.

100 ;
operation

[0 merge
[ prune

80 1
60 4

40 A

flé%%%?%%%%%

11 12
layer

Figure 3.7 Distribution of the number of tokens (k) removed
by the merging and pruning parts in each layer of LTMP DeiT-
S TFLOPs ~ 0.5.

3.6.4 Design Choices

Importance score

A key component of pruning approaches is the importance score

used to determine which tokens to remove. The two most com-
mon choices for the importance score are:

h
class attention score s; = Z Sjoi , (3.18)
7=1
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where S € R"*"*" is the multi-headed extension of the attention
softmax matrix (see Equation (3.11)) and where values at index 0
correspond to the [CLS] token, and

h n
. 1
mean column attention score s; = . Z Siki, (3.19)
7j=1k=1
which can be interpreted as the (normalized) amount that all
tokens x;, attend to token x; (Kim et al. 2022).

The results in Table 3.5 are obtained from DeiT-S LTP models and
show that the mean column attention score performs slightly bet-
ter than the class attention score, but not by a significant margin.
For all other experiments reported in this chapter, we used the
mean column attention score (Equation (3.19)) as the importance
score.

Merging and pruning order

As shown earlier in Table 3.1, the correlation between the prun-
ing importance score and the merging similarity score is low but
not zero. This means that for small reduction target values r,
the same token might hit the thresholds for both merging and
pruning. In Table 3.5, we compare pruning followed by merging
(LTPM) with merging followed by pruning (LTMP). The results
confirm that the order has no noticeable influence when the re-
duction rate is small, but once more tokens need to be removed
LTMP is superior to LTPM. This is not surprising as merging has
been shown to be more accurate than pruning (Bolya et al. 2023)
and that in token merging and pruning, more tokens get merged
than pruned (see Figure 3.7).

3.6.5 Ablation

Our approach has two important components: the learned
thresholds and the combination of merging and pruning. In
Table 3.6, we ablate the main components of our approach
on DeiT-S for two different model sizes. We compare top-k
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Table 3.5 Ablation of the design choices regarding the pruning
importance score and the order in which to apply merging and
pruning. All experiments are performed on DeiT-S variants.

FLOPs 2.3G 2.7G 3.1G
Accuracy

class attention 76.26 78.15 79.17
column mean attention 76.51 78.22 79.16
LTPM 78.36  79.16 79.54
LTMP 78.61 79.26 79.65

pruning and top-k merging, where k tokens are pruned in each
transformer block, to learned thresholds variants. For merging,
the top-k approach is equal to what is used in ToMe (Bolya
et al. 2023). Additionally, we compare merging and pruning
individually with the combined approach.

The results show that learned thresholds improve the accuracy
of pruning significantly, while for merging the improvements
are only marginal. This difference in accuracy between learned
thresholds and top-k can be explained by examining the distribu-
tion of removed tokens as shown in Figure 3.8. In this box plot,
we compare the distribution of the number of removed tokens
with LTM and LTP with uniform top-k pruning (i.e. the dashed
line in the figure). As can be seen in the figure, the distribution
of removed tokens with LTM is close to the uniform top-£ distri-
bution, which results in many of the same tokens being merged,
while for LTP the distribution is notably dissimilar.

We also observe that naively combining merging and pruning by
applying both techniques with an equal fixed rate is worse than
only token merging.

This ablation shows that both components are essential in LTMP.
Combining merging and pruning outperforms the individual
techniques but only when using the learned thresholds to
balance the merging and pruning.
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Table 3.6 Ablation of the two main components of LTMP on
DeiT-S:learned thresholds and combining merging with pruning.

Method setting FLOPs Accuracy
pruning
Top-k k=16 2.3G 74.82
LTP TFLOPs — 0.5 2.3G 76.51
Top-k k=11 3.0G 77.88
LTP rrrops = 0.65  3.0G 79.17
Merging
Top-k (ToMe) k=16 2.3G 78.09
LTM rrrops = 0.5 2.3G 78.16
Top-k (ToMe) k=11 3.0G 79.28
LTM rrrops = 0.65  3.0G 79.45
Merging & pruning
Top-k E=8+8 2.3G 77.60
LTMP rrrops = 0.5 2.3G 78.61
Top-k k=6+6 3.1G 78.98
LTMP rrrops = 0.65  3.0G 79.60
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Figure 3.8 Distribution of the number of tokens (k) removed in
LTP and LTM variants of DeiT-S rrrops =~ 0.5.

3.7 Inference speed

So far in this chapter, we have reported FLOPs as the complexity
metric. We have shown in Chapter 2 that FLOPs are often a poor
proxy for latency, as latency improvements on one type of hard-
ware often do not translate to similar improvements on other
hardware, especially in mobile and embedded devices. However,
as our complexity improvements come from reducing the input
tokens and both our masking modules and pruning and merging
implementations are parallelized, we believe FLOPs to be the best
available metric to report complexity improvements.

Nevertheless, to demonstrate our approach, we have
benchmarked it on a mobile device using PyTorch’s
optimize_for_mobile function and speed_benchmark Android binary.
Table 3.7 shows the latency of the baseline DeiT-S and our
LTMP (with rprops =~ 0.5) reduced variant. The benchmark
is conducted on a Google Pixel 7 and averaged over 200 runs
(with 50 warm-up runs prior). The results show that the latency
improvements, which achieve a reduction of 49.52%, are nearly
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identical to the theoretical FLOPs improvements, which have a
reduction of 50.12%.

LTMP is also faster than ToMe while not only merging but also
pruning. This likely comes from the argsort operator that is
used in top-k approaches such as ToMe and which is not well
supported in many frameworks (Prillo and Eisenschlos 2020).
Unfortunately, despite Evit, Evo-Vit and DynamicVit having an
open-source PyTorch implementation, they use operations that
are not supported by TorchScript, which is required for the mo-
bile speed_benchmark tool.

Table 3.7 Latency benchmark on a Google Pixel 7.

Method FLOPs Latency Accuracy
DeiT-S (Baseline) 4.6G  212ms 79.8
LTMP (Ours) 2.3G 107 ms 78.6
ToMe 2.3G 118 ms 76.9

3.8 Limitations

Our learned thresholds approach requires a batch size of 1 during
inference as each image is reduced differently. This is not a limi-
tation for most resource-constrained applications which typically
operate inference with a batch size of 1. Our method could be
extended to accommodate larger batch sizes by incorporating
masking or converting thresholds to the average number of to-
kens removed per operation and layer, and applying these values
in a top-k adaptation.

3.9 Visualizations

In Figure 3.9, we illustrate the merging and pruning of the tokens
as they are processed through the vision transformer. It can be
observed how similar parts of the image get merged and how
unimportant parts of the image are pruned.
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Figure 3.9 Visualization of the merging and pruning as applied
to image patches. In every layer the most similar tokens are
merged and any unimportant tokens are pruned. The visualiza-

tions show the remaining tokens after every layer in DeiT-S.
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3.10 Conclusion

In this chapter, we introduced Learned Thresholds token Merg-
ing and Pruning (LTMP) for vision transformers. LTMP makes
it possible to reduce the computational cost of a vision trans-
former to any reduction target value with minimal loss in accu-
racy. LTMP adaptively reduces the number of input tokens pro-
cessed by merging similar tokens and pruning the unimportant
ones. Our implementation uses learned thresholds which en-
able different merging and pruning rates between different im-
ages and allows the model to learn the optimal trade-off between
merging and pruning across layers. As LTMP only introduces two
learnable parameters per transformer block, our method is able
to converge within a single epoch, which is an order of magnitude
quicker than other learnable approaches.
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Detection

4.1 Introduction

The previous chapters focused on optimizing the backbone net-
works used in computer vision models. While these techniques
improve the efficiency of computer vision models, most models
deployed in real-world scenarios have task-specific components
built upon the backbone model. To further improve the perfor-
mance on downstream vision tasks, it is important to also opti-
mize these task-specific components. In computer vision, one of
the most extensively studied and widely employed downstream
tasks is object detection. Object detection involves not only pre-
dicting the class label associated with each object in an image but
also accurately determining the precise spatial location of each
identified object.

Object detection models can be categorized into two categories
based on whether detection happens in one or two stages. Two-
stage networks (Cai and Vasconcelos 2018; Girshick 2015; Ren et
al. 2015) first run a regional proposal network (RPN) that pro-
duces class-agnostic candidate object locations. These proposals
are then used as input for a second stage where the proposed ob-
jectregions are classified and the location of the object is refined.
One-stage detectors (Lin, Goyal, et al. 2017; W. Liu et al. 2016;
Redmon and Farhadi 2017; Sermanet et al. 2013; Tan, Pang, and
Le 2020) typically use a single convolutional neural network with
a predefined set of default anchors (i.e. an anchor associates a
predefined size and aspect ratio to each pixel at a feature map) of
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which the classes and location offsets are directly predicted. And
while there has been some work on anchor-free detectors (Law
and Deng 2018; Tian et al. 2020), most mainstream single shot
detectors (SSDs) still use the same anchor-based approach (Lin,
Goyal, et al. 2017; Redmon and Farhadi 2018; Tan, Pang, and Le
2020).

While two-stage networks are generally the most accurate, one-
stage detectors tend to be more resource-efficient and are often
the only choice to run in real-time on resource-constrained de-
vices, such as mobile platforms (Huang et al. 2017).

Many studies aimed at creating more efficient models for object
detection have been carried out in the past. Most have achieved
it through slimmer backbone networks (e.g. MobileNet in SS-
DLite (Sandler et al. 2018)) or compression techniques such as
weight pruning and quantization (L. Deng et al. 2020; Zhuang
Liu et al. 2018), i.e. techniques similar to those discussed in Sec-
tion 1.4. As computational complexity in the backbone network
keeps shrinking, the importance of an efficient object detection
head, in which anchors are used to predict potential objects,
increases.

The influence of these anchors on the computational cost of the
object detector is twofold. Firstly, the number of anchors an
object detector uses directly influences the size of the convolu-
tional layers in the head of the detection model. Secondly, all
bounding boxes produced by those anchors need to go through
a non-maximum suppression (NMS) post-processing step to de-
termine the final detected objects. Previous studies on the ac-
curacy/latency trade-off for object detectors have shown that for
small models, i.e. the ones typically used in an embedded con-
text, “NMS can take up the bulk of the running time” (Huang et
al. 2017). While the exact running time of the post-processing
step depends strongly on the used hardware, systematic assess-
ments (Verucchi et al. 2020; L. Cai et al. 2019) have shown that
the number of detections coming out of an object detection net-
work has a non-negligible influence on the end-to-end inference
time. Whereas traditional backbone pruning techniques only
influence part of the model inference time, anchor pruning can
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reduce the running time of both the model inference and the
post-processing step.

In this chapter, we introduce anchor pruning and evaluate its
effect on the accuracy and efficiency of one-stage anchor-based
object detection models. The main scientific contributions of this
chapter can be summarized as follows:

(1) We propose an anchor pruning search algorithm that
determines which key anchors to remove and identifies
several anchor configurations on the accuracy/resources
Pareto frontier, allowing model developers to trade
accuracy for performance when resources are constrained.

(2) We show that the accuracy of the proposed pruned models
can be further improved through fine-tuning or retraining
from scratch. By removing well-chosen anchors and re-
training, it is possible to achieve both better efficiency and
accuracy compared to the unpruned baseline model.

(3) We introduce the concept of an overanchorized model. By
starting our proposed anchor pruning approach on an ob-
ject detector that has many closely overlapping anchors, we
show that we can avoid tuning hyperparameters related to
the initial shape of the anchors.

(4) We extensively benchmark our approach on the SSD and
RetinaNet object detectors on both the MS COCO and PAS-
CAL VOC datasets. The results strongly demonstrate that
pruning anchors and retraining can reduce the resource
costs of an object detector significantly and that our method
generalizes to different anchor-based one-stage detectors.

4.2 Background: Object detection

There are two types of meta architectures that are used for ob-
ject detection: two-stage detectors and one-stage (also known as
single-stage) detectors.
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4.2.1 Two-Stage Detectors

Pioneered by R-CNN (Girshick et al. 2014) and its successors, Fast
R-CNN (Girshick 2015) and Faster R-CNN (Ren et al. 2015), two-
stage detectors work in two distinct stages: (1) region proposal
and (2) classification and refinement of the proposed regions.
The first stage, also known as the region proposal, involves gen-
erating a sparse set of potential bounding box candidates. Fig-
ure 4.1 shows an overview of the two-stage meta-architecture.
While two-stage detectors can achieve very high accuracies, the
process is inherently compute-intensive since the second stage
needs to be run on every proposed region.

Region Proposal Network

Objectness 1
Classification !

Box
Regression

Object :
Classification

C Box
Feature Extractor Regression

Figure4.1 Meta-architecture of a two-stage object detector.

4.2.2 One-Stage Detectors

One-stage detectors, on the other hand, aim to optimize the ob-
ject detection pipeline by eliminating the distinct region proposal
stage. These detectors, pioneered by SSD (W. Liu et al. 2016)
and YOLO (You Only Look Once) (Redmon et al. 2016), predict
class labels and bounding box coordinates directly from the im-
age in a single pass, see Figure 4.2 for an overview of the meta-
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architecture. This approach is usually much faster than two-stage
detectors at the cost of a small reduction in accuracy.

< Object
Classification
( Box
* Regression
I
Feature Extractor Detection Head

Figure 4.2 Meta-architecture of a one-stage object detector.

Anchor-based one-stage detectors

Although recent work that uses anchors in a transformer-based
object detector exists (Y. Wang et al. 2021; H. Zhang et al. 2023)*,
anchor-based one-stage detectors are usually convolutional mod-
elsthat consistin most cases of three parts. The backbone network
is an off-the-shelf network, trained originally for image classifi-
cation, that extracts features which can be used for downstream
vision tasks, most object detection models have a middle part,
the neck, that adds more layers after the backbone to produce
better adapted features. In SSD (W. Liu et al. 2016) the neck
consists of additional convolutional feature layers, while in more
recent networks such as RetinaNet (Lin, Goyal, etal. 2017) and Ef-
ficientDet (Tan, Pang, and Le 2020) some form of feature pyramid
network (FPN) (Lin, Dollar, etal. 2017) is used, that has additional
lateral connections with the convolutional backbone. The final
part is the object detection head which includes a classifier and
regressor to predict classes and exact locations of the objects in
the image. The detection head is often applied to several feature
layers, which can come from both the backbone and the neck.

1. The research in this chapter was conducted before the first transformer-
based object detector was introduced in Carion et al. 2020.
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Figure 4.3 Illustration of anchors in object detection. For each
pixel in the feature map, final bounding boxes are predicted as
the offset from a set of predefined default bounding boxes, also
known as anchors. The feature map illustrated here has 4 an-
chors.

Anchor-based detectors associate some predefined anchors,
sometimes also named default bounding boxes or priors, to each
feature layer to which the detection head is attached. These
anchor-associated feature layers are what we will refer to as
feature maps. The anchors have a predefined size which is
usually defined in terms of size and aspect ratio. The classifier
and regressor in the detection head output the class scores and
the 4 offsets relative to the predefined anchor shape for each
pixel in a feature map. The final bounding boxes are obtained by
filtering bounding box predictions above a certain classification
threshold and removing overlapping boxes with NMS. Figure 4.3
illustrates the concept of anchors; it shows part of a feature
map, the corresponding anchors and a predicted final bounding
box. While some papers claim that an increase in the number
of anchors leads to an increase in accuracy (S. Li et al. 2019,
W. Liu et al. 2016), we will show in Section 4.6 that this does not
always hold and that too many anchors can lead to a decrease in
accuracy.
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Anchor-free one-stage detectors

Some one-stage detectors use a different approach. The first
version of YOLO predicted the coordinates of bounding boxes
directly using fully connected layers (Redmon et al. 2016), before
later versions also switched to using anchors. More recently
proposed anchor-free detectors have deliberately moved away
from using anchors. One of the main cited reasons for the ex-
istence of anchor-free detectors is that anchor sizes need to be
carefully tuned. Keypoint-based anchor-free detectors (Law and
Deng 2018; Zhou, Zhuo, and Krahenbuhl 2019) such as CornerNet
(Law and Deng 2018) for example, detect keypoints of an object
and group multiple predictions together to produce a final bound-
ing box. Centre-based anchor-free approaches (Tian et al. 2020;
Zand, Etemad, and Greenspan 2022) search for object centres and
predict the final bounding box based on these centres. More
recently, i.e. after the work in this chapter was conducted, DETR-
based (Carion et al. 2020) approaches gained popularity. DETR-
based approaches use object queries in the form of additional input
tokens to the object detection head, which is a transformer de-
coder in DETR, to predict the final bounding boxes. Each object
query corresponds to one predicted bounding box at the output
of the detector.

While anchor-free methods have grown in popularity and show
promising results, their alternatives to anchors often mean that
the detections made in the object detection head are fixed and
cannot be downscaled to trade speed for accuracy. We believe
that anchor-based solutions are still relevant as they are still
widely used (YOLOv5 (Jocher et al. 2022) is one of the most
popular object detectors in industry) and as demonstrated in
EfficientDet (Tan, Pang, and Le 2020), are able to achieve state-
of-the-art results in both accuracy and efficiency. Additionally,
Shifeng Zhang et al. 2020 show that if anchor-based and anchor-
free methods adopt the same training scheme, there is no
noticeable difference in the final performance. Furthermore,
SSD is still the de facto framework to benchmark object detection
results for papers that introduce a new lightweight backbone
(Vasu et al. 2023).
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4.3 Related Work

4.3.1 Modelscaling

As stated throughout this dissertation, many real-world applica-
tions run on systems where model size and inference speed are
highly constrained, including object detection applications. The
object detection networks used in such systems are not selected
based on absolute state-of-the-art accuracy but on the best pos-
sible performance given these constraints. To this end, many
model scaling techniques are applied to scale object detectors
towards a certain size or speed, where the size is determined by
the number of parameters in the network and the speed by the
number of floating point operations. In object detection, like any
other downstream computer vision task, it is common to down-
scale the model by changing the backbone network (e.g. from
VGG (Simonyan and Zisserman 2014b) to MobileNet (Sandler et
al. 2018)), by reducing the input resolution (e.g. from 512 x 512 to
300 x 300 in SSD (W. Liu et al. 2016)) or a combination of these
(Tan, Pang, and Le 2020). To further trim the computational cost
in those models, techniques such as pruning and quantization are
often used, possibly in combination with knowledge distillation
(Hinton, Vinyals, and Dean 2015) to recover any lost accuracy.

However, none of the above scaling techniques are specific to
object detection. We will show in Section 4.5 that our proposed
method of pruning anchors is an effective way to downscale the
computational complexity of the object detection head. It is or-
thogonal to the previously mentioned scaling methods, mean-
ing that they can be combined to achieve better compression
results.

4.3.2 Anchor shape optimization

One of the main reasons to use an anchor-free approach is that
the number of anchors and their predefined shapes can be seen
as hyperparameters that need to be carefully tuned. As stated
earlier, anchors are usually defined in terms of size (or scale) and
aspect ratio. The optimal aspect ratios depend strongly on the
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domain in which the object detector is applied. For face recog-
nition, square aspect ratios will be important (Shifeng Zhang et
al. 2017) while for text detection, such as in license plate recogni-
tion, wider aspect ratios like 1 : 5 need to be included (Liao, Shi,
and Bai 2018).

The optimal scales for the anchors in each layer not only depend
on the domain (i.e. the distribution of the size of the objects) but
also on the receptive field and the stride of the associated feature
map. The theoretical receptive field indicates which pixels in
the input image affect the value of a pixel in the feature map.
However, as shown in (Luo et al. 2016), the effective input region
that has a non-negligible impact on this feature map value is only
a fraction of the theoretical receptive field. The stride of the
feature map determines the interval at which anchors are placed.
For example, in SSD the stride size of the first anchor-associated
feature map is 8 pixels, indicating that the anchors produce a
bounding box every 8 pixels on the input image.

To reduce the importance of the initial anchor shapes, RefineDet
(Shifeng Zhang et al. 2018) proposes a one-stage object detector
with an additional module to refine anchor locations, alleviat-
ing the negative effects of suboptimal anchor shapes. Other ap-
proaches, such as Guided Anchoring (J. Wang et al. 2019) and
MetaAnchor (Yang et al. 2018), remove the need for hand-picked
anchors altogether by including additional components that gen-
erate the anchors. However, this requires extra computations
and resultsin alarger model and longer inference time. Other ap-
proaches dynamically learn the anchors during training, which
increases training time but has no influence on the model size
and inference time. FreeAnchor (Xiaosong Zhang et al. 2019) and
MAL (Ke et al. 2020) start from a bag of candidate anchors and
learn which ones are optimal, Anchor Box Optimization (Zhong
et al. 2020) adapts the loss and changes the anchor shapes dur-
ing back-propagation. These approaches optimize the anchor
shape initialization but still leave the number of anchors as a
hyperparameter. While these approaches benefit from anchor
selection during training, this also means that any modification
to the number of anchors requires retraining the network, mak-
ing it infeasible to use such methods to explore accuracy/per-
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formance trade-offs efficiently. In comparison, our proposed
pruning method can obtain an accurate pruned model without
any need for retraining or fine-tuning. Only when a final pruned
configuration is selected does our method require fine-tuning or
retraining.

Our anchor pruning approach is compatible with these previ-
ous anchor shape optimization methods as our method does not
change the shapes of the initial anchors but rather removes the
redundant or least important anchors. Models that have opti-
mized anchor shapes can be used as a baseline from which to
start anchor pruning.

4.4 Motivation

4.4.1 Redundant anchors

In a one-stage anchor-based object detector as introduced in Sec-
tion 4.2.2, the total number of predicted bounding boxes per
image is N = Zle N; = Zle(Ai x H; x W;), where H; and
W; are the height and width of the feature maps, and A; is the
number of anchors, for k different feature map layers. In some
object detection architectures, N also depends on the number of
classes, but since most models separate class-agnostic bounding
box regression from the object classification, we do not include it
here. Our proposed technique can be trivially extended to handle
class-specific anchors.

When all detection head layers have the same number of anchors
A; and downscale the spatial resolution by half in each consec-
utive layer, i.e. Vi,j € {1,...,k} : A; = Ajand H;y1 = H;/2,
Wit1 = W;/2, as is common in one stage detectors where the
feature maps are often in a pyramid structure, then Ny ~ 3N.
This means that the majority of the predicted bounding boxes
come from the anchors associated with the first feature map.

Table 4.1 shows the relation between the number of anchors per
feature map layer and the total number of bounding boxes as well
as the accuracy on the COCO dataset for different SSD300 models.
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Table 4.1 Relation between the number of anchors per layer A4;
and the total number of bounding boxes NV in SSD300. The num-
ber of anchors A; in the first feature map layer have the largest
influence on N. It can be seen that reducing this number has a
positive influence on both the mean average precision (mAP) and
the number of bounding boxes.

* Marks the original configuration of SSD300 (W. Liu et al. 2016).

{Ay, Ay, A3, Ay, A5, A} N COCO mAP

{6,6,6,6,6,6} 11640 25.6
{4,6,6,6,4,4}" 8732 25.7
{2,6,6,6,4,4} 5844 25.8

The first row shows the results when using the 6 anchors per layer
as defined in the scales and aspect ratios section of the original
SSD paper (W. Liu et al. 2016). The second row shows the results
for the final SSD300 version reported in the experimental results
section of the original paper, where the number of anchors is
reduced from 6 to 4 in the first and last two layers. While the
original SSD paper does not motivate why some layers have only
4 instead of 6 anchors, it can be seen from the results in Table 4.1
that the choice likely comes from the observation that 6 anchors
in the first layer offer less accuracy at a higher computational
cost. The last row shows that further reducing the number of
anchors in that first layer could have improved accuracy and
efficiency even more. As we argued earlier, the optimal number
of anchors is a hyperparameter that requires careful tuning. This
example also indicates that more anchors do not always mean
better accuracy, as will be further shown in Section 4.6.

Analysis of the bounding boxes predicted by each anchor shows
that different anchors can predict similar bounding box shapes.
For example, an object with a ground truth bounding box of
aspect ratio 1 : 1.5 could be predicted by a 1 : 1 anchor and a
1 : 2 anchor. Figure 4.4, shows the distribution of the predicted
bounding boxes for each anchor in the first two layers of SSD300
on the MS COCO dataset. It can be observed that certain anchors
produce bounding boxes that are almost completely covered by
predictions of neighbouring anchors, which intuitively explains
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why it is possible to prune certain anchors without loss of perfor-

mance.
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Figure 4.4 The distribution of the shape of bounding boxes for
each anchor in the first two layers of SSD300 on MS COCO. The
markers correspond to the default shape of each anchor and the
matching coloured region to the final bounding boxes produced
by that anchor. Plotted on the side are the marginal distributions
of the width and height.

4.4.2 Computational cost of the object detection head

While the original SSD300 model is no longer a state-of-the-art
object detection model, as many alternatives that are both more
accurate and more efficient have been developed since its publi-
cation, the fundamental structure of the Single-Shot-Detector re-
mains used in recent mobile object detectors (Vasu et al. 2023).

Table 4.2 shows the FLOPs of different object detection models
along with how many of those FLOPs are in the detection head.
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It can be seen that the relative size of the head has increased
as backbones got more efficient in more recent object detectors.
Given the growing focus on resource-efficient models, we expect
this trend to continue. As our method focuses only on the de-
tection head, it generalizes to all anchor-based one-stage object
detectors, we will show this in our experiments in Section 4.6.6.

As stated in Section 4.1, the running time of an object detection
model in an embedded context is often dominated by the running
time of the post-processing steps, which is directly related to the
number of bounding boxes produced by the network. In systems
where this post-processing bottleneck is not present, the running
time will be directly related to the FLOPs of the model. Because
our approach is backbone independent, we only report on the
FLOPs in the detection head. For these reasons, in the remainder
of this chapter, we report the resource cost as FLOPs in the detec-
tion head of the network or as the number of bounding boxes it
produces. We have deliberately chosen to not focus on latency
as this depends on many different design choices, of which not
all are affected by anchor pruning such as the choice of the ar-
chitecture of the backbone network and the specific NMS im-
plementation. Compared to reporting latency which is very im-
plementation and hardware dependent, as shown in Chapter 2,
we believe that our reported metrics allow model designers to
better estimate the accuracy/resource trade-offs that are possible
for their platform. Model designers can use either the FLOPs or
the number of bounding boxes as optimization goal, depending
on whether the post-processing or the model inference is the
bottleneck.

Table 4.2 The number of FLOPs for different one-stage object
detectors, along with the percentage of the FLOPs that take place
in the head of the network. FLOPs are calculated for an input
resolution of 300 x 300.

Model FLOPs FLOPs(%) head
SSD 34.4B 12.3%
RetinaNet 21.7B 57.6%
MobileNetV3-Small-SSDLite  0.2B 37.5%
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4.5 Methodology

In this section, we propose an efficient way to explore different
anchor configurations through pruning. We present a search
algorithm to determine which anchors to remove for different
resource constraints. The result is a sequence of anchor configu-
rations that form a Pareto frontier in the accuracy/performance
design space. This allows model designers to trade-off between
accuracy and performance when selecting their final model.

4.5.1 Optimal Anchor Search

In our token reduction approach from Chapter 3, the main fo-
cus was on determining where to prune and where to merge,
which tokens to prune was straightforward as this was directly
related to their importance scores and similarity scores. In an-
chor pruning, there is no such metric per anchor that can be used
to determine which anchors to remove. Our focus, therefore,
lies in not only deciding how much to prune but also what to
prune. Anchors that produce bounding boxes that are largely
covered by neighbouring anchors are more optimal to prune than
those producing unique shapes. The number of possible anchor
subsets that result from pruning a model is equal to |P(.A)|= 2
where Ais the set of all anchors in the unpruned model and P(.A)
stands for the power set of .A. Models such as SSD and RetinaNet
have 30 and 45 anchors respectively, which makes it infeasible
to evaluate all combinations. We, therefore, introduce a greedy
search algorithm to explore the search space efficiently. This
procedure is summarized in Algorithm 1.

Our anchor pruning algorithm starts from a fully (pre-)trained
model M with anchor configuration C = .A. The algorithm
iterates over an adapting set of unexplored anchor configurations
S and constructs a set of Pareto-efficient anchor configurations
P. Starting from S = {A} and P = {A}, we take an unex-
plored configuration C (C C .A) from S at each iteration until
S = (). From anchor configuration C we evaluate configurations
Ci,...,Cn, where C; = C \ a;, with anchor a; € C.
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Algorithm 1 Anchor Pruning Search

Input: Fully trained model M with anchors A
Output: Pareto Frontier P

1: SetS < {A}and P «+ {A}
2: while S # () do

=

9:
10:
11:
12:
13:
14:

Select a configuration C from S to explore, and remove it
from S
for each anchor a; € C do
Ci =C \ 073
accuracy.. = Accuracy of M, keeping only
predictions produced by anchors in C;
cost¢, = Resource cost of M with anchors in C;
Compare accuracy,, and costg, to
accuracy., and cost, fromallC; € P
if C; is Pareto Optimal in P then
AddC;to Pand S
end if
Remove any C; that is no longer optimal from P
end for
end while
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Evaluating a configuration C means evaluating the accuracy of
the model M when only using the predictions made by anchors
a; € C. This can be done in an efficient way by initially storing
all predicted bounding boxes from M, i.e. before any are dis-
carded by post-processing steps such as NMS, and to re-evaluate
by only keeping the bounding boxes produced by anchors a; in
the configuration C. This avoids the costly process of running all
validation inputs through an adapted model for each new config-
uration. The evaluation of the accuracy metric should be done
on a validation set to avoid overfitting the anchor configurations
on the test set. As stated before, we are not just interested in
the highest accuracy but in the accuracy/complexity trade-off.
This requires evaluating an accuracy metric (e.g. mean average
precision (mAP), F-score, etc.) and a complexity metric or re-
source cost (e.g. latency, FLOPs, model size, number of predicted
bounding boxes, etc.).

A configuration is Pareto-optimal or Pareto-efficient when no
other node that uses fewer or equal resources achieves higher
accuracy. At any point during the search phase, P stores the
Pareto-optimal configurations that have been evaluated thus
far. To achieve this, the accuracy and resource cost of C; is
compared to all C; € P, if C; is Pareto optimal in P we add
C; to P and S, and any C; that is no longer Pareto optimal is
removed from P. To speed up the running time of the search
algorithm, one could also add an accuracy threshold 6 such
that C; is only added to P and S if it is Pareto-optimal in P and
accuracye, > 6. This is often useful in practice when we are
only interested in accuracy/performance trade-offs as long as
the accuracy remains acceptable. Once S is empty, P contains
all Pareto-efficient anchor configurations.

Because the search is greedy, P might contain configurations
that are suboptimal solutions as the algorithm may miss anchor
combinations that would arise from further pruning discarded
configurations. However, as we will show in Section 4.6, our
method significantly outperforms random pruning and the de-
fault pruning approach from SSD and RetinaNet.
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4.6 Experiments

4.6.1 Setup
Base model

Our proposed anchor pruning is rather general and can be ap-
plied to any anchor-based one-stage object detector. We demon-
strate our results primarily on SSD300 (W. Liu et al. 2016), the
orginal model that introduced the one-stage single-shot object
detectors. SSD300 uses a VGG16 backbone, a pyramid of con-
volutional feature maps in the neck, and a head with a 3 x 3 x
(A; x (Classes + 4)) convolution on top of each of the 6 feature
maps. Each feature map has anchors of a fixed scale and with
aspectratios of {1, 2, %, 3, é} and an additional anchor with aspect
ratio 1 but a larger scale (which we will refer to as 1), resulting
in 6 anchors per layer. However, for the first and the last two
feature maps, the anchors with aspect ratios 3 and } are removed,
resulting in a total of 30 anchors.

Datasets
Microsoft COCO

We mainly evaluate our approach on the Microsoft Common Ob-
jects in Context (COCO) detection dataset (Lin et al. 2014), as
it is the most commonly used benchmark for object detection
models. This dataset contains 164,000 images, annotated with
bounding boxes and per-instance segmentation masks for 80 ob-
ject categories. The initial version of COCO split the training/val-
idation set into 83,000/41,000 but based on community feedback,
they changed to a new split of 118,000/5,000 in 2017. The test
set is only available through an evaluation server in order to
prevent data leakage and overfitting. In the remainder of this
work, we will denote the different splits as train2017, val2017,
and test2017.
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PASCALVOC

The PASCAL Visual Object Classes (VOC) detection dataset is a
smaller benchmark dataset that contains annotated bounding
boxes and segmentation maps for 20 object categories. Similar
to COCO, there are multiple versions of this dataset. The most
commonly used setup for PASCAL VOC is to combine the datasets
0f2007 and 2012; this combination has 11,530 training images and
4,921 test images.

Implementation details

Before pruning, the SSD model is pretrained on COCO train2017
using SGD for 120 epochs with a learning rate of 1073, which is
decreased to 10~* on epoch 80 and to 10~ on epoch 110, with
a weight decay of 5 x 10~* and a momentum of 0.9. The input
images are resized to 300 x 300 and all data augmentations as
described in W. Liu et al. 2016 are used. The accuracy metric
used for COCO is the mean average precision (mAP) evaluated
at intersection over union (IoU) thresholds evenly distributed
between 0.5 and 0.95. For the resource metric we use the number
of FLOPs in the object detection head. Our anchor pruning search
uses val2017 to evaluate candidate anchor configurations.

4.6.2 Pruning

Figure 4.5 shows the Pareto frontier of pruned anchor configu-
rations as obtained by our search algorithm, representing points
at which fewer FLOPs can only be achieved by sacrificing accu-
racy. We also highlight the original unpruned model and plot
the results of configurations achieved when pruning anchors ran-
domly. As can be seen in the figure, our method outperforms
random pruning for all FLOPs, indicating our effectiveness in
pruning anchors that are redundant or that lead to minimal ac-
curacy loss. For pruned models that have a large reduction in
FLOPs and therefore require more anchors to be pruned, select-
ing the right anchors can be the difference between a model with
acceptable accuracy and a model that is no longer usable because
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the accuracy dropped too much. Note that the wider gaps on the
x-axis between anchor configurations in the Pareto frontier are
due to pruned anchors that have a large influence on the number
of FLOPs, such as anchors in the first layer of the head.

The most accurate configuration produced by our search algo-
rithm, which we will refer to as Configuration-A pruned, is able
to reduce the number of FLOPs in the detection head by 15%
without losing any accuracy on the val2017 dataset. Table 4.3
shows the accuracy in more detail on the test-dev2017 evalu-
ation dataset, indicating that the accuracy degraded slightly for
large objects. This is not surprising as Configuration-A pruned 5
of the 8 largest anchors.
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Figure 4.5 Accuracy and FLOPs trade-offs for different optimal
anchor configurations found by our anchor pruning search. The
Pareto frontier is highlighted in orange, the unpruned baseline
in blue. Accuracy is measured on the COCO val2017 dataset and
FLOPs indicate the multiply-adds in the detection head.
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Table4.3 Results on COCO test-dev2017 from the evaluation server for different anchor configurations of SSD.
The models are ordered in decreasing number of bounding boxes and FLOPs. AP s. o5 is the COCO mAP, AR the

average recall and subscripts S/M/L correspond to small, medium and large objects. The superscripts 2,345 refer
to the subsection of Section 4.6 where the details of the relevant experiments can be found.
. FLOPs

Model (SSD variant) APs.9s APsy AP;5 | AP APy APy | ARs ARm ARg bead BBoxes
SSD Baseline 25.7 440 26.6 | 7.1 27.1 41.6 | 11.2 399 57.6 | 4231M 8732
SSD {1,2,1,1+}4 25.5 43.7 262 | 7.3 26.6 40.8|11.6 39.6 56.5|3577M 7760
SSD ﬁ“ H.Tﬁrm 25.0 43.3 25,5 | 7.2 25.6 39.6 | 12.7 39.0 56.1 | 1788M 3880
Configuration-A pruned?®> 25.6 439 26.5 | 7.1 27.1 41.2|11.2 39.8 57.2|3607M 7814
Oobmmammos..Pgmam-E:m&m 25.7 440 26.6 | 7.2 27.2 41.3 | 11.3 39.7 57.3 | 3607M 7814
Configuration-A retrained® 25.5 44.0 263 | 7.6 27.2 40.4 | 11.8 39.8 56.4 | 3607M 7814
noﬁmmcwmmog\u-w retrained>* 25.8 445 26.5 | 6.8 27.2 41.2 | 12.0 40.1 57.3 | 2476M 4926
Configuration-C retrained>*" 25.4 44.3 25.7 | 6.5 25.7 41.6 | 125 38.2 58.0 | 1628M 3121
Configuration-D retrained® 23.1 415 23.1 | 3.7 226 414 | 7.3 354 58.0 | 774M 1291
Pruned H.m&\mw-émmmm 25.0 43,6 255 | 7.5 26.5 38.1 | 13.0 39.3 54.8 | 1788M 3880
Overanchorized® 25.8 43,5 27.0 | 6.6 28.4 42.1 | 9.7 40.7 59.1 | 6673M 13584
Pruned Overanchorized® 25.3 44,0 25.7 | 6.5 25.6 42.1|12.3 374 58.8 | 1620M 3080
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Figure 4.6 Accuracy of fine-tuning and retraining certain high-
lighted configurations for SSD on COCO val2017. Fine-tuning
improves accuracy after pruning but in most cases, retraining
achieves a much higher accuracy.

4.6.3 Fine-tuning versus retraining

Most pruning techniques fine-tune the model after pruning to
recover part of the lost accuracy. In this section, we show the
impact of fine-tuning after pruning anchors and compare it to
retraining the model from scratch with the new anchor config-
uration. When fine-tuning we train for 10 additional epochs with
alearning rate of 10~°, for retraining we use the same settings as
described in Section 4.6.1. Figure 4.6 shows the effect of fine-
tuning and retraining on four highlighted configurations. As
illustrated in the figure, fine-tuning does recover some of the
lost performance during pruning. However, for all nodes ex-
cept Configuration-A, retraining the configuration from scratch
achieves much higher accuracy. As more anchors get pruned,
such as in Configuration-D, the difference between fine-tuning
and retraining increases. The Pareto frontier produced by Algo-
rithm 1 can be seen as a lower bound for the accuracy that can
be achieved for those configurations after fine-tuning or retrain-
ing.

On the val2017 dataset there are now multiple configurations
that match the unpruned baseline accuracy: Configuration-A
pruned, Configuration-A fine-tuned and Configuration-B retrained.
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Further evaluation on the test-dev2017 dataset, as shown in
Table 4.3, indicates that Configuration-A fine-tuned is able to
restore the lost performance as reported in the previous section
and Configuration-B retrained is able to reduce the FLOPs and the
number of bounding boxes by around 43% while even slightly
improving accuracy.

4.6.4 Layer-wise Pruning

Experimenting with anchor configuration in the head of an ob-
ject detector is not new, but it is normally done before training
and in a symmetric way. Adding or removing anchor shapes is
traditionally done across all layers and when the aspect ratio
is added/removed, % is then usually also added/removed. The
original SSD paper does mention two additional anchor settings
compared to the baseline; one where aspect ratios 1 and 3 are
removed, and one which is further reduced by removing aspect
ratios 2, 5. Just like our retraining approach, these additional
models are trained from scratch rather than created by pruning
the larger baseline. We compare these ‘default’ settings to config-
urations in our Pareto frontier that have a comparable number of
FLOPs. The SSD setting where aspect ratios 3, % are removed has
a performance drop of 0.2% on COCO. In the previous section,
we already showed that we can prune much more than that while
simultaneously improving accuracy. The SSD setting with only
two square anchors per layer has a performance drop of 0.7%.
Configuration-C retrained has a comparable number of FLOPs to
this setting but only results in 0.3% reduced accuracy. We also
compare to a pruned model where the anchors are pruned layer
by layer until 2 anchors per layer remain. While the layer-wise
pruning configuration keeps other aspect ratios besides 1 : 1,
it does result in comparable accuracy (after retraining) to the
last mentioned SSD setting, indicating the importance of pruning
freely over all layers as we do in Algorithm 1. The detailed results
can be found in Table 4.3.
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4.6.5 Overanchorized Model

As explained in Section 4.3.2, predefined anchors introduce
many additional hyperparameters that require careful tuning.
We introduce an overanchorized model and define it as an
object detection model that has more anchors than is strictly
needed. For applications where computational resources are
not constrained, our previous experiments showed that while
more anchors do not always improve accuracy, they also do
not degrade the accuracy significantly. For applications with
constrained resources, we can prune from an overanchorized
model to arrive at an optimized anchor configuration. This
also allows our algorithm to find a suitable set of anchors if
no initial anchors with good performance are known. As an
experiment, we defined an overanchorized SSD model with 48
anchors (see Figure 4.7) and pruned it to a model where the
number FLOPs is below or equal to the SSD setting with two
anchors per layer. Figure 4.7 visualizes the anchors selected
by the pruning step. The detailed results in Table 4.3 show
that pruning an overanchorized model achieves comparable
accuracy to pruning the original baseline. This suggests that
training an overanchorized object detection model followed by
anchor pruning can eliminate extensive tuning of the anchor
shapes, while simultaneously removing the number of anchors
as a hyperparameter.

4.6.6 RetinaNet

As stated earlier, our approach is not specific to SSD300 and can
be applied to any one-stage anchor-based object detector. In this
section, we demonstrate that our technique is also successful on
more recent object detectors such as RetinaNet. The default con-
figuration of RetinaNet uses 9 anchorsin each layer by combining
3scalesand 3 aspectratios {%, 1,2}. Asshown earlierin Table 4.2,
unlike most object detectors, the majority of FLOPs in this model
take place in the head. The explanation for this is that whereas
the head in SSD directly does a 3 x 3 x (A; x (Classes + 4)) con-
volution, RetinaNet first applies 4 additional 3 x 3 x 256 convolu-
tional layers. Another difference with SSD is that these prediction
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Figure 4.7 Anchor shapes for the overanchorized SSD model and
the anchors that remain after pruning. The overanchorized
model has 48 anchors that produce 13584 bounding boxes and
achieves 25.8 mAP on COCO. The pruned version only has 14
anchors producing 3080 bounding boxes and achieves 25.4 mAP.
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layers in the detection head are reused on all feature maps. To
account for these differences, we apply the following changes to
Algorithm 1: Configuration C generates C; by either removing
a certain anchor in every layer or by removing all anchors of a
certain layer (as the prediction layers are shared, this means not
applying the head on a certain feature map).
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Figure 4.8 Accuracy and number of FLOPs for pruned anchor
configurations of RetinaNet on COCO val2017. The Pareto fron-
tiers are optimized for the number of FLOPs or the number of
bounding boxes.

An important side effect of the additional convolutional layers in
the RetinaNet head is that the decision not to apply the head to a
certain feature map has a large influence on the number of FLOPs
but not necessarily on the number of bounding boxes. Because of
this property, we use RetinaNet to show the difference between
optimizing for the number of FLOPs or optimizing the number
of bounding boxes. When optimizing an object detector for a
certain use case, the used hardware will determine whether the
computations in the convolutional layers or the post-processing
steps on the bounding boxes are the most time-consuming. The

109



Chapter 4

resulting Pareto frontiers can be found in Figure 4.8. The large
jump in FLOPs in both frontiers happens when the head is no
longer applied to the first and largest feature map. The difference
is that in the FLOPs frontier the remaining layers still have 8
anchors left, while in the bounding boxes frontier there are only
5 anchors left.

Table 4.4 Accuracy, FLOPs and inference time for RetinaNet
variants on COCO test-dev2017. Our pruned model can reduce
the FLOPs by 75% compared to the baseline (s3a3) while being
much more accurate than the smallest original RetinaNet head
(slal). Inference times are measured on an Nvidia GTX 1080.

FLOPs FLOPs
Model AP 5. o5 head total latency
RetinaNet(s3a3) 36.9 129B  224B | 137 ms
RetinaNet(slal) 31.0 98B 193B 99 ms
Pruned 33.9 31B 126B 79 ms
Pruned(+retrained) 35.1 31B 126B 79 ms

Table 4.4 compares the result of retraining this FLOPs frontier
configuration to the baseline and a RetinaNet version with only 1
anchor in each layer as reported in the original RetinaNet paper.
Not only does our pruned configuration achieve 4.1% better ac-
curacy, but it can also reduce the computational cost of the head
by 75% compared to the RetinaNet (s3a3) baseline and by 68%
compared to RetinaNet (slal). This means that our method is
able to reduce the FLOPs of the entire RetinaNet model by 44%
while only losing 1.8% accuracy which is 3x better compression
and 4.1% better accuracy than the default way of scaling anchors,
i.e. RetinaNet(slal), which only reduces the FLOPs by 14% while
also decreasing the accuracy by 5.9%.

These results also illustrate the importance of adapting the an-
chor pruning search to the object detection architecture; without
allowing an entire layer to be dropped it is impossible to signifi-
cantly decrease the number of FLOPs.

The training configurations used for RetinaNet are based on the
MMDetection (K. Chen et al. 2019) RetinaNet baseline configura-
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tion with ResNet50 backbone and 1x learning rate schedule. All
models are trained using SGDs for 12 epochs with an initial learn-
ing rate of 0.01 which is decreased to 103 on epoch 8 and 10~ on
epoch 11, the weight decay is 10~* and the momentum 0.9. The
input images are resized to 800 pixels on the shortest side, and
random horizontal flipping is used as data augmentation.

4.6.7 MobileNetV2-SSDLite

To further demonstrate the generalization of our approach, we
also conducted experiments on an SSD object detector with a
more compact backbone. It is generally assumed that compact
models such as MobileNet (Sandler et al. 2018) and ShuffleNet
(Hu, Shen, and Sun 2018) are harder to prune due to their already
compact layers (Zhu and Gupta 2017). For anchor pruning, we
show that the used backbone is not of importance as the pruning
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Figure 4.9 Accuracy and number of FLOPs relative to the un-
pruned models for MobileNetV2-SSDLite and the original SSD on
COCO val2017. Both frontiers have a similar trend line, indicat-
ing that anchor pruning is backbone agnostic.
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happens in the object detection head. The only important fac-
tor in anchor pruning is the placement of the original anchors.
Figure 4.9 shows the Pareto frontiers for MobileNetV2-SSDLite
and the original SSD model. Both frontiers follow a similar trend
line, indicating that anchor pruning is backbone agnostic. The
main difference between the two trend lines is the slightly worse
accuracy degradation on the left side in the MobileNet frontier.
This, however, is explained by the fact that MobileNetV2-SSDLite
model has only 3 anchors in the first layer compared to 4 in the
VGG-16 SSD model.

4.6.8 PASCALVOC

For completeness and to further demonstrate the generalization
of our approach, we also evaluate our approach on the PASCAL
VOC dataset as introduced in Section 4.6.1. To reproduce the SSD
baseline in the same way as the original paper, we change the
anchor scales to the values specific for PASCAL VOC as defined in
W. Liu et al. 2016. The training configuration remains identical to
the one used for COCO, with the exception that it is run for twice
as many epochs.

The Pareto frontier for SSD on this dataset can be found in Fig-
ure 4.10. The reported mAP is with an IoU threshold of 0.50 as is
custom for evaluation on this dataset. It can be seen that anchor
pruning with retraining can achieve similar mAP as the baseline
with more than 50% FLOPs reduction.

As SSD uses different anchor shape initialization for PASCAL VOC
compared to COCO, we also included an overanchorized model
that has the same initial anchors as in the experiments of Sec-
tion 4.6.5. For both PASCAL VOC and COCO pruning from the
same ‘overanchorized’ model results in an improvement over the
baseline models. This demonstrates that anchor pruning can not
only eliminate the number of anchors as parameters but also the
shapes of the anchors when used with an overanchorized detection
head.

Compared to the results on COCO, pruning SSD on PASCAL VOC
shows an additional interesting property; removing certain an-
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Figure4.10 Accuracy and number of FLOPs for anchor pruning
configurations in the Pareto frontiers for the SSD baseline and
overanchorized model on PASCAL VOC. Note how pruning certain
anchors results in improved accuracy compared to the baseline,
even before any fine-tuning or retraining.
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chors immediately improves accuracy, even before fine-tuning
or retraining. This can be explained by looking at the pruned
anchors. For example, the most accurate configuration prunes,
among others, all anchors in the last layer. In SSD the last layer
of the head operates on a 1 x 1 feature map while the previous
layer operates on a 3 x 3 feature map. When anchors from
both these layers make a prediction about the same large object,
the anchor from the layer with the larger feature map has more
spatial information which can lead to more accurate bounding
box predictions. The example image in Figure 4.11 illustrates
this: while the anchor from the last layer is more confident in
its prediction, the anchor from the penultimate layer is more
accurate in predicting the bounding box shape. Depending on
the network structure in the backbone and neck, removing all
anchors on the last feature map may make this layer obsolete and
reduce the computational complexity of the entire network even
further.

Ground Truth |

Tl T T T

(a) (b)

Ground Truth |

S

Figure 4.11 An example illustrating how predictions made by
a large anchor can be more confident but less accurate (a) than
predictions made by a smaller anchor in an earlier layer (b).

4.7 Limitations

Our approach focuses on a specific type of object detectors:
anchor-based object detectors. Our method is, therefore, limited
to this type of object detectors and cannot improve the efficiency
of other anchor-free object detectors. But while anchor-free
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methods have grown in popularity, Shifeng Zhang et al. 2020
have shown that if anchor-based and anchor-free methods adopt
the same training scheme, there is no noticeable difference in
the final performance.

4.8 Conclusion

In this chapter, we proposed a novel pruning method for one-
stage anchor-based object detection models: anchor pruning.
We show that in most object detectors, many anchors are redun-
dant and that pruning those anchors followed by a fine-tuning
or retraining step can increase accuracy while simultaneously
reducing the computational cost. Through a simple yet effective
search algorithm, we provide a Pareto frontier of anchor con-
figurations, allowing model designers to trade accuracy for per-
formance when resources are constrained. We demonstrate the
effects of pruning anchors extensively on the SSD and RetinaNet
object detectors and the MS COCO and PASCAL VOC datasets. We
also show that through pruning an overanchorized model we avoid
tuning hyperparameters related to the initial shapes of the an-
chors. Given its effectiveness in making object detection models
more efficient, we hope that anchor pruning will become part of
the design process for modern one-stage object detectors.
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Conclusion

In this dissertation, we presented our research which proposes
several approaches towards achieving resource-efficient deep
learning models for computer vision. The deployment of
powerful deep learning models on edge devices usually
necessitates reducing the computational complexity of a model
in order to meet hardware-specific resource requirements while
simultaneously striving to retain optimal accuracy levels. As
some reduction in accuracy is inevitable when significantly
reducing the computational complexity, the final deployed
model is always a trade-off between the model’s predictive
accuracy and its computational complexity. Our approaches
have therefore focused on providing Pareto frontiers, which
allows model designers to gain insights into the trade-offs
involved when downscaling deep learning models.

In Chapter 2, we presented a methodology that can be used to
choose the best building block from which to build an efficient
deep learning model as a first step in the network design pro-
cess (i.e. as a preselection step before NAS or manual design)
in a hardware-aware manner, while maintaining the freedom
to trade-off between task performance and execution efficiency.
We used our approach to evaluate the hardware efficiency of
different variations of the popular MBConv building block on
various hardware platforms.

In Chapter 3, we presented a pruning approach for vision trans-
formers. Our learned thresholds token merging and pruning
(LTMP) method enables reducing the computational cost of a
vision transformer to any reduction target value with minimal
loss in accuracy. LTMP reduces the computational complexity by
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reducing the input tokens processed by the vision transformer, as
the computational complexity of vision transformers is quadratic
with respect to the input tokens. By adaptively reducing the input
patches as they are processed through the vision transformer,
achieved by merging similar input tokens and pruning the unim-
portant ones, we are able to create more efficient vision trans-
formers.

In Chapter 4, we focused on a downstream vision task and pre-
sented a novel pruning method for object detection models: an-
chor pruning for one-stage anchor-based detectors. We showed
that in most object detectors, many of the object detection an-
chors that generate the final predictions are redundant and that
pruning those anchors followed by a fine-tuning or retraining
step can increase accuracy while simultaneously reducing the
computational cost.

5.1 Future research directions

In this dissertation, we presented three approaches towards ef-
ficient computer vision models. As deep learning progresses at
a rapid pace, for each of these approaches future research direc-
tions have already arisen.

In Chapter 2, we focused our research on mobile convolutional
models as they were the dominant architecture at the time this
research was conducted. And while convolutions remain com-
petitive for lightweight vision tasks, current research is transi-
tioning from CNN based models to light-weight vision transform-
ers (Huang et al. 2022) including hybrid architectures (Mehta and
Rastegari 2022; Yanyu Li et al. 2022; X. Liu et al. 2023). It would be
interesting for future work to investigate the hardware efficiency
of these proposed building blocks in a standardized way using our
method.

Another future research direction related to creating
compact networks is to explore software-hardware co-design
opportunities. With the trend towards ever larger models, there
are growing mismatches between large models designed for
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server-grade accelerators and compact models derived from
these large models for embedded hardware platforms. By jointly
optimizing the model architecture and the underlying hardware
architecture, significant efficiency gains can potentially be
achieved. For instance, specialized memory hierarchies and
dataflows could be designed to maximize data reuse for a given
model. Hardware accelerators like specialized TPUs could
be tailored to efficiently execute common neural network
operations. Energy-aware model compression techniques like
pruning and quantization could help reduce energy costs.
Overall, the tight integration of model and hardware design
presents new opportunities to deploy powerful deep learning on
highly constrained embedded systems.

Our research in Chapter 3 focused on pruning vision transform-
ers. But unlike CNNs, which were mainly used in computer
vision, the transformer architecture is a dominant architecture
across modalities. While pruning approaches for transformer in
other domains exists, the combination of merging and pruning,
as proposed in this dissertation, has not yet been explored in
other domains such as NLP. As transformers are applied across
modalities, they also became used for multimodal tasks (Xu, Zhu,
and Clifton 2023). Another interesting future direction of re-
search would be applying our LTMP to multimodal transformers,
as these should have a large number of input tokens which could
be merged and pruned.

While anchor-based detectors remain popular in the industry
with e.g. YOLOvVS (Jocher et al. 2022) and new lightweight back-
bones still use SSD to showcase object detection capacities (Vasu
et al. 2023), the research community has mainly shifted towards
DETR (Carion et al. 2020) based object detectors which use trans-
former encoder-decoder architecture. These object detectors no
longer use anchors to create the final predictions but instead
use object queries in the form of additional input tokens to the
transformer decoder. Similarly to anchor-based object detection,
subsequent research papers have tried to optimize these object
queries, which often involves increasing the number of object
queries (Y. Wang et al. 2021; Meng et al. 2021). An interesting
future research continuation of our work in Chapter 4 would be
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to look into reducing the number of object queries with our token
merging and pruning approach from Chapter 3. Looking more
broadly at downstream vision tasks, pruning the task-specific
head of a vision model remains an underutilized efficiency direc-
tion, including in other subfields such as segmentation.

Looking more generally at the field of efficient deep learning,
ever since the deep learning era began, this field has been follow-
ing the general advances in neural network and hardware archi-
tecture design. Currently, the transformer architecture stands
as the de facto state-of-the-art neural network architecture for
a wide range of domains and tasks. However, the pursuit for a
successor architecture has already begun, as evidenced by re-
cently proposed architectures such as Retentive Networks (Sun
et al. 2023). Whatever form the next generation of state-of-the-
art neural network architectures may have, the field of efficient
machine learning will eventually focus on reducing its compu-
tational and memory costs. As long as hardware constraints
on edge devices will be a limiting factor for running powerful
AT models, there will be a need for efficient machine learning
algorithms which bring these AI breakthroughs to mobile and
embedded platforms.
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