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\A PhD is like an olive, ...

or Shakespeare, ...

or whisky, ...

or free jazz, ... "

{ Group of BIOMATH PhD

students
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Summary

Clean and uncontaminated water is crucial for both ecosystems and human health. Water

treatment systems have been created by humans to lessen the harmful impacts of their

activities. For example, wastewater treatment plants remove polluting chemicals from the

wastewater and keep them out of delicate aquatic habitats. However, these water systems

get more complicated as water quality requirements tighten. Moreover, societal priorities

change, e.g., the radical shift from pollution removal to resource recovery, further increasing

the complexity of the water system.

This ever-increasing complexity of water systems can be countered through the use of

dynamic models. Dynamic models, when utilised properly, may simulate and assess nu-

merous scenarios to enhance the design, comprehension, and operation of water systems.

Models can be used to choose technologies and calculate the precise measurements needed

to accomplish speci�c objectives during the system design phase. Additionally, there is

a tendency toward using these models for operational tasks that must be performed in

real-time, like digital twins. As water systems have gotten increasingly digitalised, model-

ling opportunities have risen. However, there are also higher expectations for, e.g., better

predictive performance, application in real-time decision-making, and data exploitation.

Modelling of water systems is done using two paradigms: mechanistic and data-driven

modelling. Mechanistic models blend physical and empirical knowledge into a mathem-

atical representation of the process using a prede�ned model structure. With parameters

known from theory or inferred from a small number of observations, the construction and

application of these models call for a high level of expertise. Due to the physical signi�c-

ance of the parameters, these models are regarded as interpretable. In contrast, data-driven

models search for relationships in the available data rather than requiring an explicit model
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structure. Therefore, including expert knowledge is less required. With a su�cient amount

of appropriate data, these models are capable of producing extremely accurate forecasts.

Both modelling paradigms, nevertheless, have shortcomings. Mechanistic models are lim-

ited in complexity and predictive accuracy. The domain knowledge presented is frequently

imperfect, susceptible to assumptions, and simpli�ed. As a result, the model structure

error a�ects its predictive abilities. The shortcomings of the model can be mitigated by

manually inserting ever more intricate dynamics, but there is a limit to how complex a

model can go before losing its identi�ability and usefulness. On the other hand, data-driven

models typically include a large number of parameters that have no underlying physical

meaning and are, as a result, more di�cult to interpret than mechanistic models. Further-

more, as the data set is the only source of information for the model, data-driven models

are unable to extrapolate to novel circumstances. This severely restricts the application

potential of data-driven models in water systems.

We suggest a hybrid modelling paradigm combining mechanistic and data-driven compon-

ents to address the 
aws of these two paradigms. Combining mechanistic and data-driven

strategies combines the bene�ts of these two perspectives. This enables the integration

of all accessible knowledge and data into a single hybrid model. While the mechanistic

component of the model can �ll gaps that are not present in the data, the data-driven

component of the model closes the gaps in domain knowledge. As a result, this method

enhances prediction accuracy while allowing a trade-o� between data and domain expertise.

We introduce hybrid models based on neural di�erential equations. This novel framework

incorporates a neural network into the di�erential equations of the mechanistic model. In

addition to introducing several training methods, we introduce the mathematical formula-

tion of these models. We highlight the bene�ts of these models on various systems. First,

the simple Lotka{Volterra system o�ers a user-friendly foundation for understanding the

method while contrasting the hybrid model with its mechanical and data-driven compet-

itors. The ability of hybrid models to extrapolate is then measured in a more complicated

system, such as an elastic pendulum. The glycolysis system then demonstrates how a hy-

brid model can still be used even when a substantial portion of the mechanistic model is

missing. The Belousov{Zhabotinsky system shows how the method for partial di�erential

equations can be extended. Finally, the limits of the approach are shown in a chaotic

Lorenz system.
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Next, we introduce an additional usage for hybrid models, i.e., as a tool to analyse the

shortcomings of a mechanistic model and identify areas of possible improvement. In a per-

formant hybrid model, the dynamics that the mechanistic component lacked are captured

by the data-driven component. In a subsequent step, the modeller can use the data-driven

component for analysis, identifying the dynamics missing from the mechanistic model and

potentially making improvements. With this goal in mind, we adapt Shapley value analysis

to the context of dynamical models based on (neural) di�erential equations. First, we intro-

duce the mathematical foundations of Shapley values, �rst in its original game-theoretical

context and, subsequently, in the context of examining data-driven models (with a focus

on analysing the neural component of the hybrid models used). We then illustrate this

method on the systems introduced earlier, successfully retrieving the missing dynamics in

all systems.

Next, we apply the two concepts introduced, i.e., hybrid models based on neural di�eren-

tial equations and Shapley value analysis, to the Activated Sludge Model. First, a hybrid

model is leveraged to retrieve the unknown growth dynamics of autotrophic bacteria. Next,

the hybrid model mitigates the model structure error originating by assuming simpli�ed

hydraulics. Lastly, the Shapley value analysis is applied to retrieve the missing SNH dy-

namics, showing that this method can retrieve even complex dynamics.

We subsequently apply both methods to two real-world datasets. First, a settling system

is modelled. The shortcomings of conventional settling models, most prominently the lack

of inclusion of compression settling, are mitigated by the hybrid model. We subsequently

compare the de�ciencies of three commonly-used settler models through the use of Shapley

value analysis. As a second real-world dataset, operational data from a reverse osmosis

installation is used. The hybrid model captures the complex fouling behaviour of contam-

ination depositing on the membranes. We subsequently analyse the captured dynamics

with Shapley values, highlighting the shortcomings of the mechanistic model.
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Samenvatting

Proper en zuiver water is van cruciaal belang voor mens en natuur. Om de waterkwaliteit

te garanderen trachten verschillende watersystemen de schadelijke gevolgen van menselijke

activiteiten te beperken. Zo verwijderen afvalwaterzuiveringsinstallaties verontreinigende

chemicali�en uit het afvalwater en houden deze daarbij uit kwetsbare aquatische habitats.

Deze watersystemen worden echter steeds ingewikkelder, voornamelijk als een reactie op

de steeds strenger wordende waterkwaliteitsnormen. Daarbovenop veranderen de maat-

schappelijke prioriteiten, met als duidelijkste voorbeeld de radicale verschuiving van het

verwijderen van de chemicali�en aanwezig in het water naar het hergebruik ervan. Hierdoor

neemt de complexiteit van het watersysteem nog verder toe.

Deze steeds toenemende complexiteit van watersystemen kan beheerst worden door mid-

del van dynamische modellen. Dynamische modellen kunnen talrijke scenario’s simuleren

om het ontwerp, het inzicht in en de werking van watersystemen te verbeteren. Modellen

kunnen worden gebruikt om tijdens de ontwerpfase van het systeem de geschikte technolo-

gie�en te selecteren en de optimale dimensionering te berekenen die nodig is om speci�eke

doelstellingen te bereiken. Daarnaast is er een tendens om deze modellen te gebruiken voor

operationele doeleinden die in real-time worden uitgevoerd, zoals hun gebruik als digital

twin. Aangezien watersystemen steeds meer gedigitaliseerd zijn, nemen de mogelijkheden

voor modellering toe. Hierdoor zijn er echter ook hogere verwachtingen voor bijvoorbeeld

accuratere voorspellingen, real-time besluitvorming en betere benutting van data.

Bij de modellering van watersystemen wordt gebruikgemaakt van twee paradigma’s: me-

chanistische en datagedreven modellen. Mechanistische modellen combineren fysische en

empirische kennis om een wiskundige voorstelling van het proces te maken met behulp van

een vooraf gede�nieerde modelstructuur. De parameters komen uit de theorie of worden

afgeleid uit een klein aantal waarnemingen. Hierdoor vereisen het ontwerp en de toepas-
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sing van deze mechanistische modellen een hoge expertise. Vanwege de fysische betekenis

van de parameters worden deze modellen als interpreteerbaar beschouwd. Datagedreven

modellen daarentegen zoeken naar relaties in de beschikbare gegevens en vereisen geen

expliciete modelstructuur. Daarom is het incorporeren van expertkennis minder essenti-

eel. Met een voldoende grote hoeveelheid geschikte data kunnen deze modellen uiterst

nauwkeurige voorspellingen maken.

Beide modelleerparadigma’s hebben echter tekortkomingen. Mechanistische modellen zijn

beperkt in complexiteit en nauwkeurigheid. De beschikbare domeinkennis is vaak onvol-

maakt, gebaseerd op aannames of sterk vereenvoudigd. Bijgevolg heeft de structurele fout

van het model invloed op zijn voorspellende capaciteit. De tekortkomingen van het mo-

del kunnen worden ondervangen door handmatig steeds ingewikkeldere dynamica toe te

voegen, maar er is een grens aan hoe complex een model kan worden voordat het zijn

identi�ceerbaarheid en bruikbaarheid verliest. Aan de andere kant bevatten datagedreven

modellen doorgaans een groot aantal parameters die geen onderliggende fysische beteke-

nis hebben en zijn zij bijgevolg moeilijker te interpreteren dan mechanistische modellen.

Aangezien de dataset de enige informatiebron voor het model is, kunnen datagedreven

modellen bovendien niet extrapoleren naar nieuwe omstandigheden. Dit beperkt de toe-

passingsmogelijkheden van datagedreven modellen in watersystemen aanzienlijk.

Wij stellen een hybride modelleerparadigma voor dat mechanistische en datagedreven com-

ponenten combineert om de gebreken van deze twee paradigma’s te verhelpen. Het samen-

voegen van mechanistische en datagedreven modellen combineert de voordelen van deze

twee paradigma’s. Dit maakt de integratie van alle beschikbare kennis en data in �e�en hy-

bride model mogelijk. De mechanistische component van het model vult hiaten in de data

en de datagedreven component vangt de gaten in domeinkennis op. Bijgevolg verbetert

deze methode de nauwkeurigheid van de voorspelling en balanceert het de beschikbare

gegevens en domeinkennis.

Wij introduceren hybride modellen op basis van neurale di�erentiaalvergelijkingen. Deze

nieuwe methode integreert een neuraal netwerk in de di�erentiaalvergelijkingen van het

mechanistische model. Naast verschillende trainingsmethoden introduceren we de wiskun-

dige formulering van deze modellen. We belichten de voordelen van deze modellen voor

verschillende systemen. Als eerste biedt het simpele Lotka{Volterra-systeem een eenvou-

dig basis om de methode te begrijpen en wordt het hybride model vergeleken met zijn

mechanische en datagedreven tegenhangers. Vervolgens wordt het vermogen van hybride

modellen om te extrapoleren bepaald in een ingewikkelder systeem, i.e. een elastische slin-
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ger. Het glycolysesysteem laat vervolgens zien hoe een hybride model kan worden gebruikt

wanneer een aanzienlijk deel van het mechanistische model ontbreekt. Het Belousov{

Zhabotinsky-systeem laat zien hoe de methode naar parti•ele di�erentiaalvergelijkingen kan

worden uitgebreid. Tenslotte worden de grenzen van de aanpak getoond in een chaotisch

Lorenz-systeem.

Vervolgens introduceren wij een tweede toepassing van hybride modellen,i.e. als hulp-

middel om de tekortkomingen van een mechanistisch model te analyseren en om gebieden

vast te stellen waar verbetering mogelijk is. In een performant hybride model wordt de

dynamica die de mechanistische component mist opgevangen door de datagedreven com-

ponent. In een volgende stap kan de modelleerder de datagedreven component analyseren

om zo de dynamica die in het mechanistische model ontbreekt te identi�ceren en eventuele

verbeteringen aan te brengen. Met dit doel voor ogen passen wij Shapley-waarde analyse

aan in de context van dynamische modellen gebaseerd op (neurale) di�erentiaalvergelijkin-

gen. Eerst introduceren we de wiskundige grondslagen van Shapley-waarden, zowel in de

oorspronkelijke speltheoretische context als in de context van van datagedreven modellen

(met de nadruk op de analyse van de neurale component van de gebruikte hybride mo-

dellen). Vervolgens illustreren we deze methode op de eerder ge•�ntroduceerde systemen,

waarbij we in alle systemen met succes de ontbrekende dynamica terugvinden.

We passen de twee ge•�ntroduceerde concepten,i.e. hybride modellen op basis van neurale

di�erentiaalvergelijkingen en de Shapley-waardeanalyse, toe op het actiefslibmodel. Eerst

wordt een hybride model gebruikt om de onbekende groeidynamiek van autotrofe bacteri•en

te achterhalen. Vervolgens vermindert het hybride model de fout in een modelstructuur

die uitgaat van een vereenvoudigde hydraulica. Ten slotte wordt de Shapley-waardeanalyse

toegepast om de ontbrekendeSNH dynamica te achterhalen, waaruit blijkt dat deze me-

thode zelfs complexe dynamica kan identi�ceren.

Als laatste passen we beide methoden toe op twee re•ele datasets. Eerst wordt een be-

zinkingssysteem gemodelleerd. De tekortkomingen van conventionele bezinkingsmodellen,

meer speci�ek het ontbreken van compressiebezinking, worden door het hybride model

verholpen. Vervolgens vergelijken we de tekortkomingen van drie gangbare bezinkingsmo-

dellen met behulp van Shapley-waardeanalyse. Als tweede dataset worden de operationele

gegevens van een omgekeerde osmose-installatie gebruikt. Het hybride model brengt het

complexe vervuilingsgedrag van vervuiling op de membranen in beeld. Vervolgens analy-

seren we de vastgelegde dynamiek met Shapley-waarden, waarbij de tekortkomingen van

het mechanistische model naar voren komen.
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PART I
PROLOGUE





\So it begins."

{ Th�eoden CHAPTER 1

Preliminaries

1.1 Problem statement

Clean, unpolluted water is critical to our ecosystems and to human health. Humans have

designed various types of water systems to reduce the negative impacts of human activities,

both domestic and industrial. A Wastewater Treatment Plant (WWTP), for example,

removes harmful pollutants from wastewater, preventing them from entering vulnerable

aquatic ecosystems. However, as wastewater standards tighten and societal goals shift,

these water systems become more complex. In wastewater treatment, for example, a

radical shift from pollutant removal to resource recovery has resulted in the term WWTP

being replaced by Water Resource Recovery Facility (WRRF).

Dynamic models are increasingly being used as an antidote to the ever-increasing com-

plexity of water systems. Dynamic models, when used correctly, can improve the design,

understanding, and operation of water systems by simulating and evaluating various scen-

arios. Models can be used during the system design phase to aid in technology selection

and determining the appropriate dimensions required to achieve a speci�c goal. Further-

more, there is a trend toward using these models for real-time operational purposes, as a

digital twin, which necessitates accurate prediction models. The opportunities for mod-

els have grown as water systems have become more digitalised and computing power has

become more a�ordable. However, expectations have risen as well: improved predictive

performance, use as a real-time decision support tool, and improved utilization of data.



4 1.1 PROBLEM STATEMENT

To model water systems, two paradigms are used: a) mechanistic modelling and b) data-

driven modelling. Mechanistic models have a prede�ned model structure that combines

physical and empirical knowledge to create a mathematical description of the process.

These design and application of these models necessitate extensive expert knowledge, with

parameters either known from theory or estimated from a small number of observations.

These models are considered interpretable because the parameters have physical meaning.

Data-driven models, on the other hand, do not require an explicit model structure and

search instead for relationships in the available data. As a result, there is no explicit

requirement to incorporate expert knowledge. These models can make highly accurate

predictions with su�cient and representative data and can be updated online to adapt to

changes in the environment.

Both paradigms, however, have drawbacks. Mechanistic models reach their limits in terms

of complexity and predictive performance. The domain knowledge included is frequently

a simpli�cation, incomplete, and subject to certain assumptions. As a result, there is

uncertainty about the model's structure, which both ampli�es and degrades predictive

performance. These 
aws can be overcome by manually incorporating increasingly com-

plex dynamics, but there is a limit to how complex the model can be while remaining

identi�able and practical. Data-driven models, on the other hand, typically contain many

parameters with no physical meaning and thus lack the interpretability of mechanistic

models. Furthermore, because the dataset is the model's only source of knowledge, data-

driven models cannot extrapolate to previously unseen situations. This severely limits the

potential application of data-driven models in water systems.

To address the shortcomings of both paradigms, we propose a hybrid modelling paradigm

with both a mechanistic and a data-driven component. The strengths of both paradigms

are combined by combining mechanistic and data-driven techniques. As a result, all ex-

pert knowledge and data available can be incorporated into a single hybrid model. The

data-driven component of the model can �ll gaps in domain knowledge, while the mech-

anistic component can �ll operational gaps not found in the data. Thus, this approach

allows a trade-o� between data and domain knowledge while increasing the accuracy of

the prediction.

Moreover, the modeller can go one step further. In a performant hybrid model, the data-

driven component has captured the dynamics missing in the mechanistic component. The

modeller can subsequently leverage the data-driven component for analysis, identifying the

dynamics missing from a mechanistic model and making possible improvements. This way,
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hybrid modelling becomes a model analysis tool to identify the weaknesses of a mechanistic

model.

1.2 Research contributions

The subtitle of this dissertation encapsulates the three main research contributions:

a) neural di�erential equations , i.e., the development of a hybrid modelling frame-

work to tightly incorporate a data-driven component based on a neural network into

a mechanistic model based on di�erential equations,

b) Shapley value analysis , i.e., the development of an analysis method to dissect this

data-driven component and extract the learnt knowledge,

c) illustrations in water systems , i.e., the illustration of the previous two items on

simulated and real-world data of water systems.

1.3 Outline: roadmap through this dissertation

This dissertation is divided into four parts. Part II (Simulation experiments) and Part III

(Real-world data experiments) are the main technical parts, constituting the meat of this

dissertation. This dissertation is structured around two axes, with the problems considered

evolving a) from simple to complex, and b) from simulation studies to real-world data.

Fig. 1.1 visualises this structure.

1. Part I: Prologue consists of three introductory chapters.

Chapter 2 consists of a literature review, brie
y introducing the motivation for mod-

els. Before introducing hybrid models, it discusses the two main paradigms con-

stituting hybrid models: mechanistic and data-driven modelling. The main ideas

behind both paradigms and their di�erences are highlighted. Subsequently, hybrid

models are introduced, diving deeper into their history, nomenclature, di�erent ar-

chitectures, and training methods. A literature review of hybrid models applied in

the water sector follows. Lastly, the concepts behind interpreting data-driven models
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Figure 1.1: Roadmap through this dissertation.

are introduced. The concepts explored in the literature review will be applied to a

variety of di�erent systems in subsequent chapters. To limit the number of topics

introduced in the literature review, an introduction to each system involved is given

in its respective chapter.

Chapter 3 provides the reader with the necessary background, introducing the tech-

nical groundwork of mechanistic and data-driven models. It focuses on the techniques

relevant to this thesis.

2. Part II: Simulation experiments consists of three technical chapters.

Chapter 4 introduces hybrid models based on neural di�erential equations. It goes in

depth on the mathematical formulation of these models and introduces di�erent ways

of training them. Next, the advantages of these models are highlighted on di�erent

systems. First, the simple Lotka{Volterra system provides an intuitive platform to get

to know the method, comparing the hybrid model to its mechanistic and data-driven

counterparts. Next, in a more complex system,i.e., an elastic pendulum, the ability

of hybrid models to extrapolate is quanti�ed. Subsequently, the glycolysis system

shows how a hybrid model can still be applied when an entire part of the mechanistic
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model is absent. The Belousov{Zhabotinsky system showcases an extension of the

approach to partial di�erential equations. Lastly, in a chaotic Lorenz system, the

limits of the approach are examined.

Chapter 5 outlines the Shapley value analysis of hybrid systems. The mathemat-

ical foundations of Shapley values in a game-theoretical framework are introduced.

Subsequently, the application to data-driven models is discussed, with a focus on

analysing the neural part of the hybrid models introduced in Chapter 4. The Shap-

ley value analysis is applied to some of the previously introduced systems. First, the

missing predator dynamics of the Lotka{Volterra system are retrieved, introducing a

graphical method to retrieve missing dynamics. Second, the chaotic dynamics of the

elastic pendulum are retrieved.

Chapter 6 applies the concepts introduced in the previous two chapters to the Activ-

ated Sludge Model (ASM). First, a hybrid model is leveraged to retrieve the unknown

growth dynamics of autotrophic bacteria, showing that the methodology can be ap-

plied in complex systems. Next, the hybrid model mitigates the model structure error

originating by assuming simpli�ed hydraulics. Lastly, the Shapley value analysis is

applied to retrieve the missingSNH dynamics, showing that this method can retrieve

even complex dynamics.

3. Part III: Real-world data experiments consists of two technical chapters.

Chapter 7 applies the methods introduced in Chapters 4 and 5 to a real-world dataset

of a settling system. First, the known problems of current settling models with

compression settling are mitigated by the hybrid model. Second, we compare the

de�ciencies of three commonly-used settler models through the use of Shapley value

analysis.

Chapter 8 introduces a hybrid model of a reverse osmosis installation, capturing the

complex fouling behaviour in a hybrid model. We subsequently analyse the captured

dynamics with Shapley values.

4. Part IV: Epilogue consists of one concluding chapter.

Chapter 9 provides the main conclusions of this dissertations, its challenges, and

perspectives.

To improve the joyful experience of reading this dissertation, certain sections have been

moved to appendices. Supplementary �gures and tables can be found at the end of the
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relevant chapters and are referenced to with the letter 'S' in the text. At the end of

this dissertation, there are a number of appendices, most notably dealing with in-depth

descriptions of the models used (Appendices C, F, G, and H), code examples (Appendix D),

and mathematical proofs (Appendices A, B, and E)



\Truth is a great 
irt."

{ Franz Liszt CHAPTER 2

Literature review
and modelling paradigms

Partially redrafted from

Quaghebeur, W., Nopens, I., De Baets, B. (2021). Incorporating unmodeled dynamics into

�rst-principles models through machine learning.IEEE Access, 9, 22014-22022.

Quaghebeur, W., Torfs, E., De Baets, B., Nopens, I. (2022). Hybrid di�erential equations:

Integrating mechanistic and data-driven techniques for modelling of water systems.Water

Research, 213, 118166.

Schneider, M. Y., Quaghebeur, W., Borzooei, S., Froemelt, A., Li, F., Saagi, R., ... Torfs,

E. (2022). Hybrid modelling of water resource recovery facilities: status and opportunities.

Water Science and Technology85(9), 2503-2524.

2.1 Water systems

Water is an essential component of our ecosystems, both as a natural habitat and a key

resource for many plant and animal species. Moreover, clean unpolluted water is essential to

human well-being and health. Human activities, both domestic and industrial, a�ect both

water quality and quantity. To limit these negative impacts and guarantee water quality,
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humans have engineered di�erent types of water systems. For instance, a WWTP breaks

down contaminants and drinking water systems deliver safe potable water to households.

Water management has the critical function of preserving human and environmental health,

increasingly facing systemic challenges that cannot be ignored, such as resource shortages

(e.g., clean water, energy, nutrients), population growth, and climate change.

These water systems are becoming more and more complex. In wastewater treatment, for

example, a radical shift from removing contaminants to recovering resources has led to

a shift from the term WWTP to WRRF, introducing a myriad of design and operational

challenges. At the same time, environmental concerns demand lower consumption of energy

and chemicals, all while maintaining more stringent e�uent limits and lowering process-

related greenhouse gas emissions (especially N2O). These exigent requirements lead to the

application of more complex technologies. Similarly, in drinking water production, an

increased variety of water sources and concerns about trace contaminants have introduced

advanced technologies such as membrane �ltration and advanced oxidation processes.

Meeting these objectives consistently is challenging, with operators usually applying high

safety margins in their decisions (Butler et al., 2017). Conservative design and operation,

typically lead to oversized plants and energy-intensive processes, resulting in increased

costs and resource consumption. This leaves a lot of room for improvement, which can be

unlocked through adequate monitoring, control, and thoughtful interventions, all while en-

suring stable, safe and appropriate operation (Olsson and Newell, 1999). Such approaches

can improve reliability of the plant and resilience to future changes.

2.2 Modelling

As an antidote to the ever-increasing complexity of water systems, dynamic models are

increasingly used to improve the design, understanding, and operation of these water sys-

tems (Olsson and Newell, 1999; Gernaey et al., 2004). These process models are used to

simulate and evaluate various scenarios, supplementing the use of heuristics and best prac-

tices. Their main advantage is that, once developed, experiments can be simulated that

would be too di�cult to execute on the real system, either due to time, costs or safety

constraints.
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As a �rst use, a model can be used during the design phase of a system, aiding in the

choice of technology and determining the proper dimensions needed to achieve a certain

goal. Moreover, once built, models can be leveraged to simulate and test control strategies

or predict future behaviour under changing conditions. Besides this �rst use, there is a

shift to use these models for real-time operational purposes, such as predictive control or

digital twins, necessitating models that are capable of making accurate predictions, both

in regimes seen and not seen before. Given the increasing digitisation of water systems

and corresponding data abundance, as well as the cheaper access to computational power,

the opportunities for models have grown. But the expectations have also risen: higher

predictive performance, application as a real-time decision support tool, and improved

utilization of data.

In accordance with Schubert et al. (1994), we de�ne two types of knowledge: mechan-

istic knowledge and knowledge learnt from any patterns encapsulated within data. To

enable a deep discussion of the intricacies of hybrid models it is necessary to �rst discuss

two modelling paradigms based on these types of knowledge, mechanistic and data-driven

models.

2.3 Mechanistic modelling

Mechanistic models are models based on foundational knowledge. Mechanistic knowledge

provides a representative description of a system or process that is derived from a funda-

mental understanding of its underlying mechanisms, based on physical or chemical laws or

causal relations (Newhart et al., 2019). This type of knowledge is then encapsulated in a

set of mathematical functions, whose behaviour can be described by one or more mathem-

atical equations. The category of mechanistic models can be further split into approaches:

�rst-principles models and empirical models. First-principles models are completely based

on natural laws without relying on data, whereas empirical models are structured accord-

ing to domain knowledge but their parameters are determined by data. Examples of the

latter are Monod kinetics in the ASM family or settling velocity functions in settler models

(Tak�acs et al., 1991). In literature, the term phenomenological model is often used as a

synonym for empirical model. However, there is a slight nuance: a phenomenological model

incorporates knowledge in which the relevant phenomena are presupposed, but no theory

that explains where these phenomena come from. It thus falls between �rst-principles and

empirical models.
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Simple algebraic equations can often adequately describe a system. However, for more com-

plex systems, the underlying dynamics are often explicitly described using Ordinary Di�er-

ential Equation (ODE), Di�erential-Algebraic Equations, or Partial Di�erential Equation

(PDE). These di�erential equations are ubiquitous for modelling dynamical systems in

a mechanistic manner (Perko, 2013; Woods and Lawrence, 1997). In physics, chemistry,

biology, and other �elds, scientists try to structure domain knowledge in a system of dif-

ferential equations (Braun and Golubitsky, 1983). The parameters of these equations are

subsequently estimated from relatively few observations. The resulting model can then

be integrated by a numerical solver to reproduce the dynamics of the system and make

predictions. As the estimated parameters are limited in number and have a physical mean-

ing, the mathematical basis of the model is interpretable, although often complex, and can

improve understanding of the system. In addition, there is a wide range of alternatives

for equation-based models, including agent-based models, population balance models to

equation-free modelling. However, these are not commonly applied as models for water

and resource recovery applications.

As an example in the �eld of wastewater treatment, the family of ASM (Henze et al.,

2000) is well established and has demonstrated its usefulness in the design and operation

of plants (Gujer, 2006; Rieger et al., 2012; Brdjanovic et al., 2015).

However, these mechanistic models are running into the limits of complexity and pre-

dictive performance (Burton et al., 2013). The incorporated domain knowledge has been

constructed from theory and empirical knowledge, yet it is often a simpli�cation, incom-

plete, and subject to certain assumptions. As an example, aeration dynamics are often

signi�cantly simpli�ed and lumped together into a kL a term. Bacterial communities are

crudely divided into heterotrophs and autotrophs, not re
ecting the complex bacterial in-

teractions (Saunders et al., 2016; Daims, 2014). Mixing behaviour is usually ignored by

using a Continuously Stirred Tank Reactor (CSTR), a series of CSTRs, or a compartmental

model approach (Rehman et al., 2017). These discrepancies between the model and real-

ity result in model structure uncertainty, which propagates and aggravates the predictive

performance.

These shortcomings can be alleviated by manually incorporating ever more complicated

dynamics, as has been done for aeration (Amaral et al., 2018) or N2O emissions (Blomberg

et al., 2018). However, there is a limit to complexity while keeping the model identi�-

able (Brun et al., 2002) and practical. Parameterising complex models can require labori-

ous experiments that may not always be possible due to economic, time, or measurability
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constraints (Vanrolleghem and Lee, 2003). With greater model complexity, calibration

e�orts can increase signi�cantly, resulting in model identi�ability issues where some model

parameters cannot be uniquely identi�ed. Furthermore, some novel or sparsely used pro-

cesses and treatment methods do not have a full model representation yet. For instance, the

complex particle interactions in granular sludge-based anammox processes (Baeten et al.,

2019) and fouling dynamics in membrane treatment (Mannina et al., 2011) are both not

completely understood and thus not accurately included in the current mechanistic models.

Such modelling bottlenecks can hinder innovation and rapid system implementation.

2.4 Data-driven modelling

Alternatively, data-driven modelling techniques can be used. Recent advances in the area

of machine learning have led to a renewed interest in process engineering applications (Ven-

katasubramanian, 2019; Qin and Chiang, 2019). In contrast to mechanistic models, data-

driven models do not require an explicitly de�ned model structure, but instead search for

relationships in the available data. Thus, there is no explicit need to incorporate expert

knowledge. The learnt model can subsequently be used for simulation. Given su�cient

and representative data, these models can make highly accurate predictions and can be

updated online to adapt to changes in the process. Moreover, di�erent data sources and

formats can be integrated into a data-driven model, opening up possibilities for exploiting

the information contained in unstructured data such as microbial genomic samples (Speth

et al., 2016).

While data-driven methods have always been part of a modeller's toolbox, they are cur-

rently getting new impetus, fostered by faster, cheaper and smarter sensor technologies

that enable ubiquitous data collection as well as online and real-time monitoring (Corom-

inas et al., 2018; Vanrolleghem and Lee, 2003). This has resulted in an increasing amount

of high-resolution data, which puts an emphasis on computational storage, processing, and

transmission capacity to maximise the extraction of useful information available to plant

operators (Wade, 2004; Samuelsson et al., 2021). Nevertheless, these barriers to adoption

of advanced sensor and data technologies have largely been consigned to history (Eggimann

et al., 2017). The need for novel and improved methods in combination with new oppor-

tunities for data-driven approaches has induced a signi�cant body of literature discussing

the use of these methods in the water industry (Wade et al., 2020).
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Data-driven methods are particularly successful in problems involving large and high-

quality datasets, representative of the entire operational space (Dobbelaere et al., 2021).

However, obtaining these high-quality datasets might be a barrier, especially in the wastewa-

ter sector where many sensors are exposed to harsh conditions (e.g, (Cecconi et al., 2020;

Samuelsson et al., 2021)). In contrast to domains where machine learning recently has

made big strides,e.g, face recognition, the data available in water systems contain relat-

ively little information, as water systems are usually designed and operated for a stable

performance. This severely limits the application potential of data-driven models in water

systems. An additional issue of the data-driven approach is a lack of interpretability of

the result, as data-driven models typically contain a lot of parameters that have no phys-

ical meaning. Moreover, as this dataset is the only source of knowledge for the model,

data-driven models fail to extrapolate into operational regions not seen before.

Data-driven methods and models can be categorised based on their learning algorithms to

supervised, unsupervised, and reinforcement learning. In the methods based on supervised

learning, including classi�cation and regression algorithms, the mapping function is learnt

from input and output data and their associations (Razavi, 2021). In unsupervised learning

problems such as clustering and association, a model learns from unlabelled input data and

discovers common aspects in unknown patterns (Abrahart et al., 2008; Borzooei et al., 2020;

Zhu and Zabaras, 2018). Algorithms such as "Rewards and Recommendations" (Sutton

and Barto, 2018) are based on reinforcement learning, where the model or agent learns using

trial and error or through rewarding the desired behaviour and/or punishing undesired ones

(Laz�ar et al., 2020). We recommend Mitchell (2014) for a more comprehensive discussion

of data-driven methods.

Di�erent techniques can be used to learn the structure from the available data in a black-

box manner, such as radial basis functions (Chen et al., 1990), Gaussian processes (Kocijan

et al., 2005; Raissi et al., 2017), equation-free models (Ye et al., 2015), nonlinear autore-

gressive models (Billings, 2013), or neural networks (Gonzalez-Garcia et al., 1998; Masri

et al., 1992; Raissi et al., 2018; Ayoubi, 1994).

2.5 Comparison of mechanistic and data-driven modelling

In practice, the boundary between mechanistic and data-driven models is often blurred.

For example, mechanistic models are usually calibrated to data, introducing a data-driven
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element. Furthermore, many mechanistic models incorporate empirical knowledge such as

Monod-type equations (Holmberg, 1982; Petersen et al., 2003), by de�nition derived from

data. However, as these empirical models have a prede�ned structure, they are considered

to be mechanistic and not data-driven, as here the structure is not de�ned and derived from

data. From the data-driven modelling perspective, techniques such as feature engineering

aim at incorporating domain knowledge to boost the performance of data-driven models.

Thus, the distinction between both paradigms is not clear-cut.

Moreover, both paradigms use di�erent terminology, thwarting cross-pollination. In mech-

anistic modelling, the process of estimating the model parameters is called calibration,

while the data-driven community calls the same process training. Evaluating a calibrated

model to unseen data is a validation exercise for a mechanistic modeller but a testing

exercise for a data-driven modeller. Confusingly, the data-driven community would use a

validation dataset for hyperparameter tuning. An overview of these di�erent terminologies

and a comparison of both modelling paradigms is given in Table 2.1.

Besides the di�erences in terminology described above, the two paradigms, mechanistic

and data-driven modelling, are also often referred to di�erently. First, certain research

�elds use the terms white- and black-box modelling, to refer to mechanistic and data-

driven modelling, respectively. The term black-box highlights that the exact relation of the

mapping between input and output is often di�cult to explain and does not necessarily have

a physical interpretation, whereas a white-box model corresponds to a mechanistic model,

where the relationships themselves are de�ned and therefore known. A black-box model is

often associated with the data-driven approach, however, this use is controversial, both in

the negative connotations of the word, and the confusing terminology. For instance, data-

driven techniques such as linear regression or decision trees yield a transparent mapping,

making them not entirely �tting into the black-box category.

Other sources refer to mechanistic models as parametric, as their parameters have a phys-

ical meaning. This is not the case in data-driven models, hence their designation as non-

parametric. However, this usage can be confusing. In statistics, parametric is de�ned as

having a �nite number of parameters. Thus, both mechanistic models and certain types of

data-driven models (e.g, arti�cial neural networks) fall within this de�nition. In contrast,

other types of data-driven models (e.g, k-nearest neighbours or support vector machines)

are considered non-parametric.
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Table 2.1: Comparison of mechanistic and data-driven modelling paradigms

Mechanistic modelling Data-driven modelling

Model characteristics

Knowledge requirements Extensive Knowledge-free

Data requirements Low Extensive

Model structure Pre-de�ned Learnt from data

Interpretability Interpretable Not interpretable

Terminology

Parameter estimation Calibration Training

Hyperparameter estimation - Validation

Validation to unseen data Validation Testing

2.6 Hybrid modelling

Both types of models thus have their advantages and drawbacks. Given that domain know-

ledge is a simpli�cation, mechanistic models do not capture all complexity and therefore

do not predict accurately. On the other hand, data-driven models fail to predict in situ-

ations not seen before. One solution to bring forth the advantages of both mechanistic

and data-driven models and minimise their de�cits is what is calledhybrid modelling, a

combination of mechanistic and data-driven modelling (Von Stosch et al., 2014)). The

mechanistic model ensures the preservation of the process knowledge and extrapolation

capabilities of the model and the data-driven model o�ers improved predictive capabilities

that can complement the weaknesses of the mechanistic model, for example by learning

unknown, hidden relationships. By combining mechanistic and data-driven techniques, the

strengths of both paradigms are combined. This allows for the incorporation of all avail-

able expert knowledge and data into a single hybrid model. The data-driven part of the

model can �ll in the gaps in domain knowledge, while the mechanistic part can �ll in the

operational regions not represented in the data. Thus, this approach allows for a trade-o�

between data and domain knowledge, while boosting predictive accuracy.

The �rst research to combine these paradigms can be traced back to the early 1990s. Early

hybrid models consisted of a combination of either arti�cial neural networks or radial basis

functions with mathematical expressions describing mass and energy balances, respectively
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the data-driven and mechanistic components (Johansen and Foss, 1992; Kramer et al., 1992;

Psichogios and Ungar, 1992; Su et al., 1993).

As hybrid models were simultaneously developed in di�erent research �elds, the termino-

logy used di�ers. The de facto name hybrid model was initially used in the �eld of chemical

engineering. Other terms for hybrid models include but are not limited to: a) hybrid semi-

parametric modelling (e.g, (Von Stosch et al., 2014; Yang et al., 2021)), mainly to emphasise

the use of both a parametric (i.e., mechanistic) and non-parametric (i.e., data-driven) mod-

els; b) knowledge-based hybrid modelling, highlighting the fact that all knowledge available

(data, information, and domain expert knowledge) is incorporated into the model; c) in-

tegrated neural network is used for an approach similar to hybrid modelling ((Su et al.,

1993)); d) grey-box modelling, where the terminology arose, to re
ect a mixture of the

black- and white-box concepts (Tulleken, 1993; Van Can et al., 1996).

The original intention of hybrid models was to impute information absent from mechanistic

models using available (i.e., measurable) data. The domain knowledge used to construct

a mechanistic model is often incomplete and subject to several simplifying assumptions.

Historically, missing mechanistic knowledge has been inferred from data by incorporat-

ing empirical components (e.g, Monod kinetics in ASM) and through lumped parameter

estimation. As these components have a prede�ned structure, they are not considered data-

driven. The converse motivation,i.e., integrating mechanistic components into data-driven

models, was prompted initially from the �eld of climate research, where models built on

high volumes of data were subjected to certain physical constraints. The terminology used

for this approach was theory-guided data science and Physics-Guided or Physics-Informed

Neural Networks (Karpatne et al., 2017b,a; Luo and Bao, 2018; Raissi et al., 2017, 2019).

These impose physics-based constraints on the solution, thereby acting as a regularisa-

tion and limiting the solution space to outcomes adhering to the constraints. However,

it is important to note that the underlying physics are to be known, which deviates from

conventional hybrid models, where (part of) the physics is missing.

From a data-driven modelling perspective, integrating domain knowledge through a mech-

anistic component restricts the solution space to a desired subset, reducing the risk of

over�tting through a regularisation e�ect. When (a piece of) domain knowledge is incor-

porated, only its parameters need to be estimated from data, instead of its entire structure,

reducing the data requirements.
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Figure 2.1: Schematic representation of the serial (a) and parallel hybrid modelling (b){(c)

approaches. In contrast to learning the residual error of the mechanistic model (b), our ap-

proach implements the data-driven component at the level of the di�erential equations (c).

The data-driven component is thus learning the missing dynamics of the mechanistic com-

ponent.
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Di�erent architectures have been investigated for combining mechanistic and data-driven

components in a hybrid model. We distinguish between a strict and a loose de�nition of

a hybrid model. The strict de�nition requires that both sub-models must be present in

the �nal hybrid model. Two architectures, serial and parallel (Von Stosch et al., 2014; Su

et al., 1993; Anderson et al., 2000), �t this description (Fig. 2.1). When loosening this

de�nition by requiring that both paradigms are merely used during model development,

other paradigms such as surrogate modelling, also known as emulation, �t under the hy-

brid modelling umbrella. Our recommendations apply to the loose de�nition as they are

addressed towards any expert using both approaches.

The �rst architecture adhering to the strict de�nition, a serial hybrid model, is arguably

the most used. In this architecture, the output of one model is used as the input of the

other. Usually, the output of the data-driven model is used as the input of the mechanistic

model. The mechanistic component incorporates the known dynamics, usually chemical

and physical phenomena such as mass and energy balances. The data-driven component

outputs the dynamics not explicitly modelled in the mechanistic component,e.g, ill-de�ned

or too complex reaction kinetics. An early example is the work done by Psichogios and

Ungar (1992), where a serial hybrid model shows a higher accuracy than either a mechan-

istic or data-driven model. Less often used is the inverse approach, where the output of

a mechanistic model is fed into a data-driven model. The aim is to augment the feature

space with domain knowledge, directly feeding the data-driven model with relevant data

transformations. Tsen et al. (1996) show that this architecture outperforms other archi-

tectures and the mechanistic model itself. Anderson et al. (2000) and Lee et al. (2002)

�rst trained a data-driven model to predict microbial kinetics. These predictions were

subsequently used as parameters in a mechanistic model. Similarly, fouling in a membrane

bioreactor can be estimated by a data-driven component and integrated into a mechanistic

model (Dalmau et al., 2015). For these approaches to be successful, intermediate data of

this estimated parameter is needed. Such data is often not available, severely limiting the

application potential.

Alternatively, a parallel approach can be used. Here, the data-driven and mechanistic com-

ponents are simulated simultaneously, with their outputs added together (Patton et al.,

1994; Côte et al., 1995; Lee et al., 2002; Vojinovic et al., 2003; Lee et al., 2005). The

aim is to predict the residual error of the mechanistic model to perform a post-hoc cor-

rection. The parallel architecture is compelling when a mechanistic model is limited in

describing the dynamics,e.g, due to incomplete domain knowledge or oversimpli�cation
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of the processes. This contrasts with the serial hybrid model, which excels in situations

where a speci�c subprocess is not de�ned. In a �rst variant, a cooperative parallel hybrid

model, the data-driven model is trained to learn the mismatch between the mechanistic

model and historical data,i.e., the residual error. Then both results are fused, usually by

addition. This approach holds the potential to improve the �t of data. However, the data-

driven component predicts the residual error of the state of the system, it does not learn

the underlying dynamics. It merely reacts to the results of the model-reality mismatch

instead of proactively learning the missing dynamics. Therefore, this approach proves to

be problematic for all but the simplest systems, as reported in (Anderson et al., 2000). A

recent improvement for this approach is to learn the residuals of the dynamics, rather than

the residuals of the state. In a second variant, a competitive parallel hybrid model, the

mechanistic and data-driven models are trained to make the same prediction. In another

word, this technique can be considered as the concept of the bagging ensemble approach, in

which di�erent components aim to solve the same task independently in order to improve

the ensemble model performance (Abba et al., 2020; Hu et al., 2011). These predictions

are then weighted and combined in a �nal output (Dors et al., 1995; Peres et al., 2001;

Galvanauskas et al., 2004; Ghosh et al., 2019).

When we apply the loose de�nition of hybrid models, surrogate models come into view,

also known as metamodels (Jin et al., 2001), substitute models (Romijn et al., 2008),

emulation and emulator (Conti and O'Hagan, 2010; Mahmoodian et al., 2018) or response

surface models (Wang and Georgakis, 2019). These are simpli�ed representations of more

complex and, therefore, computationally demanding models. These models are trained on

the output of a mechanistic model to create a computationally less demanding model for

rapid or large-scale simulations, such as required by,e.g, real-time model predictive control

or optimisation problems and they can also speed up the uncertainty analysis when large

amounts of simulations are computationally expensive.

Choosing which architecture to use is largely problem-dependent, conditional on the data

available and the knowledge missing. Given that theory lags behind practice in machine

learning, trial and error is unfortunately a large part of the development process of a model

including a data-driven part. The above-described methods of hybrid modelling can be

classi�ed as design approaches, where prior knowledge dictates the design of the model. For

completeness, domain knowledge can be incorporated into a data-driven method by limiting

the parameter space during training. This can, for instance, be achieved by imposing
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inequality constraints or engineering a speci�c objective function (Thompson and Kramer,

1994).

After de�ning the model structure, the parameters of the model need to be estimated

from data, a process also known as parameter identi�cation. Mechanistic modellers refer

to this process as calibration, while the term training is usually preferred by data-driven

modellers. The identi�cation procedure usually aims to minimise the error between data

and model output, i.e., optimising the model �t. In hybrid models, both components can

be identi�ed either separately or in conjunction.

In the separate approach, the parameters of one of the models are identi�ed before the

identi�cation of the other model. Usually, the mechanistic model is identi�ed �rst, with the

data-driven model identi�ed afterwards. If needed, this procedure can be iterated several

times. However, convergence is neither guaranteed nor stable. Azarpour et al. (2017)

suggest good modelling practices for hybrid model identi�cation following the separate

approach.

In the conjunction approach, both models are identi�ed simultaneously. The hybrid model

is trained by backpropagating the errors through both the data-driven and mechanistic

models (Psichogios and Ungar, 1992). This involves tracking the gradients of both com-

ponents with either nonlinear optimization algorithms such as sequential quadratic pro-

gramming. Recently, methods such as automatic di�erentiation or adjoint sensitivity cal-

culation have been adapted to the context of di�erential equations (Chen et al., 2018),

making them applicable in the context of hybrid modelling.

2.7 Hybrid modelling of water systems

Wastewater treatment plant modelling is mainly dominated by the ASM family (Henze

et al., 2000), providing a standard framework for modelling based on which several other

variants are developed. Some early uses of hybrid models in water treatment are doc-

umented in the literature, e.g, (Boger, 1992; Côte et al., 1995). The studies below are

grouped according to their use.

a) In
uent generation : The availability of dynamic in
uent data is a major bot-

tleneck for the application of activated sludge models to evaluate the design and
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operational scenarios. Hence, the development of in
uent generators continues to

be a topic of interest. Data-driven in
uent generator models are often incorporated

into a mechanistic model in a serial architecture (De Keyser et al., 2010; Gernaey

et al., 2011; Ahnert et al., 2016; Ansari et al., 2020; Zhu et al., 2018). Another ap-

proach generally employed is to introduce randomness or stochasticity to the outputs

predicted using the empirical methods in order to replicate real data (e.g., rain and

storm events) (De Keyser et al., 2010; Flores-Alsina et al., 2014; Martin and Vanrol-

leghem, 2014). In this case, the aim is to generate realistic in
uent data, which is

especially important for dynamic process modelling and control.

b) Parameter identi�cation : hybrid model can be applied to �ll in certain unknown

parameters (Ma�si�c et al., 2017; Villez et al., 2019). Borzooei et al. (2019) proposed

a hybrid model approach to improve weather resilience and energy e�ciency of a

large-scale biological nutrient removal activated sludge system at a large-scale Italian

WWTP. An unsupervised clustering method was used on an extensive historical and

climatic dataset to identify a series of weather-based in
uent scenarios, which were

further used as input of the process simulation model. The authors reported that the

implementation of weather-based aeration strategies improved the WWTP energy

e�ciency.

c) Process modelling of missing dynamics : hybrid models can be used to �ll the

gaps in prediction performance arising mainly from the use of incomplete process

knowledge in mechanistic models (Anderson et al., 2000). Several serial approaches

have explored this, with arti�cial neural networks and their variants commonly used

(Cheng et al., 2021; Cong et al., 2020; Côte et al., 1995). Hvala and Kocijan (2020)

report a serial hybrid model based on Gaussian processes. Examples of a parallel

hybrid model are reported in Lee et al. (2005); Thompson and Kramer (1994); Villez

et al. (2020), where the data-driven model aims to correct the residual error. To the

knowledge of the author, no studies have been reported using an integrated parallel

hybrid model.

2.8 Interpreting data-driven models

Interpretability of a data-driven model can be achieved in two ways: intrinsic or post-hoc

(Lipton, 2018). Intrinsic interpretability refers to interpretable models due to their simple



CHAPTER 2 LITERATURE REVIEW AND MODELLING PARADIGMS 23

structure, such as shallow decision trees or sparse linear models. Post-hoc interpretability

refers to the application of interpretation methods after model training. Post-hoc methods

include a) calculating and visualising feature summary statistics such as feature importance

or interaction strengths, b) counterfactual explanations that try to �nd similar data points

by changing some of the features for which the predicted outcome changes in a relevant

way, and c) explanation models that try to approximate the data-driven model (either

globally or locally) with an interpretable model.

Interpretation methods can be model-speci�c or model-agnostic. Model-speci�c tools are

speci�c to certain model types, e.g, layer-wise relevance propagation is a technique to

explain neural network decisions (Bach et al., 2015). By de�nition, the interpretation of

intrinsically interpretable models is model-speci�c. Model-agnostic tools can be used on

any model. These agnostic methods usually work by analysing feature input-output pairs.

By de�nition, these methods do not leverage to model internals such as weights.

There are intrinsically interpretable data-driven techniques aimed at retrieving nonlinear

dynamics. Symbolic regression attempts to retrieve the model structure in the space of

mathematical expressions to �nd the model that best �ts the dataset, balancing complexity

and accuracy (Bongard and Lipson, 2007; Schmidt and Lipson, 2009; Quade et al., 2016).

Symbolic regression, usually performed through genetic programming (Koza and Koza,

1992; Cao et al., 2000), can potentially retrieve any structure, but is computationally

expensive and scales poorly to larger systems. Alternatively, the underlying structure

can be discovered through sparse regression over a library of candidate functions, often

polynomials (Brunton et al., 2016; Schae�er et al., 2018). This approach intrinsically

balances complexity with accuracy in a computationally e�cient manner, but is obviously

limited by the candidate functions present in its library. When the underlying structure

cannot be expressed as a sum of these functions, sparse regression fails.





\If I have seen further, it is by standing on the shoulders
of giants."

{ Isaac Newton
CHAPTER 3

Background of modelling paradigms

In this section, a short crash course into the relevant modelling paradigms used in this

thesis,i.e., mechanistic and data-driven modelling, is given. As the �elds of both paradigms

are extensive, only the methods relevant to this thesis are brie
y discussed.

3.1 Mechanistic modelling

Mechanistic modelling starts by incorporating the available knowledge of the system into a

mathematical structure. In modelling of water systems, continuous (in space and time) fea-

tures of the systems are analysed and investigated. Classical equation-based methodologies

are typically the most e�ective for these complex systems (Claeys, 2008). Simple algebraic

equations can often adequately describe the system. However, for more complex systems,

the underlying dynamics are often explicitly described using di�erential equations.

3.1.1 Differential equations

An ODE accounts for only one independent variable, often timet

dkX (t)
dtk

= f (X (t); p) ; (3.1)

where k is the order of the ODE,X (t) 2 Rn is an n-dimensional vector representing the

state at time t and f (X (t); p) : Rn ! Rn is a function parameterised by a vectorp
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capturing the dynamics of the system. PDEs account for multiple independent variables,

often time t and space. The focus of this work is on ODEs. Lastly, external inputs,e.g.,

control actions or in
uent conditions, can be included into a di�erential equation through

interpolation.

To construct an ODE-based model, the modeller has to collect all relevant a priori know-

ledge, de�ne the system boundaries and specify the assumptions. For each variable, the

dynamics are determined based on this knowledge. Conservation laws in physics state

that, in an isolated system, a particular measurable property does not change over time,

e.g, the conversation of mass or energy. These laws allow for the construction of a balance

equation of a certain variableX

dX (t)
dt

= + Input( t) � Output( t) + Production( t) � Consumption(t) : (3.2)

This balance equation can be applied to plenty of systems. For instance, when describing

the dynamics of a certain species in an ecological system,Input and Output would capture

the migration of the species, whileProduction and Consumption would capture the birth

and death dynamics, respectively. Similarly, in a model of a chemical reactor describing

a speci�c chemical,Input and Output would capture the incoming and outgoing streams

of the chemical, whileProduction and Consumption are de�ned by the conversion of the

chemical. An example of de�ning an ODE-based model of a physical system is given in

Appendix C, where a force balance is constructed on an elastic pendulum system.

3.1.2 Solving differential equations

The resulting (system of) di�erential equation(s) needs to be solved to yield an inter-

pretable solution. Analytical solutions are only available for the simplest of di�erential

equations. Complex equations can be approximated with numerical methods. Euler's

method is the simplest numerical method for �nding such a solution ofdx
dt = f (x; t ). Given

x0, an approximation of xn can be found atn equally spaced points in the interval [t0; tn ]

through

xn+1 = xn + hf (x; t ) ; (3.3)

for n = 0; 1; : : : ; n � 1, and h is the step size, given bytn � t0
n In general, a smaller step size

gives a higher accuracy. Euler's method is considered ine�cient due to the large number

of steps required, as Eq. (3.3) is best suited whenf (x; t ) is a polynomial of degree one.
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An improvement is made by the family of Runge{Kutta methods, with the �rst-order

Runge{Kutta method corresponding to Euler's method. It calculatesxn+1 by taking a

weighted average of multiple stages based on a Taylor series approximation. The fourth-

order Runge{Kutta method (RK4) is considered to be generally striking a good balance

between accuracy and cost of computation

k1 = hf (xn ; tn ) ;

k2 = hf (xn +
k1

2
; tn +

h
2

) ;

k3 = hf (xn +
k2

2
; tn +

h
2

) ;

k4 = hf (xn + k3); tn + h) ;

xn+1 = xn +
1
6

(k1 + 2k2 + 2k3 + k4) :

(3.4)

Both the Euler and Runge{Kutta methods are �xed-step size. In contrast, variable-step

methods vary the step size during the simulation. They reduce the step size to increase

accuracy when the variable states are changing rapidly and increase the step size to avoid

taking unnecessary steps when the variable states are changing slowly. The Dormand-

Prince method calculates both the RK4 and its �fth-order equivalent approximate solu-

tions, with the di�erence between the solutions taken as the error. The step size is then

increased or decreased depending on this error.

3.2 Data-driven modelling

3.2.1 Modelling problem

Data-driven modelling starts from a dataset, consisting ofn samples. Each sample is a

collection of features,i.e., dimensions describing the sample. These features can be either

categorical or continuous values, or combinations of the two,i.e., ordinal values. Categor-

ical features can be one-hot encoded,i.e., for each category, a feature is created taking a

true or false value. Noise is typically present in the dataset as an error superimposed on

the true signal. Random noise follows a normal distribution, while systemic noise follows

certain patterns, e.g., originating from a wrongly calibrated measuring device.
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Using the information present in the dataset, two major types of data-driving modelling

tasks can be performed

a) supervised learning aims to predict a labelled output based on the input features.

It thus produces a clear mapping between the input dataset and the output. De-

pending on the model output, the prediction task can be categorised as regression or

classi�cation, for continuous or categorical outputs, respectively.

b) unsupervised learning aims to uncover structure in an unlabelled dataset through,

e.g, clustering or dimensionality reduction.

In this work, we focus on supervised learning. For completeness, semi-supervised learning

combines a small amount of labelled data with a large amount of unlabelled data.

Selection of the data-driven model is not unique, every prediction task o�ers an in�nite

number of possible ways to map the input values to the output. The selection of a suitable

model often constitutes a trial-and-error approach, weighing the advantages of each model

against its drawbacks. The no free lunch theorem states that no single approach results in

the optimal performance of all tasks (Wolpert and Macready, 1997).

The mapping learnt by the model is based on a vector of parametersw or model weights,

which have to be optimised in relation to the data. During the training process, an optimal

set of parameters is learnt from the dataset. This is done through an optimization process

which minimises a loss functionL between the predicted output and the real output.

Di�erent loss functions can be used, a commonly used one is the Root Mean Squared

Error (RMSE)

RMSE =

vu
u
t 1

n

nX

i =0

�
yi � ŷi

� 2
; (3.5)

whereyi is the i -th sample of the dataset and ^yi is the prediction by the model. However,

as the RMSE is scale-variant, the Mean Absolute Percentage Error (MAPE) can be used

in systems with signi�cant scale di�erences among the dimensions. The MAPE is de�ned

as

MAPE =
1
n

nX

t=0

�
�
�
�
yi � ŷi

yi

�
�
�
� : (3.6)

Plotting the loss L in function of the parameters yields the loss curve, reaching a minimum

for the optimal parameters. When this loss curve is convex, no local minima are present,
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only a global minimum. This can be found through gradient-based methods. However,

when the loss curve is not convex, multiple local minima can be present (Fig. 3.1). Finding

the optimal parameters on a non-convex loss curve is a NP-hard problem, with gradient-

based methods not being guaranteed to �nd the global minimum.

Besides parameters, data-driven models specify a number of hyperparameters,i.e., the

parameters de�ning the model itself. For instance, in polynomial regression, the polynomial

degree is an example of a hyperparameter. Finding the optimal set of hyperparameters is

often achieved through trial-and-error.

3.2.2 Evaluation of model performance

Data-driven modelling aims to create a model that corresponds best with the true un-

derlying function, and is able to generalise to unseen data. Complex models are able to

capture more complex underlying functions, but are more prone to �t on random noise.

This is commonly referred to as over�tting. Conversely, when the complexity of the model

is so limited as to inhibit a proper �t, the model does not capture the underlying function.

This is known as under�tting. The complexity of a model is both a function of the type of

model,e.g, a neural network is more complex than linear regression, but can also be tuned

through its hyperparameters,e.g the depth of a decision tree.

Determining the optimal complexity of a model is one of the central challenges of data-

driven modelling. The total error consists of three components: a) the bias, originating

from the model structure not being able to fully capture the underlying function, b) the

variance, introduced by the model �tting on noise, and c) the irreducible error, remaining

when the underlying function is perfectly captured. The balance between the bias and

variance is known as the bias-variance trade-o�.

To assess the performance of the model on unseen data, part of the initial dataset is

withheld from training. The dataset used for training is called the training set, while the

dataset used to calculate the performance on unseen data is called the test set. A model

achieving a higher error on the training set than on the test set is typically over�tting. A

model achieving a similar error on the training set than on the test set but higher than

optimal is typically under�tting. Moreover, when optimising the hyperparameters of the

model, a third validation set is carved out, speci�cally for this purpose.
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Figure 3.1: Convex loss curve featuring a global optimum (left) and non-convex loss curve

featuring one or more local optima (right).

Figure 3.2: Visualisation of the variance-bias tradeo�. The dotted line represents the true

function underlying the noisy data. On the left, the complexity of the model is too low,

resulting in an under�tted model su�ering from bias. On the right, the complexity of the

model is too high, resulting in an over�tted model that will not generalise to unseen data.

In the middle, a balance is reached.
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3.2.3 Neural networks

A plethora of di�erent data-driven models exists. Here, we focus on neural networks.

These consist of stacked layers of function iteratively transforming the data. The base unit

is an arti�cial neuron or perceptron, performing a linear transformation of the input data

followed by an activation function. The linear transformation is given by

g(X ) = w> X + b ; (3.7)

with X the input, w the weights of the neuron, andb the bias. Note that this equation is

similar to linear regression. The output is subsequently passed to a nonlinear activation

function h(x), e.gthe hyperbolic tangent function (Fig. 3.3). This function essentially acts

as a switching function, turning a neuron on or o�. A myriad of other activation functions

has been designed throughout the years, with sigmoid and recti�ed linear units especially

popular in deep neural networks. The full neuron transformation can be described as

f (x) = h(g(x)).

An arti�cial neural network is made up of several stacked layers of arti�cial neurons

(Fig. 3.4). There is an input layer (with the dimension of the input data), an output

layer (with the dimension of the output), and a number of hidden layers. Each layer suc-

cessively transforms the data. The network's architecture may be changed based on the

prediction job, with the number of hidden layers and number of neurons determining the

complexity of the neural network.

Di�erent architectures of neural networks exist, each adapted to di�erent tasks. Only a

short description of the architectures relevant to this work is given below.

Figure 3.3: Hyperbolic tangent activation function.



32 3.2 DATA-DRIVEN MODELLING

Figure 3.4: Schematic of a neural network of the multilayer perceptron type.

Multilayer networks consisting of only fully-connected layers are called multilayer per-

ceptrons (Fig. 3.4). Multiple connections in each layer allow to model the various correl-

ations within the input data. Residual neural networks allow for skip connections in the

network, adding the neurons input to its transformed outputf (x) = h(g(x)) + x. These

are popular in deep neural networks, where information needs to propagate through a large

number of layers. Recurrent neural networks add recurrent connections and are especially

useful in time-series modelling (Fig. 3.5a). A hidden stateH (t) is passed on through time

following

H (t) = h(wxX (t) + bx + whH (t � 1) + bh); (3.8)

wherewx and wh are the neural network weights for the input and hidden state, respect-

ively, bx and bh are the neural network biases for the input and hidden state, respectively,

X (t) is the input data at time t. However, due to a problem known as the vanishing

gradient, where information is lost due to successive applications of a hyperbolic tangent

function at each time step, long-term dependencies cannot be successfully captured (Bengio

et al., 1994). Several architectures introduce memory cells, e�ectively providing shortcut-

ting paths for information, e.g., LSTM cell (Hochreiter and Schmidhuber, 1997) and gated
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recurrent unit (Chung et al., 2014). LSTM cells (Fig, 3.5b are governed by

f (t) = � (wx;f X (t) + wh;f H (t � 1)) ;

i(t) = � (wx;i X (t) + wh;i H (t � 1)) ;

�C(t) = tanh( wx;gX (t) + wh;gH (t � 1)) ;

o(t) = � (wx;oX (t) + wh;oH (t � 1)) ;

C(t) = � (f tC t � 1 + i t
�C(t) ;

H (t) = tanh( C(t) � o(t) ;

(3.9)

where� is the sigmoid activation function.

Neural networks are proven to be universal function approximators (Cybenko, 1989; Leshno

et al., 1993; Hornik et al., 1989; Pinkus, 1999), subject to certain conditions on the activ-

ation function used and hidden layers. This implies that the neural network can represent

any function when given appropriate weights, although no method is available that guar-

antees the discovery of these weights.

3.2.4 Training neural networks

Although the optimization of neural networks is a non-convex problem, gradient-based

methods are usually applied. There is thus no guarantee that the global minimum will be

found, but a local minimum often su�ces for a performant neural network. Backpropaga-

tion allows to e�ciently calculate the partial derivatives of the loss functionL with respect

(a) A recurrent neural network. (b) An LSTM cell.

Figure 3.5: Schematic of recurrent neural networks.
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to the parametersw using a backwards pass (Rumelhart et al., 1986). These gradients can

be used by the gradient descent algorithm (Algorithm 1) to iteratively optimise the para-

meters w in sequential steps dictated by the learning rate� with the goal of minimising

the loss functionL.

Algorithm 1: Gradient descent

for n iterations do
� w  r w L(w; X )

wnew  w � � � w

w  wnew

end
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Abstract

In this chapter, we introduce a framework that incorporates data-driven modelling into

existing mechanistic models. The data-driven model �lls in the knowledge gaps of the

mechanistic model, capturing the unmodelled dynamics and thus improving the represent-

ativeness of the model. Moreover, we show that this approach lowers the data requirements,

both in quantity and quality, and improves the generalization ability in comparison with

a purely data-driven approach. We highlight the advantages of this approach on four

di�erent systems and show its limitations, e.g., on a chaotic system. This approach can

be applied to any mechanistic model with su�cient data available and has tremendous

potential in many �elds.

4.1 Introduction

Mechanistic models are based on knowledge. This domain knowledge has been constructed

from theory and empirical knowledge of the system but is often a simpli�cation, incomplete,

and subject to certain assumptions. Here, we introduce a framework that incorporates both

(incomplete) knowledge and data into a hybrid model. Dynamics that are not modelled ex-

plicitly by the mechanistic component are captured by the data-driven component, thereby

�lling in knowledge gaps. From a mechanistic modelling perspective, the representativeness

of the model increases. From a data-driven modelling perspective, incorporating domain

knowledge has a certain regularising e�ect that improves the generalisation ability of the

model and lowers the data requirements, both in quantity and quality.

Any data-driven modelling technique can potentially be used in a hybrid model. Here, we

use neural networks, as these can approximate any arbitrary function (Cybenko, 1989;

Chen and Chen, 1995) and can be trained through gradient descent. In contrast to

previous e�orts, this work implements the parallel architecture at the dynamics level,

tightly embedding the data-driven component into the right-hand side of a di�erential

equation (Gonzalez-Garcia et al., 1998; Masri et al., 1992; Raissi et al., 2018; Ayoubi,

1994). This concept is known under various names such as continuous-time recurrent

neural networks (Funahashi and Nakamura, 1993; Li et al., 2005) and dynamic neural net-

works (De Jesus and Hagan, 2007), but is currently mostly known under the name of neural

di�erential equations (Chen et al., 2018). One can regard these neural di�erential equa-
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tions as conventional di�erential equations where the model structure is determined based

on data, rather than by domain knowledge. As these neural di�erential equations learn

dynamics, they can be closely coupled with mechanistic models formulated as a system of

ODEs into an integrated hybrid model (Quaghebeur et al., 2021). Both components are

trained simultaneously, allowing for synergistic collaboration between them.

Given that neural networks are universal function approximators, neural di�erential equa-

tions can theoretically approximate any underlying dynamics and thereby make highly

accurate predictions. However, their approximation capabilities make them prone to over-

�tting to noise. In comparison to mechanistic models, neural di�erential equations need a

large and representative dataset and therefore fail to extrapolate to regions not seen be-

fore. Furthermore, as their parameters have no physical meaning, they lack interpretability.

Similarly, data-driven discovery of nonlinear PDEs, incorporating a spatial component, can

be done with Physics-Informed Neural Networks (Raissi et al., 2019).

4.2 Models

4.2.1 Mechanistic differential equations

We consider a mechanistic model consisting of a system of di�erential equations of the

form
dkX (t)

dtk
= f (X (t); p) ; (4.1)

whereX (t) 2 Rn is ann-dimensional vector representing the state at timet and f (X (t); p) :

Rn ! Rn is a function parameterised by a vectorp capturing the dynamics of the system.

This form can be extended straightforwardly to include time dependency, forcing, or spatial

dynamics. In mechanistic models, this right-hand side would be constructed from theory

and empirical knowledge,e.g., mass balances or measured reaction rates.
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4.2.2 Neural differential equations

In a neural di�erential equation, the structure is not prede�ned but rather discovered from

data. We consider a neural di�erential equation model of the form

dkX (t)
dtk

= n(X (t); w) ; (4.2)

wheren(X (t); w) : Rn ! Rn is a neural network parameterised by a weight vectorw.

4.2.3 Hybrid neural differential equations

Lastly, we consider a hybrid model, integrating both mechanistic and neural components

of the form
dkX (t)

dtk
= f (X (t); p) + n(X (t); w) : (4.3)

Here, we limit ourselves to the above additive form, but other possibilities such as mul-

tiplicative or nested forms are of course possible (Psichogios and Ungar, 1992; Su et al.,

1993; Oliveira, 2004). Central to the proposed approach is that the parameter vectorsp

and w are estimated simultaneously. As a consequence, there is a tight coupling between

both components allowing for synergies. This is in contrast to other approaches where

a data-driven component is trained on the residual error of the solution of a mechanistic

model (Patton et al., 1994). Incorporating domain knowledge into the model through a

mechanistic component restricts the solution space to a desired subset, reducing over�tting

through a regularization e�ect. When (a piece of) domain knowledge is incorporated, only

its parameters need to be estimated from data, instead of its entire structure, decreasing

the data requirements.

4.3 Training differential equations with a neural component

Di�erent methods can be used to identify the parameters of the right-hand side of a di�eren-

tial equation, whether it includes a mechanistic, a neural component, or both. Mechanistic

di�erential equations rely on a small number of parameters, most of which have a physical

meaning. The majority of these parameters are known or deduced through experiments
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and subsequently used in the model. Parameters that cannot be estimated separately are

�tted by minimising a loss function L between the data and the solution (i.e., numerical

integration) of the di�erential equation.

Including a neural component substantially raises the number of parameters that need to be

estimated, as the entire structure of the dynamics needs to be inferred. Consequently, this

increases the complexity of training, requiring techniques capable of e�ciently estimating

a large number of parameters. We brie
y discuss several options below, for a visualization

of these methods is given in Fig. 4.1.

As the mechanistic and neural components are trained simultaneously, the estimated para-

meters of both components in
uence each other. As a result, the parameters of the mech-

anistic modelp estimated during the training will lose part of their physical interpretation

and should only be interpreted within the context of the hybrid model.

4.3.1 Backpropagation through the solver

The minimization of the loss functionL can be guided by its gradient with respect to all

parameters,i.e., p and w. This approach is called backpropagation through the solver, as

the gradient is dependent on the output of the numerical solver.

This gradient can be estimated through the �nite di�erences method or automatic dif-

ferentiation (Chen et al., 2018). The former is generally used in mechanistic di�erential

equations, where typically only a few parameters need to be estimated. However, it scales

badly with problem size, requiring additional function evaluations for each dimension.

This makes the �nite di�erences method infeasible to �t the many parameters of neural

di�erential equations.

Alternatively, modern libraries such as Tensor
ow (Abadi et al., 2015) and PyTorch (Paszke

et al., 2019) can apply automatic di�erentiation (either forward or backward) over arbitrary

functions, yielding the necessary gradients. Implementing a solver in one of these libraries

allows for backpropagation through the solver without the overhead and scalability issues

of �nite di�erences. However, the solver needs to be reimplemented into such a library,

making it impossible to reuse existing solvers such as the widely used SUNDIALS solver

suite (Hindmarsh et al., 2005). Besides, all operations of the solver need to be traced
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(a) Backpropagation through the solver

(b) Adjoint method

(c) Gradient matching

Figure 4.1: Methods to train di�erential equations with a neural component. WithX (t)

the state vector at timet, X̂ the estimated state vector,X̂ 0 the estimated initial conditions

vector, L the loss,a the adjoint state, and w the weights.

back to perform automatic di�erentiation, making this method memory intensive and less

scalable for long time series.

4.3.2 Adjoint method

The adjoint method for sensitivity analysis (Pontryagin et al., 1962) has been adapted to

compute the desired gradient in dynamical models (Allaire, 2015; Chen et al., 2018). An

adjoint is de�ned as the gradient of the loss with respect to the statea(t) = @L
@X (t) . The
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adjoint dynamics are given by the ODE

da(t)
dt

= � a(t)| @
�
f (X (t); p) + n(X (t); w)

�

@X
; (4.4)

which is analogous to the chain rule. By augmenting the state vector with this adjoint,

the solver can compute the desired gradient through a second backward call. This allows

for the computation of the desired gradients withO(1) memory, at the expence of an

additional call to the solver (Chen et al., 2018). Moreover, as this method treats the

solver as a black box, there is no need to reimplement it in a specialised library, making

it possible to use the adjoint method with existing solvers. In dynamical systems with

a large number of parameters, the adjoint method has been found to be more e�cient

than automatic di�erentiation (Sengupta et al., 2014; Rackauckas et al., 2018). A full

description of the adjoint method to calculate gradients of hybrid di�erential equations is

given in Appendix A, for gradients with respect to the hidden state, and in Appendix B,

for gradients with respect to the parameters and time.

4.3.3 Gradient matching

Both methods described above require an explicit solution of the equations to calculate

the error with respect to the data. At each iteration of the optimization process, an

expensive call to the solver is thus needed. Moreover, errors get integrated through time

and magni�ed by the solver, giving relatively higher importance to the earlier datapoints.

In contrast, gradient matching tries to minimise the di�erence between calculated derivat-

ives and the right-hand side of the di�erential equations. In this way, it directly learns the

underlying di�erential equations, instead of its solution. This circumvents the need for an

explicit solution at each iteration but introduces the need to calculate derivatives from data

through numerical di�erentiation, greatly amplifying the noise in the data. Special meth-

ods based on spline interpolation (Dierckx, 1975) or total variation regularization (Rudin

et al., 1992; Chartrand, 2011, 2017) can be used to perform di�erentiation on noisy and

nonsmooth data, yielding adequate results that can be used for gradient matching. When

calculated derivatives are available, gradient matching scales very well to large systems.
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4.4 Method

We demonstrate the proposed approach on several nonlinear systems, ranging from noisy

measurements of a chaotic elastic pendulum system, over an unknown reaction in glycolysis,

to a reaction-di�usion system, extending the framework to nonlinear PDEs. Lastly, we

show the limits of the approach on a chaotic Lorenz system. In each example, we explore

the ability to identify unmodelled dynamics from only noisy state measurements.

The neural component of the models was a multilayer perceptron with hyperbolic tangent

activation functions, with output dimension equal to the dimension of the system. Weights

were initialised with mean � = 0 and standard deviation � = 0:1. Importantly, the

initialised � determines the balance between mechanistic and neural component, with

larger values of� giving rise to a more dominant neural component. Bias units were

initialised to 0. The parameters of the mechanistic componentp were initialised based on

the calibrated mechanistic model. In all experiments, the size and number of hidden layers

was chosen to balance accuracy (i.e., training and test error) and complexity.

Training was performed in a batched manner. At each iteration, a batch of a certain number

of states was randomly chosen from the dataset. These were used as initial conditions for

the model, integrating the solution for a certain amount of time using a RK4 �xed stepsize

scheme. A �xed stepsize scheme is preferred here as it allows for parallelization of the

batches. Moreover, as neural components can be unstable during training, the stepsize

can become inhibitingly small when using an adaptive stepsize solver, causing arithmetic

under
ows. Subsequently, the RMSE is calculated between the solutions and the data,

with the desired gradient calculated using either automatic di�erentiation or the adjoint

method. An ADAM method with learning rate 0.01 was used to optimise RMSE for 3000

iterations, with the learning rate lowered to 0.001 after 2000 iterations. Additional details

of the experimental setup are reported for each experiment below.

As described above, gradients can be calculated with di�erent methods, each with their

advantages and drawbacks. For the examples presented in this work, we used the adjoint

method, as this method is less sensitive to noise than gradient matching and more 
exible

and memory-e�cient than automatic di�erentiation. All code was implemented in Python

3.7 using the PyTorch (Paszke et al., 2019) and TorchDi�Eq libraries (Chen et al., 2018)

and executed on an Nvidia Pascal P100 accelerator. A minimal code example for de�ning

and training a hybrid model is given in Appendix D.
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4.5 Case studies

4.5.1 Lotka–Volterra system

We �rst illustrate weaknesses of mechanistic and data-driven models on a simple, intuitive

system, highlighting the motivation for a hybrid model. The Lotka{Volterra equations

are a pair of �rst-order nonlinear di�erential equations used to describe the dynamics of

biological systems in which two species, a predator and a prey, interact (Fig. 4.2). The

populations change through time according to

dx(t)
dt

= �x (t) � �x (t)y(t) ;

dy(t)
dt

= 
x (t)y(t) � �y (t) ;
(4.5)

where x is the number of preys,y is the number of predators, and�; �; 
; and � are

positive real parameters describing the interaction between the two species. We generated

training data by solving these equations for� = 1:5; � = 1; 
 = 1; � = 3, and x0 = y0 = 1

for t 2 [0; 20]. We sampled the data uniformly at intervals of 0.02 and added Gaussian

noise with mean� = 0 and standard deviation � = 0:25. The dataset is visualised in

Fig. 4.3. Second, an incomplete dataset was sampled, with only the �rst two seconds

(64 datapoints), as visible in Fig. S4.1. It is clear that this is not a representative dataset,

as not all dynamics are included.

For this case, we assume no knowledge of the predator dynamics is known. We consider

three models:

a) a mechanistic model relying on incomplete information

dx(t)
dt

= �x (t) � �x (t)y(t) ;

dy(t)
dt

= 0 ;
(4.6)

b) a purely data-driven model

dx(t)
dt

= n(x(t); y(t)) ;

dy(t)
dt

= n(x(t); y(t)) ;
(4.7)
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Figure 4.2: Schematics of the proposed approach on the Lotka{Volterra system. a) In-

complete mechanistic model of the system not incorporating predator dynamics. b) Noisy

measurements of the system. The mechanistic model does not accurately capture the

dynamics underlying the data. c) The proposed approach incorporates a mechanistic com-

ponent, encoding the known dynamics, and a neural component, capturing the unknown

dynamics. d) This results in a model that accurately captures the complete dynamics of

the system.
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Figure 4.3: Noisy data sampled from the Lotka{Volterra system. The grey area represents

the incomplete dataset.
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c) a hybrid model, incorporating both a mechanistic and a data-driven component

dx(t)
dt

= �x (t) � �x (t)y(t) ;

dy(t)
dt

= n((t); y(t)) :
(4.8)

As a data-driven component, a multilayer perceptron with two hidden layers of 10 neurons

and hyperbolic tangent activation functions was used, with input and output dimensions

of 2, i.e., the dimension of the system. Weights were initialised with mean� = 0 and

standard deviation � = 0:1. Bias units were initialised to 0. The parameters of the

mechanistic components were initialised to� = 3 and � = 0:5.

Figs. 4.4 and S4.2 highlight the weakness of a mechanistic model (Eq. (4.6)). As there is no

knowledge on the predator dynamics, the model does not represent the data. Although this

is an extreme case, incomplete knowledge inevitable leads to poor model representativeness.

Figure 4.4: Performance of the mechanistic model based on incomplete knowledge.

In contrast, Figs. 4.5 and S4.3 show the weakness of a data-driven model (Eq. (4.7)). Here,

the neural di�erential equation is trained on the incomplete dataset shown in Fig. S4.1. At

�rst, the model accurately represents the data and has captured the dynamics. However,

after two simulated seconds, the model performance quickly deteriorates. This region is

not present in the dataset, thus the data-driven model is extrapolating.
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Figure 4.5: Performance of the data-driven model based on unrepresentative data.

First, we train a hybrid model (Eq. (4.8)) on the complete full dataset (Figs. 4.6 and S4.3).

In contrast to the purely mechanistic model (Figs. 4.4 and S4.2), the hybrid model captured

the dynamics, with the data-driven model �lling in the knowledge gaps of the mechanistic

model. However, as this model is learnt from noisy data, it remains an approximation of

the true dynamics, with the resulting error accumulating over time. The model estimates

the mechanistic parameters to be� = 1:493 and� = 0:998, close to the underlying values

of 1.5 and 1, respectively.

Next, we train the hybrid model (Eq. (4.8)) on the incomplete dataset (Figs. 4.7 and

S4.4). The hybrid model performs better than the purely data-driven model (Figs. 4.5 and

S4.3). Although after 2 seconds the model is extrapolating, it can fall back on the available

knowledge and make reasonable predictions. However, there is a large approximation error,

which quickly accumulates over time. This shows the limits of hybrid models. Limited

by the incomplete knowledge and unrepresentative data, its accuracy su�ers. The model

estimates the mechanistic parameters to be� = 1:579 and� = 1:109.
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Figure 4.6: Performance of the hybrid model based on incomplete knowledge and repres-

entative data.

Figure 4.7: Performance of the hybrid model based on incomplete knowledge and unrep-

resentative data.
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4.5.2 Elastic pendulum

The Lotka{Volterra example gave us an interesting case to highlight the weaknesses of the

mechanistic and data-driven approach, and show the strength of a hybrid model. However,

one could argue that adding a neural component to capture the relatively simple missing

dynamics is overkill. Here, we consider a more complex system,i.e., an elastic pendulum

(Fig. 4.8). When an object is connected to a spring, the resulting motion exhibits dynamics

of both a simple pendulum and an elastic system (Lee and Park, 1997). The system

exhibits chaotic behaviour and is sensitive to initial conditions. The physical knowledge of

the elastic pendulum can be incorporated in a system of mechanistic di�erential equations

d2x(t)
dt2

= ( l0 + x(t))d� (t)2 �
k
m

x(t) + gcos� (t) ;

d2� (t)
dt2

= �
g

l0 + x(t)
sin� (t) �

2dx(t)
l0 + x(t)

d� (t) ;
(4.9)

wherex(t) is the compression or extension of the spring att, � (t) is the angle of oscillation,

dx and d� are �rst derivatives of respectivelyx and � , l0 the length at rest, k the spring

constant, m the mass of the pendulum, andg the gravitational constant. A full derivation

is given in Appendix C. We consider a system with limited elasticity. Noisy measurements

of an example trajectory are visualised in Fig. 4.8b.

For illustrative purposes, we consider a situation where the elastic dynamics are unknown

and not incorporated into the mechanistic model. This incomplete knowledge results in an

ideal pendulum
d2x(t)

dt2
= 0 ;

d2� (t)
dt2

= �
g
l

sin� (t) :
(4.10)

An example trajectory of this ideal pendulum is visualised in Fig. 4.8a. This situation,

where a complex system is modelled by a simpler model that does not capture all under-

lying dynamics, is ubiquitous, either because these unmodelled dynamics are unknown or

deliberately not included. Here, we apply a hybrid model (Eq. (4.3)) incorporating the

ideal pendulum (Eq. (4.10)) as a mechanistic component and a neural component that will

learn the elastic dynamics from noisy data. More speci�cally, the neural component will

learn the terms in Eq. ((4.9)) that are not present in Eq. (4.10).
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Figure 4.8: Schematics of the proposed approach on an elastic pendulum system, where it

is not known that the connecting thread is elastic. a) Incomplete mechanistic model of the

system, based on the assumption that the system behaves as an ideal pendulum. b) Noisy

measurements of the system. The mechanistic model does not accurately capture the

dynamics underlying the data. c) The proposed approach incorporates a mechanistic com-

ponent, encoding the known dynamics, and a neural component, capturing the unknown

dynamics. d) This results in a model that accurately captures the complete dynamics of

the system.
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In this case study, we sampled a trajectory of the elastic pendulum system with length at

rest l0 = 2:25, spring constantk = 200, mass of the pendulumm = 0:547, and gravitational

constant g = 9:81 for t in [0; 10] at a sampling rate of 100 samples/s, with initial conditions

x0 = � 0:75 and� 0 = 1:25, and with added Gaussian noise� = 0:1.

We subsequently �tted a(n) (incomplete) mechanistic, a neural, and a hybrid model to

these data. Training was performed using batches of 256 initial values integrated over the

next 16 timepoints. A neural component with two hidden layers with 40 and 20 neurons,

respectively, was used. Training took 8 minutes on our hardware. During inference, the

neural component adds a small overhead in comparison to the mechanistic model.

The incomplete mechanistic model cannot capture the elastic dynamics, as its structure

only incorporates the dynamics of an ideal pendulum (Fig. S4.5). The learnt dynamics

re
ects the period of the pendulum but not its elastic behaviour. In contrast, both the

neural and hybrid model capture the full dynamics of the elastic pendulum. The hybrid

model estimates the length of the pendulum asl = 0:9. This approximates the terml0+ x(t)

in Eq. (4.9), wherel0 = 2:25 and x(t) 2 [� 1:5; � 0:7]. The deviation between the values

of l and l0 highlights the in
uence of the neural component on the mechanistic component

and the decreased interpretability of its parameters, asl can only be interpreted alongside

x(t).

Besides capturing the dynamics of a given dataset, a model should capture the dynamics

of the system and generalise to situations not seen before. To assess these capabilities, a

neural and hybrid model were trained on several sampled datasets of the abovementioned

trajectory with standard deviations � of Gaussian noise in [0; 0:5] (Fig. S4.6) and sampling

rate in [25; 150] samples/s (Fig. S4.7). We subsequently tested these trained models for

di�erent initial conditions (called the test dataset), calculating the MAPE between the

model output and the system dynamics, thus assessing whether the model can extrapolate

to situations not present in the training dataset. Additionally, we report theL inf norm

of the absolute percentage error on the test set,i.e., the maximum error in the sampled

interval.

First, this procedure was executed for di�erent standard deviations� of the Gaussian

noise (Fig. 4.9b). Both models achieve a low MAPE on the training dataset, con�rming

the approximation capabilities of the neural component. The neural model achieved a

slightly lower MAPE, as the mechanistic component of the hybrid model has a regularising

e�ect, preventing over�tting to the training data. When evaluating on the test dataset,
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the MAPE is signi�cantly lower for the hybrid model. As the hybrid model can rely on

the mechanistic component, it generalises better to conditions not seen before. Logically,

with increasing � , the performance worsens for both models. TheL inf norm of the error

exhibits a similar, magni�ed pattern (Fig. S4.8a). As errors get integrated over time, the

L inf norm increases. At� � 0:5, the noise becomes bigger than the elastic dynamics,

making identi�cation impossible. Interestingly, when trained on noiseless data (� = 0),

both models perform equally well, as no over�tting to noise occurs.

Second, the sampling rate is varied (Figs. 4.9b and S4.8b). Again, the hybrid model

achieves a lower MAPE andL inf on the test set in comparison to the purely neural model

and generalises better to conditions not present in the training data. When lowering the

sampling rate to 25 samples/s, the elastic dynamics become unidenti�able.

Both results show that incorporating knowledge into a data-driven model prevents over-

�tting to the training data, lowers requirements on quantity and quality of training data,

and results in a model that generalises better to unseen states.

Lastly, we compare a conventional approach to hybrid modelling to the approach introduced

in this chapter, i.e., based on neural di�erential equations. To do this, we calibrated the

pendulum model (without elasticity) of Eq. (4.10) to the dataset without noise. Next, we

calculated the residual errors,i.e., the di�erence between the model prediction and data.

We subsequently trained a neural network with one hidden layer of 20 neurons to predict

these errors. The following inputs were used:x, dx, � , and d� , i.e., the same inputs

available to the neural component of the hybrid model. Subsequently, the output of the

mechanistic and data-driven models are summed.

Fig. 4.10 visualises the values ofx predicted by both models alongside the data. The

hybrid model based on neural di�erential equations is capable of accurately predicting

the trajectory of the pendulum, only deviating slightly after 10 seconds. In contrast, the

hybrid model based on the residuals builds up an error over time. Moreover, bar the �rst

second, it is not able to pick up the dynamics caused by the elasticity of the pendulum.

Although the data-driven component corrects the output of the mechanistic model, it does

not change the state of the variables. For example, if it predicts thatx is o� by a certain

amount, the hybrid model will change the output value ofx but not the state value of x

used by the mechanistic model on the next integration step. These errors accumulate over

time. In contrast, in the hybrid model based on neural di�erential equations, the data-

driven component directly alters the state value ofx (and thereby indirectly the output).
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This ensures that the mechanistic component uses the correctedx on the next integration

step.

Figure 4.9: MAPE on the training dataset, representing the extent to which the model

has captured the dataset, and on the test dataset, representing the degree to which the

model has captured the underlying dynamics and generalises to unseen states. Results are

given for both the hybrid model, incorporating a mechanistic and neural component, and

the neural model with only a neural component. (Left) MAPE in function of the noise

standard deviation � at 100 samples/s. Both models achieve a reasonably low training

set error, even at high noise. However, the hybrid model consistently achieves a lower

test error at higher noise levels. (Right) MAPE in function of sampling rate at noise level

� = 0:1. Again, both models achieve a reasonably low training set error, even at low

sampling rates. The hybrid model again consistently achieves a lower test set error. Both

results emphasise the capabilities of the hybrid model to generalise to unseen states, better

capturing the underlying dynamics.
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Figure 4.10: Comparison of the hybrid model based on neural di�erential equations with a

conventional parallel hybrid architecture,i.e., training a data-driven model on the residual

errors of the mechanistic model.

4.5.3 Glycolysis

In the elastic pendulum example, the mechanistic model did not capture all underlying

dynamics. Nevertheless, this simple model did capture the general trends and was, de-

pending on the accuracy requirements, not entirely unusable. However, for many systems,

e.g., those relying on energy or mass balances, incomplete knowledge leads to a model that

completely fails. Here, we consider a glycolysis model, a benchmark problem for system

identi�cation (Schmidt et al., 2011; Daniels and Nemenman, 2015; Brunton et al., 2016).

A simpli�ed version of the chemical reaction network of this system is given in Eq. (4.11)

and can be encoded in a system of di�erential equations.
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The glycolysis system can be encoded into the following system of equations, derived from

the reaction scheme in Fig. 4.11:

dS1(t)
dt

= J0 � v?(t) ;

dS2(t)
dt

= v?(t) � v2(t) � v6(t) ;

dS3(t)
dt

= v2(t) � v3(t) ;

dS4(t)
dt

= v3(t) � v4(t) � J (t) ;

dS5(t)
dt

=  J (t) � v7(t) ;

dNADH( t)
dt

= v2(t) � v4(t) � v6(t) ;

dATP( t)
dt

= � v?(t) + 2 v3(t) � v5(t) ;

(4.11)

v2(t) = k2S2(t)(N � NADH( t)) ;

v3(t) = k3S3(t)(A � ATP( t)) ;

v4(t) = k4S4(t)NADH( t) ;

v5(t) = k5ATP( t) ;

v6(t) = k6S2(t)NADH( t) ;

v7(t) = kS5(t) ;

J (t) = � (S4(t) � S5(t)) ;

v?(t) =
k1S1(t)ATP( t)

1 +
�

NADH( t)

K 1

� q
;

(4.12)

with the parameters used reported in Table S4.1.

In this example, all reaction kinetics exceptv? are known. This missing piece of knowledge

renders the complete model useless (Fig. S4.9), as all subsequent reactions are dependent

on the reactionS1 + ATP
v?�! S2 + ADP and thus on v?. Moreover, it is di�cult to directly

identify the unknown kinetics v? from the data, as the reaction involves ATP, which is also

engaged in other reactions that are (indirectly) dependent onv?.
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Here, we consider a system where the unknownv? is governed by the nonlinear reaction

rate

v?(t) =
k1S1(t)NADH( t)

1 +
�

NADH( t)

K 1

� q
; (4.13)

wherek1, K 1, and q are reaction constants.

We sampled datapoints with scaled Gaussian noise� = 0:05 from the glycolysis system

for t in [0; 4] at 250 samples/s (Fig. 4.12). Training was performed using batches of 256

states integrated over the next 16 time points and was completed within 17 minutes. A

neural component with two hidden layers of 50 and 20 neurons, respectively, was used.

The mechanistic component encodes all available knowledge, whereas the neural component

learns the dynamics of the unknown reaction (Eq. (4.13)). This results in an integrated

hybrid model that accurately captures all dynamics, achieving a MAPE of 0.092 and an

L inf norm of 0.127 (Fig. 4.13).

An additional experiment, similar to the previous one, was performed to assess the impact

of the missing piece on the accuracy of the model. Here, the reaction kineticsv2 is unknown,

instead ofv?. The reaction kineticsv2 is governed by

v2(t) = k2S2(t)
�
N � NADH( t)

�
; (4.14)

where k2 and N are reaction constants. In comparison tov?, the reaction kineticsv2 is

relatively simple. Using the previously described experimental setup, the hybrid model

achieves a MAPE of 0.058 and anL inf norm of 0.083, substantially lower than the previous

experiment. The accuracy is thus higher whenv2 is missing than whenv? is missing,

showing a trade-o� between the complexity of the missing dynamics and accuracy.

Up until now, we have initialised the parametersp of the mechanistic component based

on the available knowledge. To investigate the robustness to poor initialization, we ran-

domly selected the components ofp from the interval [0,5]. The model was then trained

on the dataset. This experiment was repeated 100 times. In 89 of these experiments, the

mechanistic component correctly captured the underlying dynamics, indicating a certain

robustness. In the remaining 11 cases, the neural component suppressed the mechanistic

component, with the parametersp going to 0, thus eliminating this dynamics. This il-

lustrates the possibility that the neural component learns structures that are explicitly

de�ned in the mechanistic component.
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Figure 4.11: Chemical reaction network of the system as de�ned in (Ruo� et al., 2003).
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Figure 4.12: Noisy measurements of the glycolysis system. Colours represent the di�erent

chemical components.

Figure 4.13: The approach integrates both incomplete knowledge and data to accurately

capture the complete dynamics of the system.
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4.5.4 Belousov–Zhabotinksy reaction-diffusion

So far, we have considered ODEs, involving a single independent variable (usually timet).

The proposed approach can be extended to PDEs, involving multiple independent variables,

usually including a spatial component. As an example, we consider a system based on the

Belousov{Zhabotinsky reaction, a classical example of non-equilibrium thermodynamics,

resulting in the establishment of a nonlinear chemical oscillator (Field, 1985; Rovinskii and

Zhabotinskii, 1984). We consider a spatially dependent system governed by di�usion that

exhibits intriguing spatial patterns and waves (Vanag et al., 2001). This reaction can be

described by a system of PDEs involving the reagentsu and v

�
@v(t)

@t
= Dr 2u(t) + u(t)(1 � u(t)) �

u(t) � q
u(t) + q

v(t) ;

@v(t)
@t

= Dr 2v(t) + u(t) � v(t) ;

(4.15)

where D is the di�usion coe�cient, identical for u and v, and � and q are reaction para-

meters.

Di�usion is a well-understood process that can be described by the di�usion equation

(i.e., the �rst term of the right-hand side of Eq. (4.15), Fig. 4.15). Here we consider the

situation where the reaction dynamics are unknown. Hence, the di�usion dynamics are

explicitly modelled as a mechanistic component, with the reaction terms captured by the

neural component. Here, the reaction dynamics are only time-dependent, but unknown

spatial dependencies could be learnt by convolutions (Long et al., 2018).

As training data, we sampled datapoints with Gaussian noise� = 0:01 from a Belousov-

Zhabotinsky reaction-di�usion system with D = 0:001, � = 0:2, q = 0:001 for t in [0; 25]

at 100 samples/s. Spatial discretization was performed forx 2 [0; 5] and y 2 [0; 5] with no

boundary conditions and � x = � y = 0:05.

We �tted a hybrid model with a neural component with three hidden layers with 50, 50, and

20 neurons, respectively, to this sampled data. Training was completed within 37 minutes.

Again, the neural component correctly identi�es the unknown reaction, resulting in a model

that accurately describes all dynamics, achieving a MAPE of 0.083 and anL inf norm of

0.112 (Fig. 4.16).
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Figure 4.14: Example of a spatial Belousov{Zhabotinksy reaction-di�usion system, where

the reaction dynamics are unknown. The proposed approach incorporates a) the available

knowledge on di�usion dynamics and b) spatial measurements of the system. c) The

di�usion is explicitly modelled by the mechanistic component, whereas the reaction is

approximated from the data. d) This results in a model that accurately captures the

complete dynamics of the system.
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(a) t = 0 (b) t = 5 (c) t = 10

(d) t = 15 (e) t = 20 (f) t = 25

Figure 4.15: The mechanistic model, based on incomplete knowledge, does not capture the

reaction dynamics of the system.
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(a) t = 0 (b) t = 5 (c) t = 10

(d) t = 15 (e) t = 20 (f) t = 25

Figure 4.16: The proposed approach integrates both incomplete knowledge and data, res-

ulting in a model that accurately captures the complete dynamics of the system.
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4.5.5 Chaotic Lorenz system

Lastly, we apply the hybrid modelling approach to a Lorenz system, a system of ODEs

named after the mathematician and meteorologist Edward Lorenz:

dx(t)
dt

= � (y(t) � x(t)) ;

dy(t)
dt

= x(t)( � � z(t)) � y(t) ;

dz(t)
dt

= x(t)y(t) � �z (t) ;

(4.16)

where �; � , and � are positive real parameters. We generated training data by solving

this system of equations for� = 10; � = 8
3 ; � = 28, and x0 = 10; y0 = 20, and z0 = 10

for t 2 [0; 50]. These parameters and initial conditions were chosen as they are known to

induce chaotic behaviour. We sampled the data uniformly at intervals of 0.02 and added

Gaussian noise (� = 0 and � = 1). The dataset is visualised in Fig. 4.17.

For this case, we assume no knowledge on thedz
dt dynamics is available, thus we use the

following hybrid model

dx(t)
dt

= � (y(t) � x(t)) ;

dy(t)
dt

= x(t)( � � z(t)) � y(t) ;

dz(t)
dt

= n(x(t); y(t); z(t)) ;

(4.17)

wheren(x(t); y(t); z(t)) is multilayer perceptron with hyperbolic tangent activation func-

tions, with input and output dimensions of three. Weights were initialised with mean� = 0

and standard deviation� = 0:1.

Chaos theory describes how a small change in one state of a chaotic system can result in

large di�erences in a later state. A metaphor for this behaviour is known as the butter
y

e�ect, where, e.g., a butter
y 
apping its wings in the town of Oruro, Bolivia can cause a

whirlwind in Gentbrugge, Belgium. Here, a similar e�ect is at play regarding the system

identi�cation instead of the initial conditions. Fig. 4.18 shows the trained hybrid model

of the Lorenz system. The data-driven component is an approximation of the underlying

dynamics learnt from noisy data. These errors arising from this approximation amplify by

the chaotic behaviour of the Lorenz systems, resulting in completely di�erent dynamics.

Thus, a small change in system dynamics of a chaotic system can result in large di�erences
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Figure 4.17: Noisy data sampled from the Lorenz system.
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in a later state. A MAPE of 8.879 is achieved, further highlights the di�culty of modelling

a chaotic system. However, data of better quality,e.g., sampled at a higher frequency or

in a broader region, could possibly improve the modelling performance.

Figure 4.18: Hybrid model of the Lorenz system.

4.6 Conclusions

In summary, we have demonstrated a powerful approach to incorporate unmodelled dy-

namics into mechanistic models. It builds on recent advances in data-driven system iden-



68 4.6 CONCLUSIONS

ti�cation, more speci�cally incorporating the assumption that the data was sampled from

a dynamical system (Chen et al., 2018; Raissi et al., 2019). Our work extends these ap-

proaches by incorporating a mechanistic component. Mechanistic models are usually based

on domain knowledge that is simpli�ed, incomplete, and subject to certain assumptions.

Dynamics that are not modelled explicitly by the mechanistic component are captured by

the machine learning component, thereby �lling in knowledge gaps. We have demonstrated

this approach on several example systems, exhibiting chaos, unknown chemical reactions,

and spatial dependencies. First, the Lotka{Volterra example provides a simple, intuitive

system for introducing the method. As shown in the elastic pendulum example, this ap-

proach lowers the data requirements, as it is less sensitive to noise and large sampling

intervals. As shown in the glycolysis example, this approach provides a representative

model when incomplete knowledge inhibits the use of a mechanistic model. Moreover, the

approach is robust to poor initialization. The Belousov{Zhabotinsky example shows that

this approach can be easily extended to incorporate spatial dynamics. Lastly, we showed

the limits of the hybrid approach on the chaotic Lorenz system.

We have introduced several methods to train di�erential equations with a neural com-

ponent. In each case, the hybrid model identi�ed unmodelled dynamics from noisy data,

resulting in a model that is representative of the whole system. Although we have lim-

ited ourselves to an additive combination of both components, the methodology can likely

be ported to other combinations. For example, in a system where the ideal dynamics

are known but impacted by an unknown resistance, the mechanistic component can be

multiplied by a neural component capturing this resistance (De Jaegher et al., 2020).

Hence, domain knowledge of the system can be incorporated by changing the architecture.

Moreover, this framework should not be limited to a neural component. Other types of

data-driven components, such as radial basis functions or polynomials, could be preferred

depending on the complexity of the missing dynamics and the use case.

This approach can be applied in numerous �elds with incomplete knowledge but plenty

of data on the system, including climate science, chemical installations, epidemiology,

and �nancial markets. Neither mechanistic nor data-driven modelling is the solution for

all challenges in science and engineering. Integrating both combines their advantages

while mitigating their disadvantages. In conclusion, the identi�cation and incorporation of

unmodelled dynamics is an important step towards modelling of any dynamical system.
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4.7 Appendix

Supplementary �gures

Figure S4.1: Noisy and incomplete data sampled from the Lotka{Volterra system.
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Figure S4.2: Performance of the mechanistic model based on incomplete knowledge.

Figure S4.3: Performance of the data-driven model based on unrepresentative data.



CHAPTER 4 CAPTURING DYNAMICS WITH NEURAL DIFFERENTIAL EQUATIONS 71

Figure S4.3: Performance of the hybrid model based on incomplete knowledge and repres-

entative data.

Figure S4.4: Performance of the hybrid model based on incomplete knowledge and unrep-

resentative data.
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Figure S4.5: The mechanistic model, based on incomplete knowledge, captures the general

trend of the elastic pendulum. However, it does not accurately capture the spring dynamics.
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(a) � = 0 (b) � = 0 :1

(c) � = 0 :2 (d) � = 0 :3

(e) � = 0 :4 (f) � = 0 :5

Figure S4.6: Trajectories of the angle� for di�erent values of the Gaussian noise standard

deviation � .




	Front matter
	Acknowledgements
	Summary
	Samenvatting
	Contents
	List of symbols
	List of abbreviations
	List of figures
	List of tables

	Prologue
	Preliminaries
	Problem statement
	Research contributions
	Outline: roadmap through this dissertation

	Literature review and modelling paradigms
	Water systems
	Modelling
	Mechanistic modelling
	Data-driven modelling
	Comparison of mechanistic and data-driven modelling
	Hybrid modelling
	Hybrid modelling of water systems
	Interpreting data-driven models

	Background of modelling paradigms
	Mechanistic modelling
	Differential equations
	Solving differential equations

	Data-driven modelling
	Modelling problem
	Evaluation of model performance
	Neural networks
	Training neural networks



	Simulation experiments
	Capturing Dynamics with neural differential equations
	Introduction
	Models
	Mechanistic differential equations
	Neural differential equations
	Hybrid neural differential equations

	Training differential equations with a neural component
	Backpropagation through the solver
	Adjoint method
	Gradient matching

	Method
	Case studies
	Lotka–Volterra system
	Elastic pendulum
	Glycolysis
	Belousov–Zhabotinksy reaction-diffusion
	Chaotic Lorenz system

	Conclusions
	Appendix

	Analysing dynamics with Shapley values
	Introduction
	Shapley values
	Method
	Case studies
	Lotka-Volterra system
	Elastic pendulum
	Glycolysis
	Chaotic Lorenz equation

	Conclusions

	Capturing dynamics in an activated sludge model
	Introduction
	Benchmark simulation model
	Case studies
	Introduction
	Unknown growth dynamics of autotrophic bacteria
	Simplified hydraulics
	Missing SNH dynamics

	Conclusions
	Appendix


	Real-world data experiments
	Capturing dynamics in a settling system
	Introduction
	Method
	Hybrid modelling result
	Shapley value analysis
	Conclusions
	Appendix

	Capturing fouling dynamics in reverse osmosis
	Introduction
	Method
	Serial LSTM-based hybrid model
	Integrated hybrid models based on neural differential equations

	Comparison of models
	Shapley value analysis
	Conclusions


	Epilogue
	Conclusions, application potential, challenges and perspectives
	Conclusions
	Hybrid modelling
	Shapley value analysis

	Application potential
	Challenges and perspectives
	Data quality
	Data management and meta-data
	Available knowledge
	Hybrid model architecture
	Reputation and interpretability
	Determining the complexity of the model
	Uncertainty
	Integration with good modelling practice frameworks
	APIs, code quality and availability
	Computational complexity
	Two worlds



	Appendices
	Adjoint method to calculate gradients with respect to the hidden state
	Adjoint method to calculate gradients with respect to parameters and time
	Derivation of the equations of motion of an elastic pendulum
	Code for defining and training a hybrid model
	Monotonicity implies null effects, linearity, and symmetry for Shapley values
	Full description of the BSM1 model
	Full description of the settler model
	Full description of the reverse osmosis model
	Bibliography
	Curriculum vitae










